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I N T R O D U C T I O N

Complex systems are compelling by nature. Despite being made up by many similar
building blocks governed by simple interactions, the system as a whole can exhibit
striking properties. Abstract graphs are a versatile tool for modeling such connected
physical systems – as the increasing scientific interest in the field of network science
indicates their power. Their structural and dynamical properties are both of interest,
and often non-trivial processes are explained by static features of the underlying
structure.

Real-world complex systems present additional scientific challenges. The em-
pirical analysis will need a combination of specially designed measurements and
modeling that often make them great subjects of interdisciplinary research.

Spatial networks are embedded into an abstract geometric space with an appro-
priate distance definition or into the geographic space [13]. Real-world examples
are extremely diverse. Many among them are related to the populations of urban
areas – such as power networks supplying electricity, the commercial network con-
necting countries, the highway network connecting cities, the world-wide network
of airports connected by flights, or the human contact network that viral diseases
can use to travel around the world.

Empirical research of these large-scale networks was long restricted to analysis
based on smaller systems with possibility to directly measure or, in case of large-
scale examples, proprietary datasets, such as description of the system of power
grids or route graphs. While these networks are serving the human population, an-
other important type of network are the social and communication networks formed
by individuals themselves, where location information was only known for smaller
or experimental systems, and rather modeled using e.g., proximity-based forces like
gravitational models.

During the past years interdisciplinary teams formed around empirical research
with the aim of recreating the network model of crucial self-organizing systems, like
the Internet, or the cities, formed by the people of networked societies. The rapid
growth of these systems was facilitated by their high-level of utility for the soci-
ety, and now they are indispensable, hence it became a necessity to uncover their
characteristics and possibly protect them from disruptive effects. For such systems,
researchers would first design a topology discovery campaign to create the graph
abstraction of the underlying system, measure the relative weight of the ties and
the nodes and then complement it by their geolocation to give a complete or partial
spatial embedding.
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viii introduction

These research projects created new measurement systems and services to give
a sort of virtual lens for other interested parties to look at the system – just like an as-
trophysicist would use a telescope to gather information about the universe around
us. For easy collection, handling, processing and searching of such astrophysical
datasets, scientific data centers with sophisticated tools were created. These so
called Virtual Observatories routinely use spatially indexed information for statisti-
cal analysis and network scientists created new types of virtual observatories based
on them. Examples are Internet network measurements, urban sciences or online
social network research. For the latter case, the evolution of collective sensing based
on personal devices has been accompanied by the silent revolution of the social per-
ception of personal spatial information. These allowed for researchers to gather
unprecedented amount of open access data from e.g., public live stream samples of
individual social media accounts.

During my doctoral studies, I aimed to examine geographically embedded real-
world networks with large spatial coverage. The three parts of the thesis corre-
spond to three such underlying physical systems: the router level Internet network,
the global communities of cyber citizens connected through the Twitter social me-
dia platform, and the active urban population of the Greater London area using
a mobile communication system of cell towers. I participated in independent sci-
entific projects where I collaborated with the teams who performed the previously
described discovery experiments. I present our findings in five chapters correspond-
ing to separate assignments. My original contribution to knowledge is the results
of empirical analyses of the measured network features of the underlying physical
systems.

I kept the order of presentation of these works purposefully as they followed
each other in time. Although they could have been reordered based on their per-
ceived importance, I find the evolution of the focus of our research interest descrip-
tive: it mirrors the change in the underlying communication systems subject to our
analysis, the progression of the openly available spatial analytics tools, and the ex-
plosion in the potential of geosocial measurements – in general. We started from
the system of the Internet routers that needed to be geolocated, and finally analyzed
predictability in high-resolution urban patterns using collective sensing by millions
of personal devices – a sharp contrast to fixed and unknown position of the routers.
I hope the Reader will find these subjects as engaging as we did.
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I N T E R N E T N E T W O R K M E A S U R E M E N T S



1 L I K E L I H O O D M A P P I N G F O R
P R O B A B I L I S T I C G E O LO C AT I O N

In this chapter we give an overview of previous work on Internet network measure-
ments and the spatial embedding of a representative set of nodes of the router-level
inter-PlanetLab network - often used as a model for the Internet. The topology dis-
covery is based on network tomography measurements from the end-points of the
PlanetLab hosts. The subsequent spatial embedding uses statistical-model-based
geolocation. The same probabilistic method is also used for other e.g., thematic
address discovery campaigns. Each of these experiments results in thousands of
overlapping spatial distributions.

The motivation for the introduction of the likelihood mapping analysis:

While avoiding the reduction of each distribution to a single centroid point, we previ-
ously used simple methods of aggregation for the evaluation of overlapping spatial
distributions. These methods kept the underlying structure of high-density target
areas hidden. But for the evaluation of the various high-volume experiments with
global coverage, an efficient method would have to allow for the visual inspection
of urban-level spatial community structure of the target sets.

1.1 background

To understand the challenges of the realm of Internet network measurements, here
we provide context to the geolocation of Internet nodes with a brief and simplified
introduction – mostly based on the earlier work of Pastor-Santorras and Vespignani
in the Evolution and Structure of the Internet [14] and of Laki et al. in [15].

Internet network

From the communication system of a restricted group of researchers of the 1960’s,
the Internet evolved into one of the most extensive artificial self-organizing systems
of today. It is a network of networks with worldwide coverage. It has no cen-
tral governor, but instead is dynamically changing and growing by new networks
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freely attaching to its structure with the aim of exchanging information between
computers – independently of their geographic location. As any human-made in-
frastructure, it is subject to outages or disasters or even targeted attacks, and means
of the self-organizing connections promote communication resilience. [14] Informa-
tion travels in small packets according to TCP, and semi-autonomous router devices
create the momentary links between physical network nodes. The Internet Protocol
gives an address to each router interface and a routing table is used for next hop
addresses on the paths to destination addresses. Deciding based on this local in-
formation, they aim to find an optimal way to the target address via active nodes.
Although the physical infrastructure of the Internet is relatively stable, the routing
protocols create a dynamic graph view. Because of technical and administrative rea-
sons a hierarchical structure can be identified, as the network is partitioned into ad-
ministration domains of various functions, called autonomous systems (AS). These
provide a view of the Internet topology “as a core of interconnected backbones to
which regional, campus and corporate networks are linked”[14]. Below this AS-
level coarse-grained view, we find the skeleton of the underlying router-level graph
representation: linked by the physical connections forming the paths between the
source and destination computers.

Since the algorithms of the routers are not publicly available, single organi-
zations only have a partial view of the system. Registry-based, passive topology
reconstruction has its limitations, and active, measurement-based alternative meth-
ods were developed to uncover network properties. Traffic performance metrics, the
size of the graph and its topology, the system’s resilience and ability to grow safely,
its short-term dynamic and longterm evolution are among the topics of scientific
interest.

Active network measurements

While the theoretical modeling of the Internet structure and growth is a well-studied
field of research, it is also necessary to monitor the health of the network through
workload and performance metrics and to map the system based on active mea-
surements [14]. Traffic measurements inspect the travel time and the number of
IP packets on a node or edge. For testing and evaluating network performance the
Packet InterNet Groper program can be used. Using Internet Control Message Pro-
tocol, ping sends packets triggering a reply from the destination and measures the
round-trip-time (RTT) for each packet. When the additional relation of router ad-
jacencies or source-destination paths are of interest, a tool like traceroute can be
used. It can send out packets with limited time-to-live (TTL) setting, measured as
the number of hops on its path towards the target. If the limit is reached before the
target, the intermediate node address will be in the reply. With increasing TTL, the
tool recreates the entire path hop-by-hop. [14]
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These tools perform what we categorize as micro-experiments [6]. To enable
the creation of high-volume, large-scale experiments, covering a representative set
of the Internet network, one needs complex tools running on multiple hosts with an
additional, high-level geographic coordination and time synchronization between
them. With this purpose, several scientific collaborations were born to create testbeds
to facilitate the creation and coordinated use of specially designed measurement
tools, as the necessary macro-experiments could each potentially involve hundreds
of computers and billions of measurements [16]. As many projects were set up
with complementary objectives and with a significant amount of data produced, the
network measurement Virtual Observatory or nmVO was born [16], with the goal
to facilitate the smooth and secure collection, handling, processing and searching
of such resulting datasets. The concept was borrowed from the astrophysicist com-
munity [17], but the ability to trigger new measurements also complemented the
original functionality of sharing data and providing processing tools. [18] As an
analogy, we could say that this would be equivalent to the astrophysics project to
issue a VO query about a segment of the sky. The added benefit is if there is no
data already from previous surveys, then the query would trigger the turning and
pointing of Hubble to the right direction, and collect what it can see, save it, and
present the relevant details in the response.1

Network tomography is one of the examples of large-scale measurement meth-
ods that presented results we used in this work. As its name suggests, it is used
to recreate a view of the system from end-point measurements. These end-points
or probing points are the host machines with known and controlled properties. Be-
sides serving as a monitoring method for internal characteristics, X-raying the Inter-
net can also be used for inference of the network topology. Using the paths drawn
by the traceroute tool, a campaign must be designed with care to avoid overload-
ing of the network and the appearance of a DDoS attack, and complemented by
careful post-processing (e.g., for interface-router matching) [14]. These discovery
campaigns are similar to a “crawler” tool, that is looking for connections between
web pages by looking up all URLs found, and going from webpage to webpage – to
finally map the adjacency relations [19]. An entirely new set of challenges appear
once we are interested in monitoring of the system, i.e., repeated measurements to
follow the dynamics of the edges and nodes. Besides trying to see the full picture,
and provide high coverage of already measured links in repeated experiments, the
redundancy of the measurement becomes a crucial factor to be optimized, and kept
at the minimum level possible. An example of such effort is the topology component
of the OpenLab project, called TopHat [20]. This dynamic view of the Internet falls
out of the scope of this thesis.

1 If my memory serves me right, this impressive analogy was part of a conversation with István Csabai
and László Dobos.
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Probabilistic geolocation of Internet nodes

Here we present the model-based geolocation method following [15] in detail, as
the spatial metrics presented in this chapter were designed explicitly for aggregate
representation of its probabilistic results for high-volume target nodes.

The Spotter service is a prototype for the kind of experiments that combine
ping and traceroute measurements for geographic embedding of the discovered
topology. It was created to demonstrate and highlight the advantages of the nmVO
[16, 18], while also improving upon state-of-the-art IP geolocation methods and
Internet spatial analysis. Passive geolocation services rely on databases of organiza-
tional domain information or DNS names. This information can be unreliable, as,
e.g., a single name can have many sites at dispersed geographic locations. From the
active geolocation methods, it is mostly related to those using measurements from
vantage points of known location for subsequent evaluation based on constraints
and trilateration to determine a region of equal probability as the limited zone of
possible target locations. The intersections of circles defined around the vantage
points from the maximal possible distance traveled during the measured delay time
is used. Other methods combine topology information and registry-based informa-
tion too. [15]

The novelty of this method is the use of a statistical delay-distance model that
was calibrated based on a statistical analysis of an extensive set of target points of
known locations. The study revealed a generic distance distribution, independent
of the position of the vantage point that is used for the delay measurement. The
model has proved to be independent of the direction of the measurement. That
means that a landmark at any arbitrary position can measure any unknown position
of a node of the Internet, we can use a simple radial profile, concentric around the
source of the measurement, i.e., of the landmark. The result of geolocation with
multiple landmark delay measurements is a joint spatial probability distribution
over the surface of the Earth (see Fig. 1.1, adapted from [15]). We can formulate
the theory as follows. The geographic coordinates lat and lng define a geographical
point P = (lat, lng). The position of the target node is somewhere on the surface of
the Earth, described with random variable τ = (latτ, lngτ). The spatial probability
density function of τ is used to determine the probability of finding the target in a
given region of the globe. Generally this distribution g(τ) depends on the position
of the landmark and of the measured delay value. For the kth landmark of known
position Pk and a measured delay dk to the target, the conditional probability that
the target position Pt falls within region area R is:

Prob (Pt ∈ R|Pk ./ dk) =
∫

AR

gPk
dk
(τ)dτ, (1.1)
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where Pk ./ dk indicates that the propagation delay between Internet nodes of po-
sitions Pk and Pt was dk, and dτ indicates an infinitesimal unit of area on the on
the globe defined by dlatτ × dlngτ. In this model an isotropic assumption is made,
where the distance probabilities are the same in all directions from Pk for a given
dk. Hence, g defines a ring-like surface around the vantage point, as shown in
Fig. 1.1. With delay measurements from at least three landmarks (di=1,...,N), we
can use the joint density functions of multiple, statistically independent landmark
measurements to counteract the isotropic nature of a single landmark:

AR

N

∏
i=1

Prob (Pt ∈ R|Pi ./ di) = AR

N

∏
i=1

∫
AR

gPi
di
(τ)dτ, (1.2)

where AR = Prob (Pt ∈ R)(n−1) is a normalizing factor derived from the uncondi-
tional probability of Pt being within region R.

As an approximation of the continuous spatial probability distribution, Spotter
is returning a discrete resolution evaluation. First, a spherical hierarchical division
method, the hierarchical triangular mesh or HTM [21, 22] is used for dividing the
surface of the globe into triangular cells or “trixels”2. (We use these two names
interchangeably in this work.) Then the probability of finding the target in that
uniquely identified unit is calculated based on Eq. 1.1. Second, a confidence level
threshold is set to keep the result relatively compact instead of giving a result of
worldwide coverage for each target. The accuracy reached by Spotter has been
verified and confirmed to be within the the city-level range – provided that the
measurements have a geographically dispersed set of vantage points.

See Fig. 1.2 for illustration of the division and an example for result geolocation
distribution.

2 At a given HTM resolution level the triangle areas are almost equal, within a factor of 2.
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a Delay-distance probability distributions
from three independent landmarks of
isotropic radial profile.

b Spatial probability distribution at a
given confidence level (red), from the
three independent measurements.

c Delay-distance measurements with µ±
σ curves indicated. RTT[ms] vs Great-
circle distance [1000km].

d Probability distribution of standardized
delay-distance profile.

Figure 1.1: Probabilistic geolocation. a The probability density surfaces for three land-
marks illustrate the ring-like individual spatial densities. b The joint proba-
bility function for a given confidence level marked by red (see Eq. 1.2). c
Signal propagation time delay. Dependence on distance from 700 PlanetLab
nodes. Each dot is a measurement. Results range from city level to thousands
of kms. d Generic density profile after standardization, with Gaussian model.
[15]
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a Recursive subdivision of octahedron,
with unique trixel ids. From [23].

b Hierarchic triangular subdivision 0–4
level, on the Earth’s surface.

c Level-8 resolution of HTM trixels. d Level-9 resolution of HTM trixels.

Figure 1.2: Geolocation service trixel resolution. a-b: Hierarchical Triangular Mesh
[21, 22]. c-d: Example trixel maps using two different levels of resolution.
(Segment of the East Coast of the USA, with added population layer.)

a Conference website ssdbm.com (2013). b Service website gmail.com (2011).

Figure 1.3: Spotter web service (http://spotter.etomic.org). Two results of geolo-
cation, where red trixels indicate non-zero probability for a given confidence
threshold. a High quality, compact result [6]. b Lower quality, less compact
result, still serving as good indicator of center, but with higher uncertainty.

http://spotter.etomic.org
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1.2 data: node discoveries

To test and present the aggregation method, we use various independent experimen-
tal datasets of previous work, each result of an extensive node discovery campaign,
subsequently spatially embedded by Spotter geolocation measurements.

The inter-PlanetLab network

The main experiment was a topology discovery campaign. The picture of the Inter-
net as seen from the endpoint nodes of the geographically diverse PlanetLab hosts
[24] is often used as a representative model of its router-level topology [25, 26].
The geographic embedding of the Internet topology opens the way to analyses of
link and node properties alike. The goal was to showcase Spotter capabilities [27,
28], and to highlight features of the complex geography of the Internet [1]. The
inter-PlanetLab network nodes were collected from tomography measurements con-
ducted between 700 nodes of the PlanetLab research network (see Fig. 1.4). All
the endpoint nodes were used in both source and destination roles, and from more
than 400, 000 traceroute experiments 15, 339 distinct IP addresses were successfully
geolocated by Spotter, with less than 5% loss.

In [1] we present the geographic characterization of Internet links. Among
other detailed statistical analyses, the division of the measured link lengths into
three domains was created using of their length distribution exponents. The city-
level, intra-continental and inter-continental edges of the inter-PlanetLab network
are shown in Fig. 1.4.

In the next section, we focus on the discovered nodes: their distribution and
the efficient spatial representation methods are the subjects of this thesis work.

Other experimental collections

In addition to the tomographic view of the physical Internet connections, thematic
discovery campaigns aim to create collections of addresses linked by a shared fea-
ture that is outside of the infrastructural graph representation. E.g., collections of
IP addresses for web pages can use the Google search engine looking for specific
keywords or a particular service, like finding the YouTube hosts around the world.
This latter example was used in [15] to showcase the biggest weakness of passive
IP geolocation: for geographically dispersed sites of the same owner, the single reg-
istered geographic address can misplace entire blocks of addresses with extreme
location errors. YouTube is a large scale content provider, with thousands of data
centers. As their Quality of Service is dependent on the proximity of those centers to
the user, they are spread all over the world. In this dataset, IP addresses belonging
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a Inter-PlanetLab network: more than 42, 000 links represented by their respective great-
circle shortest paths. All three domains of link lengths included.

b Sites of the PlanetLab Consortium3 scientific organization as seen in 2011 on [29]. Used
as endpoints of the network tomography discovery experiments.

Figure 1.4: Network tomography. The inter-PlanetLab graph embedding. a The inter-
PlanetLab network links as discovered in [1]. b The PlanetLab sites with
great geographic diversity and worldwide coverage.

to the 74.125.0.0/16 address block were collected. Although passive geolocation lo-
cates them all to Mountain View, CA., the Spotter localization of 9, 312 active servers
was successful, and showing a different picture. In the next chapter, we use these to
showcase the different methods for collective mapping of large-scale, high-volume
Spotter collections. Another work was focused on ping delay measurement of all
accessible computers on the Internet, presenting the experimental results with sta-
tistical analysis and simulated modeling [30]. To provide geographic context to the
results in abstract space, high-volume sample batches of the measurements were
also geographically embedded by Spotter. Here we use a batch of approximately
370 target localizations, a relatively small sample as compared to the project, mostly
concentrated on and around the European continent. The third set of node list was
collected from Google searches run on geographically dispersed PlanetLab nodes as

3 c©The Trustees of Princeton University. [29]
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a test for batch processing. The set is divided into slices that looked for addresses
of pages containing the same words, “Barack + Obama”, but restricted to the dif-
ferent years of 1998, and 2009. This thematic collection was then geolocated with
Spotter to have a world map of approximately 2, 300 and 11, 000 targets respectively.
We will only use it as a simple example of comparative maps.4 In the next chapter
we use their spatial target distributions in the USA for illustration of the difference
between various aggregation methods.

1.3 methods and findings

Collective mapping for probabilistic geolocation

As presented in Sec. 1.2 in detail, during and after its validation period, the Spotter
active IP geolocation service [15] produced a large number of spatial distributions
for target measurements. They were part of a few extensive experiments, where
hundreds or rather thousands of target nodes were located with varying level of
spatial compactness. As the uniqueness of the method lies within its probabilistic
nature, the goal was to show the results without reducing each of them to a single
point of most probable, median or mean position – i.e., without giving the false
impression of the type of localization.

For visualization of the collective result of an entire geolocation experiment,
various options arise in comparison to the mapping of an ensemble of singular points
without spatial extent – or even in contrast to the mapping of an individual spatial
probability distribution. These high-volume experiments can easily result in several
thousands of individual spatial distributions with overlap, but each corresponding
to independent target points. At these levels of volume, the overlap is generally
significant, hence the aggregation process for common map representation of their
composite geographic structure will inevitably reduce the amount of information
contained in each of the individual distributions. We mention here that another
factor contributing to reduced information is the measurement itself. Weak vantage
point(s) (i.e., landmark(s) with long distance to the target) without the extra level
of confidence adjustment can produce a subset of results with an unreasonably large
spread, sometimes with an almost uniformly covered area (one example is shown
in Fig. 1.3). These results can be explained by the distance-delay model, shown in
Fig. 1.1c, where vast distances also mean growing uncertainty, i.e., a density profile
spread over greater width. In the presented collections, we kept these results, as
completeness was of greater interest.

4 It is interesting to note, that these searches are not necessarily related to their main topic as much
as to the year restriction (or its handling by the search engine itself): a baseline search for a neutral
word had similar growth over the years as the “Barack + Obama” search.
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With this in mind, one should choose the method of aggregation carefully, ac-
cording to the kind of questions that the map representation should answer about
the underlying system, the subject of embedding experiment. In either case, we
need to formulate the discretized problem, let us suppose that there are N indi-
vidual spatial probability distributions to be aggregated. fK(lat, lng) denotes the
analytical result of the Spotter delay measurements, and it is generated for N sepa-
rate target localizations. The Kth distribution would then have:∫

Aglobe

fK(lat, lng)dA = 1, (1.3)

where the integral goes over the surface of the globe, and the (lat, lng) values repre-
sent the geographic coordinates of a point on the surface of the Earth. If we use the
HTM method and select a level of spatial resolution, then we divide the surface of
the Earth into M disjoint trixels. After discretization the integral in Eq. 1.3 becomes
a sum of the local integrals over the cells of area Ai, i.e. the sum of “cell probability”
values, pK,i for the ith cell of the Kth distribution:

M

∑
i=1

∫
Ai

fK(lng, lat)dA

 = ∑
i

pK,i ≤ 1. (1.4)

The strict equality to 1 is relaxed by the confidence threshold truncation for
approximate results used by the service before generating the returned result distri-
bution K – as described in Sec. 1.1. To illustrate the various types of aggregation,
we present in Fig. 1.5 the relatively small sample measurement results of a few hun-
dreds of geographic distributions [30], described in Sec. 1.2, aggregated by four
methods. There was no post-processing used, and the complete mapping is left visi-
ble. (E.g., there is no cropping of peripheral or water areas with zero probability of
finding targets in them.)

The first method, shown in Fig. 1.5a is only used as indicative illustration for
the exploratory stage: we show the number of overlapping layers at each trixel in
a flat type of aggregation, as if we had transformed distributions of constant value:
p∗i,K = 1 for all i, K. The second option, shown in Fig. 1.5b is the simple aggrega-
tion of histogram-like joint density map, that we will describe in next section. We
see a typical scenario of high-volume overlaps: with many large coverage distri-
butions to be aggregated there are dominant centers forming and overshadowing
target-centers with lower volume, or quality of location result. As a quick remedy,
we can use a logarithmic transformation, that can help to some extent, as seen in
Fig. 1.5c. These traditional, histogram-like representations are useful for showing
the relative dominance of well-localized target groups. On the other hand, when the
focus is more on finding the target centers, despite them only having an underrep-
resentation in the number of targets, then a different type of transformation will be
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a Flat aggregation for baseline map, us-
ing the number of overlapping layers in
each trixels with great diversity (range:
1− 197.))

b Simple joint density. 2D histogram-
like aggregation. A few dominant cen-
ters overshadow the rest of the targets.

c Logarithmic transformation of
Fig. 1.5b, for decreasing domina-
tion of a few strong centers, but
keeping the relative strengths.

d Transformed likelihood mapping, as de-
scribed in Sec. 1.3, with a more bal-
anced view of underrepresented target
centers.

Figure 1.5: Comparison of aggregation methods. Approximately 370 partially overlap-
ping target localization distributions. Full mappings, without post-processing.
(The same color scale of blue-white-red used for each figure’s own range.)

needed. In the last figure, Fig. 1.5d, we present the result of the proposed method
of a transformed likelihood mapping. It can be seen that the technique has redrawn
the accentuation of the underrepresented geographic centers for a more balanced
view while keeping the probabilistic, or distribution-like, nature of the map.

Plain aggregation: joint density maps

The same way we create a layer count for each trixels, we can use them as two-
dimensional histogram bins. The first method comprises of the formation of a 2-
dimensional, histogram-like, aggregated spatial probability distribution. The value
assigned to the ith cell is calculated by the simple local summation of the cell prob-
ability values assigned to it by each of the overlapping individual distributions. In
return, integrating these locally aggregated cell probability values over the entire
Earth will give N, the number of different IP addresses on the map: ∑K,i pK,i ≤ N.



14 likelihood mapping for probabilistic geolocation

The equality is almost satisfied for the confidence levels of truncation of the geolo-
cation service, as mentioned before.

This graphic representation can be seen as the combined spatial probability
density function of the system of targets, and by assigning a corresponding color
scale to these values, it will instantly show the concentration of well localized or
high-volume target regions. These dense areas are almost inevitably formed in
case of high-volume experiments since targets tend to mostly organize according to
the structure of populated places: the urban areas. Nevertheless, even when deal-
ing with high-scale campaigns, this method can still hide the under-represented or
weakly measured target centers, e.g., when several partially overlapping distribu-
tions will obscure the original boundaries.

Centralized aggregation: inverse likelihood maps

If a region is the location of multiple targets, it is possibly dominating the entire data
set, and other areas that are only hosting a small number of nodes can disappear
in a collective mapping. To benefit from the city-level resolution of the Spotter

measurements, we introduce a transformation of the individual distribution prior
to aggregation, and locally weighted averages will be used to form the collective
distribution of the target set. This method will allow us to show the underlying
structure more evenly but still without losing the probabilistic nature of the indi-
vidual results. This approach can enhance the visibility of regional centers with
well-localized nodes underrepresented in number, and reduce the blurring effect of
near-uniform plain results.

When given a single distribution over the discretized trixels of a finite-area re-
gion, one can consider its center point, defined by e.g., its empirical mean. These
center points will minimize their corresponding error function. Hence, by calculat-
ing an expected error value for all trixels of non-zero probability, this new empirical
measure will differentiate even between cells of a nearly flat distribution. That was
our goal and the reason to introduce a transformation. We define the distance be-
tween two trixel cells as the distance of their respective centers, using averaging
approximation on a lower level. For a specific trixel, we calculate the weighted av-
erage of each trixel’s distance from it, that is, we calculate the error of distance that
we could expect if the other trixel was the real target location. In other words: sum-
ming up the error that we could make if, with probability pK,j the jth trixel was the
real location, but we mistakenly chose the ith cell. This can also be viewed as a sort
of potential function, focusing on the real distribution center. From the minimum
value, it is concentrically increasing with the distance. This property makes it suit-
able for our purpose of location distinction. Also, we can use this transformed func-
tion for differentiation between distributions of different target points, e.g., based
on their extent the minimum value will vary.
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The freedom in the definition of the error and distance functions will general-
ize this method, and effectively give a family of measures for the inverse likelihood
transformations. The distance definition can be adjusted according to the approxi-
mation we need for the Earth’s shape. The choice can be dependent on the balancing
between computation resources (like time and capacity) and the precision required.
Within city distances, we could use the most straightforward approximation of eu-
clidean distance on equirectangular projection (where the only adjustment is for the
lateral coordinate). But in the range of the size of a typical country or even a conti-
nent, the use of more sophisticated spherical or ellipsoid geodesics will be required.
One can choose from different great-circle distance calculations like, e.g., the spheri-
cal law of cosine, Haversine [31] or Vincenty formulas for an ellipsoid approximation
of a few mm precision [32]). (as used for the illustration of inter-PlanetLab links in
Fig. 1.4a).

This method will assign a center to these empirical distributions. We mention
that there are at least three distortion factors to this theoretical mean or median
center correspondence, but these empirical definitions will still assign an empirical
center to the measurement results. The most significant distortion factor is that the
distance are in a range where, as mentioned before, Euclidean distance approxima-
tion cannot be used. The second factor is the nature of the discretization relative
to the shape of the distributions. When using a trixel, we associate its probabil-
ity value to its center, and this center point is weighted by the probability of the
trixel. Hence, if a uniform distribution within the cell does not well approximate
the probability density, the center point is not a well representative for the entire
cell. Hence, the use of high enough resolution is necessary. The third factor can be
the approximation we inherit from the Spotter service, where a confidence interval
is used for truncation of the entire probability distribution. The higher the confi-
dence value chosen, the better our empirical center approximation. The meaning of
these centers is not necessarily the same as in case of the Euclidean geometry. From
the freedom of error definition, we can e.g., use the empirical mean of simple abso-
lute distances. Latter case would give the mean for a minimizer when the spherical
geometry does not have to be taken into account. – within the approximation of
the almost equal-area trixel resolution and the shape of the Earth used for distance
approximation.

E.g., for the Kth distribution and the ith cell - if it is in the covered area of AK,
in the minimizing for average absolute deviation:

〈errori〉K := ∑
j∈K

pK,jD(i, j), (1.5)

where D(i, j) stands for the geographic distance between the ith and the jth cells (or
locations), and is calculated as the great-circle distance between their centers. 〈·〉K
stands for averaging according to the Kth probability distribution.
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Once we transformed the single distributions, the second step of centralized
aggregation can be performed. We take the transformed distributions resulting from
Eq. 1.5, and use them to calculate the weighted expected error of each trixel of non-
zero coverage. For this,we fall back to the original probability values, and effectively
use them as relative weights assigned to the cell’s error by its distributions. For the
ith cell the averaged expected error is defined as:

〈〈errori〉〉 := 〈〈errori〉K〉total = ∑
K

pK,i 〈errori〉K , (1.6)

where 〈·〉total stands for the aggregation by weighted averaging according to all
overlapping distributions.

The smaller this value, the better the location, hence: before using a color scale
we finally put the inverse of the normalized error:

qi = 1− 〈〈errori〉〉
maxi (〈〈errori〉〉)

. (1.7)

The example in Fig. 1.5d shows the accentuation of underrepresented centers on
the flat or the simple aggregation maps, as those become part of the final picture.

One additional processing to consider when showing the totality of results is
not the first objective is a selection or pre-filtering of distributions of high uncer-
tainty, i.e., of expansive size or covered area. This can be preferable when the
targets, and the method or discovery campaign itself, are on display. In Fig. 1.6a we
show the empirical size distribution of the more than 11, 000 distributions. We use
different definitions of linear size, like range, as defined by the maximum distance,
or diameter of the covered trixels (measured between possible trixel centers), the
average absolute deviation, and the σ. The vertical lines mark a series of plausible
limits for filtering: 50, 100, 200, 500, 1, 000, 20, 000kms. This shows that, e.g, a filter
of 200km based on sigma size measure, we can retain approximately 80% of the dis-
tributions, while using only distributions below the typical size of a city, in the range
of 50− 100km, would be a severe compromise. (We emphasize, that this does not
mean that city level precision is compromised, as this claim of the Spotter method
is achieved when deriving the center of the distribution.) We mention that further
differentiation based on continental selection reveals, that according to these empiri-
cal cumulative values, the European subset of measurements is slightly less compact
than the North American subset. Either way, the pre-selection limit of 200km thresh-
old as measured in sigma size of individual distributions can retain nearly 80% of
them and already show better representation.

In Fig. 1.6 we show series of pre-filtered aggregations of type simple joint den-
sity – to show coverage effect.
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Maps of Internet discovery campaigns

In Fig. Fig. 1.7 – 1.8 we provide examples of advantages of each mapping method
and illustrate results of the inter-PlanetLab embedding and the transformed likeli-
hood mapping in three different regions of the world. 5

Examples where the goal is to show relative strength of the geographic target
centers as measured in high-quality geolocation and high volume of target nodes,
the plain aggregation results can be used. The transformed likelihood maps give
valuable insight into the spatial structure of target locations and revealed the high
correlation between populated areas and the measured centers. This correlation can
be observed in Fig. 1.8b, where urban areas are indicated for the East-Coast cities
of the North of the USA. Other urban areas with high target localization density
exhibit a qualitatively similar picture. In either case, we see the difference between
the methods presented is non-negligible.

Conclusion and Outlook

In this chapter, we examined a family of transformation and aggregation methods
for the collective mapping of probabilistic spatial distributions. We used them for
visual inspection for a diverse set of high-volume geolocation experiments. This
empirical study presented the node distribution of inter-PlanetLab network on the
level of urban distance scales. It was out of the scope of this analysis to study the
potential use of the same measure as a tool for topology discovery and geolocation
quality assessment. It was shown in previous work that the precision of the geolo-
cation method was measured against a known set of target nodes. If we intend to
characterize the whole experiment, we can use the geographic polygon of each pop-
ulated area instead of the closest city centers. This way the shape and geographic
area of the aggregation result could be used. With a predefined threshold of accep-
tance, a comparative analysis could be performed giving the measure of discovery
goodness and its spatial distribution.

5 The HTM cell level resolution of the illustrations is realized by the use of the Quantum GIS software,
an Open Source Geographic Information System [33]. The different geographical and cultural layers
of the maps were created with the use of Natural Earth vectorial maps [34]. In all aggregated maps,
we used the scientific diverging color map described in [35].
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a ECDF of linear size of target localization results. Three
different size measure shown: diameter (blue), sigma (black),
mean absolute deviation (red). A series of thresholds marked:
50, 100, 200, 500, 1, 000, 20, 000kms.

b Aggregation of pre-filtered distributions. σ ≤ 1, 000km.

c Aggregation of pre-filtered distributions. σ ≤ 500km

d Aggregation of pre-filtered distributions. σ ≤ 200km

Figure 1.6: The effect of filtering on aggregation in the USA and in Europe. We dis-
carded distributions of excessive linear size, for a series of increasing thresh-
olds set as spatial variance limits.
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a Collective mapping of Google search
for 1998 of “Barack + Obama”.

b Collective mapping of Google search
for 2009 of “Barack + Obama”.

c YouTube nodes geolocated in North
America, with logarithmic transforma-
tion of plain aggregation.

d YouTube nodes geolocated in North
America, with transformed likelihood
aggregation.

Figure 1.7: Collective mapping - Comparisons. a-b: Plain aggregation of different node
sets with common color scale. c-d: Plain aggregation vs transformed likeli-
hood mapping for the same node set.
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a Inter-PlanetLab nodes geolocated in
North America.

b Inter-PlanetLab nodes geolocated in
North America, with populated areas
layer (green) added.

c Inter-PlanetLab nodes geolocated in Eu-
rope.

d Inter-PlanetLab nodes geolocated in
Europe, with populated areas layer
(green) added.

e Inter-PlanetLab nodes geolocated in
North America, with populated areas
layer (green) added – details.

f Inter-PlanetLab nodes geolocated in
Europe, with populated areas layer
(green) added – details.

Figure 1.8: Inter-PlanetLab nodes with transformed likelihood mapping. Filtered set
of measurements in the two main target areas of North America and Europe.
Details of populated area comparison added.
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1.4 summary and results

In this chapter, we gave an overview of the previous work on Internet network mea-
surements and the spatial embedding of a representative set of nodes of the router-
level inter-PlanetLab network – often used as a model for the Internet. The topology
discovery using network tomography resulted in several thousands of router nodes
that were subsequently geolocated with the Spotter service. The same probabilistic
geolocation method was also used for other, e.g., thematic address discovery cam-
paigns. Hence, each of these campaigns resulted in thousands of overlapping spa-
tial distributions, where the collective mapping to geographic representation posed
a non-trivial challenge of aggregation.

The problem of efficient spatial aggregation was presented to me by G. Vattay,
P. Hága, P. Mátray. The authors of [15] created the geolocation method and most
of the measurements presented in Sec. 1.1. This team previously analyzed the geo-
graphic properties of Internet links based on single-point reduction, and used simple
aggregation method. A. Darázs created the target collection represented in Fig. 1.5.
I introduced the new aggregation method of centralized likelihood mapping and
its variants. I also re-implemented all other previous aggregation methods and pre-
pared the GIS datasets and visualization tools and results for Sec. 1.3. I performed
the discovery and geolocation collection of the thematic target sets. I created the
great-circle link visualization, and I reprocessed all previous datasets for exact treat-
ment and visualization of the HTM resolution with GIS layers.

Results of the chapter:

I introduced a method of spatial aggregation based on a family of statisti-
cal measures of spatial uncertainty, and efficiently applied it for overlapping
spatial distributions. The spatial likelihood maps were used to evaluate the
results of various high-volume experiments, and proved to be able to uncover
the urban-level community structure of target sets of global coverage. [1]
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2 E F F E C T I V E C O R E A N D P E R I P H E R Y O F
G E O P O L I T I C A L R E G I O N S

In this chapter we examine previous work on the social graph discovery of the public
accounts of the Twitter social media platform. Once the individual user nodes of
known location are aggregated according to the countries and states of the world,
we have a weighted graph of high level of averaging. The social media follower
graph can be complemented by a graph where links represent the mention relations.
We then present the core-periphery analysis of this global network. We will also
highlight some structural properties that show surprising dependence on the size of
the regional nodes, i.e., possibly showing a relation to some evolutionary aspects of
the system.

The motivation for the core-periphery analysis of the regional network:

The structural analysis of this global network can highlight its asymmetries and
define a hierarchy of nodes. Using the global influence differentiation of regional
nodes based on viral infection power, and two complementary representations of
social ties between them, we aim to uncover the separation between central and
peripheral regions.

2.1 background

This chapter will focus on the uncovering of the effective core-periphery structure
of the worldwide network of geopolitical regions – as connected by aggregated,
social ties. Here we give a brief introduction to the evolutions of geosocial network
services, followed by the description of the Twitter platform. We show how it makes
an excellent subject of spatially embedded, large-scale network research through its
position information sharing, and what kinds of social ties can be modeled by its
various graph representations.

23



24 effective core and periphery of geopolitical regions

On geosocial networks

Let us start with a mostly subjective and brief introduction to enumerate a few
stages of the geosocial (r)evolution of online interactions.

Online social networks quickly became popular, and the Facebook model was
replicated by smaller local or specialized sites. Users of various backgrounds partic-
ipated in multiple social groups according to their interests. With the appearance
and quick adoption of personal mobile devices, people started to use these platforms
on the go. An example of early geo-tagged dataset – i.e., where digital information
connected to a user’s online activity contains the geographic location in form of GPS
coordinates – is the set of digital images shared in the online communities. Digital
cameras and mobile devices started to tag location to image files, and this infor-
mation was shared with the image uploaded, often with significant delay, to the
creative sites – but already containing time and location of creation. As an example,
Flickr, one of the first and biggest popular photography platforms, is still a source
of location proxy for spatial analyses of events, often independent of the images
themselves (e.g.,[36–38]).

Next in line, we have the model of location-based social networking platforms,
where the main feature of the service is the place of the user. In these services,
the users would check-in at a specific location (e.g., Gowalla and Foursquare [39],
[40]). These sites also provided openly accessible datasets for researchers, like e.g.,
in [41].) As the capabilities of personal mobile devices increased, their use became
the norm in many developed countries. In addition to these territories, and contrary
to intuition, these communication devices also gained significant traction in devel-
oping countries. In some of these societies the lack of previous infrastructure even
facilitated the faster adoption of mobile communication devices, and the local devel-
opment could “jump” a stage.1 In this field of constant evolution, geosocial networks
saw such success, that their functions quickly became part of the basic services a
modern online platform would provide by default. Businesses were merging, and
each giant social platform started to provide its own location-aware services. People
voluntarily shared their GPS coordinates with these online, international providers
to benefit of their additional services. This silent revolution of voluntary personal
data sharing was welcome also by many research groups, as public accounts were
open for developers to join the platforms’ software base with additional solutions en-
riching the connected collective experience. Contrary to the idea of location related
check-in’s, where people actively used the application to share something about the
place they were at, the novelty of the next generation of location-aware services
was that they reported the potion information seamlessly, and automatically, in the
background. Once the public account gave permission to its access, the GPS coor-
dinates were attached to all interactions with the platform, even if the interaction

1 As an example, mobile banking solutions have better acceptance in some developing countries than
in developed countries with a strong presence of banking services.
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is not location-related. This way, the meta-content of each post will provide spatial
embedding of the account’s user – whenever it is possible.

The Twitter platform

In this milieu, Twitter appeared in 2006 as the grand rival to the “traditional” ser-
vices, and it focused on brevity and efficient, instant information sharing. Its philos-
ophy was to only allow unusually short posts, hence it is called a microblogging site.
Its great success lies in the extremely simple conversational solutions, where topics
defined by simple hashtags create instant platform to people to share their thoughts
with the public, or where direct tagging, i.e. mentioning of an other account ad-
dress will start a conversation with any known or public account. The possibility
to follow people with authorized access to their news feed, or to follow any public
account without restriction on audiences created a rivalry between big names for
the interest of the users of all backgrounds. This simplicity generated a worldwide
audience, the user accounts are as diverse as the people and businesses around the
world. From the Pope to the Dalai Lama or the President of the USA, news agen-
cies, celebrities and organizations – all embraced the new communication form. It
played the role of quick communication medium in uprisings and protests, and is
the choice of platform of many political movements, police interaction with public,
or personal outreach in emergency situations – but also the ground of simple mood
reports, games, and robotic automated posts.

Unfortunately, the worldwide coverage of the network is not even. E.g., to our
great regret, the smaller country of Hungary is rather inactive on this platform, as
seen in the public stream. Our theory is that when Facebook gained the audience of
the local networks, there was no place for the second service.

What makes the Twitter platform extremely interesting for researchers is the
streaming of the public account content. A sample of the posts is available for de-
velopers. Mood monitoring and happiness mapping (e.g. in: [42–45]) are amongst
the research projects that benefit from the global access. In Sec. 2.2, we present the
geographically embedded graph representations constructed based on the Virtual
Observatory of such public communication measurements, as described in [7].

There are three aspects that are undeniable advantages of this dataset. The
first is it being public. The second is its content instead of pure communication rela-
tions. And the third is its location metadata and extensive coverage, as opposed to
datasets of single cities, states or countries – as is more often made accessible from
communication operators (possibly, because of geographically fragmented policies
and regulation, amongst others). This latter point is also confirmed by the study
published in 2013, about the classification of Twitter related academic papers. In
[46], the authors found that the leading domain keyword, by far, was “location”. In
Ch. 2 and Ch. 4, we are mostly going to profit of the first and the third differentiator
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factors, while content aware analysis is used indirectly, where directed messages
were forming mention connections, but without topic information. On the other
hand, Ch. 3 will use the content of messages on the level of simple key-word search,
but without any complex content analyses. (For such analyses, see e.g. [8] or [47]).

Although the collection of the active geousers was based on the free dataset,
where an internally defined sampling logic was used by Twitter, it is believed that
the dataset is of high statistical representation of the full set. In [48], the authors
compared the publicly available, sampled Twitter stream to the payment limited full
stream, analyzing a month at the end of 2011 and beginning of 2012. They found,
that the collection of strictly geographic posts resulted in an almost entire set of
geotagged messages of the full stream. They also note, that at the time, geotagged
messages represented a very small portion of the full activity on the platform, only
around 1%. We assume, that this ratio was in rise in the following years, as mobile
connected devices became ubiquitous and widely accessible.

Twitter user relations and graph representations

We identify a geouser as a holder of an active account posting geotagged messages.
We can define a link between user based on various types of communication pat-
terns. E.g., connections form around the topics identified by hashtags. Here we
chose to create two types of graph representations for communication connection
between two geousers. First, we considered the following type of directed relation
between users, to create a friendship graph, where strict interest in receiving all
posts from the user followed is declared by the user following their account. This
link can also be dynamic[49], but we consider them as static in the context of large-
scale relative communication strength indicators of aggregated relations between
regions. See next section.

The second type of communication is the direct message, i.e. a post with a
mention of an existing user account. This is also considered on an aggregated level,
and the fluctuations are neglected on the geographic scale and level of aggregation
presented in next sections. We note that although not the entire set of accounts is
used by everyday people, for our interest this is a strength of the data set, since
economically motivated companies as well as public figures use the platform to
reach out and to stay in contact with their respective target audiences.

Node centrality measures are a basic element of network analysis. These mea-
sures of size, strength or connectedness can also characterize the structure of the
network, e.g., to find groups of nodes with higher interconnectedness, or study the
network’s resilience to destructive forces (e.g,[51, 52]). Some measures are based
on intrinsic characteristics, while others derived from their role within the graph. In
this work, we focus on the latter, where our goal with node characterization is to
create a structural division of the regional network.
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Figure 2.1: Clusters of the Twitter network of countries. Based on 12.2 million nodes,
as seen in 2009,. From [50].

Previous work on the Geographic Dissection of the Twitter network analyzed the
country-level embedding of the extensive set of 12.2 million users, inferred from
2009 measurements [50]. They presented a network based on follower relations
kept only for the the 5 closest neighbors of each country. The result of the modular-
ity based clustering shows a prevalent dominance of language barriers, and traces
of the influence of geographic proximity – see Fig. 2.1.

Instead of replicating these results for the newer dataset, our work focused
on the core-periphery division, and the hierarchical structure defined by power of
influence of the nodes. We used k-shell decomposition of the simplified graph and
viral spreading simulations on the weighted graph – as presented in Sec. 2.3.
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2.2 data: regional graphs

Although many interesting questions can be answered based on the messages and
the registered relations of users, it is important to note that the complete data set
of public sites is not freely available. In this paper, we aim to overcome the sparsity
of the accessible data stream with the use of different aggregation techniques: over
time and within geographic boundaries. As a result, instead of inspecting user-level
interactions, we analyze the rather robust communication network of the distinct
geopolitical units of the world. Such country-level connections can reveal structural
properties and a hierarchy of the regions.

User-level measurements

The regional graphs are created from an extensive dataset collected during the sec-
ond half of the year of 2012. We present the user-level measurements based on [7].
We refer to Twitter users in this data set allowing public access to their location in-
formation as the geousers. For embedding these nodes, we collected the geo-tagged
messages are used to trace their path during the collection period. The biggest spa-
tial cluster was identified for each individual geouser account, and their centers are
used as the approximation of the user locations [7]. Those locations that fell into
unmapped territories (e.g., oceans) were discarded from further analysis. We men-
tion, that this aggregation over time is creating a more robust embedding for the
link endpoints, and it also protects against possible sampling fluctuations coming
from the freely available Twitter stream. On the other hand, it discards the time
evolution aspect of the underlying system. From a dataset of November of 2011,
Myers and Leskovec identified high level of dynamics in the creation and removal
of the low-level follower links [49]. Our structural analysis will benefit from this
aggregation, that will allow for an effective use of the minimal set of freely available
Twitter data.

First the collected messages were processed, looking for the most active geousers.
For the creation of the graphs, 3, 312, 961 accounts were selected. Given their list,
the additional follower relations were collected in a separately [7], and 177, 176, 790
links were measured connecting geouser to geouser. We define the source of a fol-
lowing link as the followed user, while its target is the follower, to create the di-
rections following the information flow. (We mention, that a network built using
the inverse follower relation would also be meaningful, and can be used for, e.g.,
studying the direction of interest.) This graph is also named the friendship graph,
as the following action represents longterm interest in the microblogger’s stream of
posts.

The other type of communication is the post that contains a so called men-
tion of another account’s. The creation of the user-level mention graph is based
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on 132, 436, 279 mention messages between 5, 381, 565 geousers. The source of a
mention link is the sender while its target is the mentioned user. [2]

Regional graph properties

We collapse the user-level graphs into regional graph by aggregation of nodes into
countries and states of the world. In the case of the largest ones (Australia, Canada,
USA, Brazil, China, Russia and India) their smaller administrative units are used
in order to have a more balanced geographic division [53]. After aggregation the
regions become the new nodes of the graph with aggregated user counts, and the
new edges are defined directed and weighted based on the respective sums of user
level links between regions. For each network regions without any (or with only a
few) links were discarded from further analysis.

By means of aggregation of their different forms of connections we created two
different communication networks: the mention (M) and the follower (F) net-
works Here we show two regional graphs based on [2]. We created the two graph
representations, F and M, as weighted and directed graphs. The link weights in
their adjacency matrices F and M are non-negative and asymmetric, as they rep-
resent the number of aggregated individual connections between the region pairs.
As the units of aggregation are not randomly chosen, but represent a geopolitical
division of the population of the Earth, the diagonal entries in a row of F or M
are usually the dominant values. A comparative analysis of intra-regional and inter-
regional communication ties can reveal structural properties, and be indicative of
the information flow on the network. [2]

We examine empirical centrality measures of nodes. First, we consider their
generalized weighted degrees, or volume of directed communication ties as follows.
Let us consider the ith region in the communication network. Since its ties are
directed, both the incoming and the outgoing degrees can characterize its connect-
edness. The total volume of incoming followers (mentions) is the sum of the off-
diagonal entries in the ith column of the respective adjacency matrices, i.e., without
the self-links formed by the internal connection of the individual user nodes. We
denote it as kF

in(i) (kM
in (i)). Similarly: the total volume of outgoing followers (men-

tions) is simply the sum of the off-diagonal entries in the ith row of the respective
matrix: kF

out(i) (kM
out(i)). [2]

These centrality measures describe the level of activity of a certain region in
the global conversations. Follower relations are gateways to passive information
flow: kF

in and kF
out of a region describe the total amount of channels of communi-

cation originated from the network neighborhood of the node and from the node,
respectively. Mention relations, on the other hand, are traces of active targeted
message exchanges between the individual user accounts. Hence, kM

in and kM
out of a

region are descriptive of the active information flow - incoming and outgoing men-
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tions describe how many conversations has been initiated from the communication
environment of the region and from the region itself, respectively. A region can be
symmetric or it can be either dominantly receiver or transmitter type with asym-
metric in/out degrees followers. Similarly, the asymmetric mention centralities will
measure if the region is dominantly a conversation starter or not. [2]

When looking at the ratio of these connection numbers, where applicable (i.e.,
without division by zero), the asymmetry shows power law dependence of the num-
ber of internal connections. That means, that the greater the size of the region as
measured by the regional self-links, the greater the connectedness to the other re-
gions in both directions. Using the centralities as the basis of comparison, we find
that California is the strongest information source of the regions, while the United
Kingdom is the best information gatherer. 9.35% of the follower links connect to a
Californian and 5.53% of mention relations reach them as their target account. The
UK has the opposite end of those ties with 6.27% and 5.25% of total links, respec-
tively. [2]

Although this absolute measure is increasing with the internal links of the re-
gions, it is expected behavior. On the other hand, we can introduce normalized
measures of a region’s interest and of activity, i.e. NIMX and NIMX, where X de-
notes the Following or the Mention matrix. We do so by calculating the probability
to find a following or mention to/from the a randomly chosen neighbor region if a
following or mention is found between two individual users both being from within
region i:

NIMX(i) :=
∑j 6=i Xji

Xii ∑j X̂ji
, NAMX(i) :=

∑j 6=i Xij

Xii ∑j X̂ij
, (2.1)

if the fractions are meaningful. Contrary to what we expected, these measures are
found to be decreasing with increasing internal connections (see Fig. 2.3), i.e., the
bigger the internal number of connections, the less the outside interest/activity can
keep up with the pace of the growth. This property will be further connected to the
core-peripheral structure of the graphs in what follows. [2]

To prepare the input graph for the k-shell decomposition algorithm, we created
a symmetric and non-weighted transformation of the original matrices: F̂ and M̂, by
reducing all directions into a summed weight, and then replace all positive values
by 1 and all diagonal values by 0, as in [2].
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2.3 methods and findings

K-shell decomposition

In a nutshell, the k-shell decomposition can identify a core, i.e., the most connected
or central part of the network, and determine the hierarchical structure of nodes
through the assignment of a new centrality measure to each of them. This is a
standard tool for analysis of simple graphs [54]. The k-core of the graph G consists
of the nodes Ck if they have a degree centrality of at least k with respect to the
subgraph of G induced by Ck, and the largest set of nodes of G with this property Ck.
The k-shell Sk of the graph is defined by Sk = Vk \ Vk+1. We can then say that the
core is the shell with the highest k, and all other nodes belong to the periphery. An
iterative algorithm can be used to find the core, and the shell indicator of each node
will be a byproduct of the search for the central core. An illustration is shown in
Fig. 2.2. The core of a graph is proven to be a set of nodes highly efficient as sources
of spreading processes, and the shell number is great indicator for relative strength
of nodes [54] for network-driven contagion phenomena.

Although weighted graph adaptation of the k-core definition were recently pro-
posed (e.g., [55, 56]), where the authors justified the new centrality measures by
contagion simulation, here we use a simplified graph to find the core, and then
analyze regional contagion simulation for further refinement.

Layers of the friendships and conversations

The decomposition of the friendship graph F̂ and the mention graph of conversa-
tions M̂ both resulted in a massive core. Intuitively, this cohesion can also be seen
as a result of the reduction from weighted to simple graph representations. This
center is complemented by a heavily fragmented periphery. We illustrate the results
in Fig. 2.8a, where the blue-white-red diverging colorscale was used, and the deep-
est red depicts the core, while the deepest blue depicts the 1-shell, i.e., the most
peripheral layer of the regional follower graph. In the case of F̂, the core is the
199-core of the graph, meaning that each of its 240 member nodes has at least 199
neighbors. In the case of M̂, the core is built up by 173 regions, each of them having
a minimum number of 135 connections in the graph.

On the other hand, the follower and mention graphs are differentiated by their
periphery structures. The periphery of F̂ includes 233 nodes and 104 shells, with
a low average number of regions in each of these shells. In contrast to this even
arrangement of nodes, the periphery of M̂ has one dominant shell and several small
shells with only a few regions. The largest shell of its periphery contains a total of
45 regions, having at least 112 neighbors in the graph of M̂. As an illustration, we
depict the core (red) and the first peripheral shell (blue) in Fig. 2.8b.
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Figure 2.2: K-shell decomposition. The iterative method reveals the core (red) of the
graph and the shells around it.2

External communication levels in core and periphery

Next we discuss relation of the previously presented graph properties (Sec. 2.2)
and the uncovered k-shell hierarchy. Intuitively, if a region has a strong relations on
Twitter, its inter-regional activity is also high. Using the normalized measures NIM
and NAM of Eq. 2.1, we inspect the tendency of a region to inter-regional conversa-
tions as dependent on its internal activity level. Our expectation was that the more
active a region, the more chance for it to also grow stronger ties to other regions.
But to our surprise, we see a declining trend: NIM and NAM decays along increas-
ing regional communication. Fig. 2.3 shows, that the growth of self followers and
self mentions are dominant in regions of the network. We found a differentiation
between the periphery and the core. Both subsets (marked with different colors)
seem to be following near power law, but with our current data, we cannot state
surely if it is composite power law relation of two different exponents or one convex
function different from power law.
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Figure 2.3: Values of NIM (left) and NAM (right) (Eq. 2.1) The Follower graph (top)
and Mention (bottom) graph. Dependence of self-links is shown. Regions in
the core and in the periphery are marked by red and blue dots. [2]

2 Illustration adapted from Wikimedia Commons.
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Regional information dynamics

Mathematical modeling of contagion phenomena can be simplified by defining the
possible states of individuals and the rules and rates of transition between them [57,
58]. The family of these compartmental models divides the individuals into groups
based on their state within the evolution of the disease, such as, e.g., susceptible,
infectious, recovered, resistant. The simplest version consists of susceptible and
infected states: the SI-model. Another simple modification is the introduction of
possibility of recovery with or without acquired temporary or final resistance. With
state transition rules defined by rates the spreading process can be described by
either statistical or deterministic differential frameworks. The equivalence of these
bottom-up and top-down paradigms has been analyzed (e.g., [59]). As the human
contact network propagates diseases, the network models can be used to stop the
spreading or look for its origin. On the other hand, other network-driven phenom-
ena, like, e.g., wildfire spreading or information propagation can also be viewed
as a sort of contagion process. For the latter case, susceptibility can be based on,
e.g., topic preferences, and the most efficient spreaders can be identified as the in-
fluential members of the system, while the communication network describes the
interactions [60]. Eq. 2.2 shows the basic set of equations describing the above
SIR-model, and Fig. 2.4 shows a typical process of SIR-model, where an infection
is spreading through the system until all members are recovered. For a population
of constant size N = S(t)+ I(t)+ R(t), and the typical time between contacts being
α−1:

dS
dt

= −αIS
N

dI
dt

= +
αIS
N
− βI

dR
dt

= +βI.

(2.2)

In either case, the underlying networks of interactions are influencing the dy-
namics by their structural properties, and by fine-tuning the parameters of the
model, the real-world spreading process can be, e.g., described, predicted or effi-
ciently stopped. In return, these models can be used to describe the structure of a
network by providing centrality measures to the nodes. A sort of hierarchical order-
ing of nodes can be established by identifying the influential spreaders for specific
types of simulated spreading processes of either agent based or differential equa-
tions.

A metapopulation model consists of spatially separated populations that inter-
act. This “population of populations”[61] is generally referenced in complex epi-
demics models, where a flux of traveling individuals is the basis of interaction on
a contact network used by infections to travel around the world. We discuss such
models more in detail in the next chapter Sec. 3.1. Our model is not based on travel
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Figure 2.4: Compartmental SIR-model: evolution of states. Starting with total popula-
tion in susceptible state (blue), and ending with total population in recovered
state (red), we see the number of infectious agents (green) reach a maximum
and then decline to zero.3

patterns, ans the online media represents connections of static populations on the
timescale of the individual news spreading actions.

Here we give the brief description of the regional-SIR model based on [2]. The
model builds the rate parameters of Eq. 2.2 solely based on the relative number
of agents and their individual connections as described by the weighted regional
graphs. Hence we introduce an adapted Regional-SIR model to consider basic in-
formation spreading properties of the weighted super nodes, specifically giving a
comparative analysis of their information spreading potential. In the regional model,
we consider the user-level, or basic individual links connecting the accounts, as sin-
gle contact links, and with their aggregation the edge weights are descriptive of the
proportional contact frequencies, or rates between pairs of regions – on average.
Furthermore, by fixing the absolute value of these relative weights a timescale can
be defined. As we are only using the resulting process a a comparative tool, we are
not interested in the matching of proportions to real-world time lines.

Let X denote either M or F, with corresponding total number of aggregated
nodes, or regions (N) and their respective population counts (Nk). The kth node
is characterized by its regional state, i.e., the number of its “agents” in each of the
three possible states:

Nk = Sk + Ik + Rk .

We use Yk as a compact notation for any of the three variables. We introduce the
use of the normalized edge weights to obtain the region-level contact rates corre-
sponding to their counterparts in Eq. 2.2. For the connection between the kth and
the ith nodes in the roles of the source and of the target of information flow, these
are defined per source and per target agent:

xkj := (Nk · Nj)
−1 · Xkj.

3 Illustration adapted from Wikimedia Commons.
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The intuitive rules of the process definition can be translated into a set of de-
terministic equations for the system’s time evolution. First, a static position for each
agent, and a constant total number of agents per region are considered. Next, we as-
sume that contact is only possible between two agents in regions linked by an edge
of non-zero aggregated weight,and the number of contacts per unit time between
two regions is proportional to the Xkj weight of the connecting edge. In his picture
the direction of links and the regional self-loops are not neglected. Assuming that
susceptible agents can only receive information when contacted by infected agents,
and the simplest model, with the number of infected agents decreasing from natural
recovery at the same given rate for all agents in all regions. We define the relative
regional state variables by normalization by Nk:

yk(t) := N−1
k ·Yk(t) ,

and a normalized weight matrix will appear in the corresponding time evolution
equations: wkj := xkj · Nj.

dsk

dt
= −αk ·∑

j

(
wkj · ij

)
· sk

dik

dt
= +αk ·∑

j

(
wkj · ij

)
· sk − βk · ik

drk

dt
= +βk · ik.

(2.3)

For the scaling of the regional characteristic times of infection and recovery,
we introduced αk and βk, respectively. These parameters could further account for
cultural and thematic diversity within and between regions and topics. As we use
this process for a comparative study of connectedness and general relative influence
power, we assume homogeneous distribution across the regions:

βk = β, α = 1, ∀k .

Global spreading potential of regions

We define the regional total infection at time t as the sum of individual infections
from the start of the process up until t, regardless of possible inter-time recoveries.
(This restriction is not reducing our model to a regional susceptible-infected (R-SI)
model, as the possibility of an agent not receiving the information fast enough to
have it before all of its contacts are recovered remains in the model.)
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When looking at the network as a whole, we can describe the global state of the
system by averaging over the regions, with state variables derived from the global
volumes of normalized descriptors as follows:

〈y〉gl(t) := N−1
N

∑
k=1

yk(t). (2.4)

By monitoring the global infection level during a contagion process, i.e., the
information saturation along a propagation process, we can introduce a measure of
effectiveness of spreading. The controlled, simulated process can single out the fac-
tors of interest for comparison. E.g., we can inspect the dependence of the process
effectiveness on the chosen source node of infection or the chosen value of the homo-
geneous recovery rate. We show an example comparison in Fig. 2.5b for the follower
graph F and the chosen node of the very small region of Monaco. We compare it to
the most connected California region. Here the Regional − SI model is used with
β = 0 set globally. The Fig. 2.5a features the evolution of processes on the same
graph but with the repressive effect of the increasing ability of agents to recover
from infection, in the Regional − SIR model. This global recovery rate β is com-
peting with the heterogeneous, local infection strengths as defined by the elements
of w in Eq. 2.3. Increasing its value between the minimal and the maximal matrix
element decreases the efficiency of the infection. These are typical time series that
we show for illustration, and that were the expected results for such network driven
simulations. In what follows, we restrict our study on the R− SI model, as we are
rather interested in the competition between regional information spreading power
of the regions in general.

For the structural analysis, we compare the global spreading potential of re-
gions as follows. We set the initial conditions of a single network-driven contagion
simulation to a single source node with fully infected population, i.e. total saturation
of information, while the rest of the world was set to susceptible populations – i.e.,
the world (of agents) is eager to hear the news from their knowledgeable neighbors.
SI model is used with. In each case, we performed pairs of simulations with first F
and the M (as defined in Sec. 2.2) used as w weight matrices in Eq. 2.3 (simulations
differing only in their time interval). For each region its influence is measured with
TGI

k The global effect will only be zero, i.e., infinite time for 99% saturation will
only be needed if regions are cut out of the global information flow. For the aggre-
gated Twitter graphs this is not the case. For the simulations we use differential
equation solvers and restrict the evolution to a preset discretized resolution with
corresponding rounded values. The normalized time of infection is determined for
both graphs, and normalized by their respective maximal values, introducing the
Normalized Global Infection Time (NGIT):

NGITX :=
TGI

k(X)

maxk (TGI
k(X))

, (2.5)
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a SIR-model. Effect of increasing β recovery rate on global infection level time series.
Monaco set as the initial fully infected source region.

b SI-model. Effect of initial infected region on global infection level time series. Two lines
represent two separate simulations with first Monaco (dotted blue) and then California
(solid red) region nodes set as the initial fully infected source of information.

Figure 2.5: Simulated saturation levels of regional models. Global time series of simu-
lated infection processes. Follower relations as described by F used as driver
network. All regions initially set to total population of agents in susceptible
state - except one state with total infected state.

where X stands for F or M graphs. The distribution of these values of [0; 1] interval
is shown in Fig. 2.6 with their respective median values marked with red.

Figure 2.6: Node influence distributions. Normalized Global Infection Times, NGITX
(Eq. 2.5) for follower (left) and mention (right) relations. The median values
of 0.72 and 0.84 respectively, are marked with red lines.



38 effective core and periphery of geopolitical regions

Figure 2.7: Node influence vs shell hierarchy. NGITX (Eq. 2.5) vs shell number of
the nodes for follower and mention graphs, respectively. For each shell, a
vertical line connects min and max NGITX values, and a dot marks the mean
of NGITX values of the nodes of that shell.

Effective core-periphery structure of regions

To combine the results of shell hierarchy and individual node influence measures,
we present the differential analyses of the distributions of Fig. 2.6. We consider
the nodes of each shell separately, and take their respective distributions of NGITX

values. As shown in Fig. 2.7, the shell-level center points – defined by the mean
infection time of nodes of the shell – follow a clear negative slope away from the
periphery, and towards the core. Meaning, that influence is increasing with the
internal connectedness and structural hierarchy level of the nodes, on average. In
addition to the center point, for each shell a vertical line depicts the range between
minimal and maximal values. As we reach the massive core part, we see that the
central part of the network has the widest distribution of influence measures. This
creates the opportunity to introduce the notion of the effective core (EC). We define
as the center of the network the set of nodes that are first, part of the core ECX in
both Follower and Mention graph structures (i.e., EC = ECF ∩ ECM), and second,
have a higher influence (i.e., smaller normalized global infection time) than any
node of the shells outside of the respective cores. This limit is 0.68 for ECF having
159 central member regions, while for 0.81 for the ECM, where we have 72 central
regions. We found that the ECM is entirely included in the ECF. Our results are
summarized on the last regional in map Fig. 2.8c.
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a Simple k-shell decomposition of the symmetric, unweighted Follower graph.
Deepest blue marks the k = 1 shell, deepest red is the core.

b Simple k-shell decomposition of the symmetric, unweighted Mention graph. The
core (deep red) with only the largest shell of the periphery (blue).

c Regions of the Effective Cores. The common regions are shown in red, and the
remaining part of ECF is blue.

Figure 2.8: Decompositions of regional graphs. a Simplified follower graph, full struc-
ture. b Simplified mention graph, core with first central layer. c Effective
Core regions.
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Conclusion and Outlook

We proposed a novel representation of the online social network of Twitter, and
performed an empirical analysis based on a combination of dynamical and static
centrality measures.

Two weighted graphs of different communication types were presented, con-
necting geopolitical regions of the world. Their structural analysis revealed that the
openness of a region declines faster in core nodes then in peripheral nodes. We con-
cluded by showing the effective core a the global community as the set of regions
with the most potential to become global influencer, and most connected between
themselves.

The use of combined thresholds and of both friendships and mention graph
connections effectively discarded regions of the massive simple cores across the con-
tinents, and differentiated even between the more influential European and Ameri-
can regions. We mention that South-East Asia is very active, and well connected, as
represented by these measurements.

We were focused on the structural aspects of the graph. But as a next step,
we could turn our attention to real-world spreading phenomena, and examine the
relations between viral models and measured propagation. Another step forward
could be the finer examination of community structure in the lower level graph.
These direction are followed in the next chapters.
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2.4 summary and results

In this chapter we examined previous work on network structure analysis and the
social graph discovery of the public accounts of the Twitter social media platform.
Once the individual user nodes of known location were aggregated into the coun-
tries and states of the world, we have a weighted graph of high level of averaging.
The social media follower graph can be complemented by the graph where links
represent mention relations.

The study of the global network was proposed by G. Vattay and I. Csabai, who
initiated the social network Virtual Observatory. The individual level graph links
were extracted by D. Kondor. I created this research plan with N. Barankai. He
implemented the k-shell decomposition algorithm, and performed the basic graph
analysis. His results are summarized in Sec. 2.1. I prepared all geographic represen-
tations of the analysis, the dynamic analysis, and the combined results - shown in
Sec. 2.3.

Results of the chapter:

I performed the structural analysis of the global social network based on two
weighted, directed regional graph representations. By simulating viral spread-
ing on the graphs, I determined the effective connectedness and global infec-
tion power of the nodes. Using k-shell analysis, their abstract distance from
the core of the network was determined. I showed that the combination of
these two node centrality measures could successfully uncover the effective
core-peripheral division of the global network of regions. [2]





3 H I D D E N PAT T E R N O F A
N E T W O R K- D R I V E N N E W S “ PA N D E M I C ”

In this chapter we give a background summary of previous work on spatial analysis
of viral spreading phenomena and a method of network embedding. Fort this ab-
stract embedding an effective network distance was introduced to transform the most
probable trajectories into the shortest ones. Using this length as a replacement to
the geographic link lengths of the human travel network connecting the airports of
the world, the authors were able to reveal the hidden geometry of an extensive set
of historic epidemics [62] of seemingly random spatial patterns.

The motivation for the analysis of social-network-driven news spreading:

Adapting the analytical methods of contagion dynamics framework, we study infor-
mation traveling on a social media network, and use regional graphs for effective
distance embedding. Twitter messages and Google search engine records can be
used for recreation of a trajectory in space and time. We found that the record-
breaking “Gangnam Style” video, a first-of-its-kind meme, started from the limited
audience of a smaller community, and subsequently reached worldwide coverage –
making it an exceptional candidate for comparison to pandemics patterns of infec-
tious disease. We aim to adapt the effective distance method for embedding of the
regional Twitter graph to be centered on the outbreak regional node. This would
allow for the comparison of a global spreading process of real-world news, to the
general model network-driven spreading processes. By collecting the news using
the Google search engine historical records, we can create an independent set of
measurement of arrival times of the same news and compare them to the Twitter
measurements.

3.1 background

In Ch. 2, we presented examples of compartmental modeling of population infection
dynamics, and used system simulations based on network defined local parameters.
Here we turn to the real-world process of news propagation. We present previous
work on network-driven contagion phenomena, and then turn to the novel method

43
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of network embedding to remap real-world modern-day pandemics, and uncover
their wave-like propagation patterns – reminiscent of historical spatial patterns.

First, we start by presenting some broader context of epidemics modeling with
special emphasis on how the processes have been followed through their abstract
or geographic trajectories traced using various mapping methods from the early
days of epidemiology to today’s supercomputer-based tools of simulations. Then we
present the outbreak-point embedding method and our finding for tracing “news
pandemic” with the adapted tools.

Network-driven spreading processes

The stages of evolution of contagious spreading process are differentiated starting
from the appearance of the infection. While the size of the affected population stays
at the lowest level, we call it an Outbreak, which is defined as the sudden emergence
of a new disease, in a population not immune to it, resulting in larger number of
infections than expected. It is still relatively well-localized, in a limited geographic
area. If not contained, an outbreak can quickly evolve into an Epidemics with greater
coverage, with illness registered at various locations, traced back to the same source.
We call a Pandemic an epidemic reaching significantly higher number of countries,
with multiple continents reached or even worldwide coverage [63, 64].

In [65], the authors present the analysis of the spread of Black Death in 14th-
century Europe. They show that the waves traced along the geotemporal trajectory
of the disease are results of a contact network without the frequent long links mak-
ing our world today effectively a “small” one. In the historical case it took several
years to conquer the continent of Europe (see Fig. 3.1a).

It took approximately 300 years for the infectious diseases of malaria, dengue
and yellow fever to reach the Americas starting from Africa. But recently, in only
16 years, three new diseases made the same journey1. Although the viruses were
transmitted by mosquitoes, that are providing the short range contact links between
humans, this level of acceleration is facilitated by the highly efficient air traffic
network, connecting cities around the globe, and introducing long jumps with high
frequencies and large volume of passengers.

To provide a minimal historic background on the non-triviality of the intro-
duction of geographic maps in epidemiological science, we mention two examples.
According to [67] the notion of global health was inspired by the first epidemio-
logical map, created in 1831 to depict the cities affected by cholera at the time,
published in a popular news paper. At the time, there still was a debate about the
way of transmission of the disease, i.e., was it caused by particles of “miasma” in
the air or transmitted a germ from human to human through water and food. The

1 According to Dr Bart Knols, a medical entomologist, interviewed in the documentary titled Mosquito,
a factual film of Discovery, in co-operation with the Bill and Melinda Gates Foundation (2017) [66].
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a Epidemics in Europe. b Simulations on a 1000× 1000 grid.

Figure 3.1: Spatial patterns of spreading dynamics. a: Historic example of the Black
Death spreading process in the 14th century Europe. The color depth
indicates the arrival time. We see a clear wave front propagation with ap-
proximately constant speed of infection during over three years of epidemics.
b: Simulation of the SI model. Color depth indicates the time of infection.
The same equations were implemented in both simulations without (left) and
with (right) long links connecting distant cells. From [65].

first recorded use of a map representation for epidemiological analysis was during
a cholera outbreak in the city of London, in 1854. A local map was created by one
of the first epidemiologists advocating the theory of contagion by water resources.
John Snow created the map to verify his theory on the source of transmission for
the disease. The famous ghost map [68, 69] marked the number of deceased in
each building, effectively forming mortality histograms along the streets. By mark-
ing the public water sources, i.e., the pumps of the city as well, they found the most
probable common point of contact, and removed the handle from that pump. The
epidemics halted, and the dispute between epidemiologists was closed with snow’s
theory confirmed. Note that there were a few anomalies along the streets of the city,
e.g., the big brasserie right next to the source point was an outlier as the prepara-
tion of beer made it safe to drink, or a site relatively at long distance had greater
number of occurrences than expected according to the model, as the workers of the
construction site walked passed the pump and got water from it, but spent their day
at the construction site. Nonetheless, on average, in a statistical view, the pattern
was evident, as we show a partial representation of the original map in Fig. 3.2. This
example was chosen here because it shows striking parallels to our case, presented
in the next sections.

To underline the contrasting nature of modern day global contact network and
its effect on the spreading patterns, we show grid simulation results from [65] in
Fig. 3.1b. Here, the same spatial resolution and initial conditions lead to drastically
different patterns. The only difference is in the underlying networks: while only
short range links are present in the network of the first figure, there are added
long-range links, i.e., jumps introduced in the second figure, that create multiple
emergent satellite, or secondary, sources of local diffusive spreading. This same
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difference is present in geographic patterns of the historical, wave-like spreading
and the more recent pandemics.

This jumping, seemingly random pattern has been introduced by the easily
accessible air traffic routes, and today, looking at the large-scale geographic patterns,
we can’t trace a trajectory back to the source, like e.g., John Snow did it before.

Modeling of information spreading phenomena was using the analogy of in-
fectious dynamics of epidemics models. Using differentiators of, e.g., cascading
and non-homogeneous connectivity, topic dynamics in online communities, or the
threshold model of adoption rate dependent on the number of sources were study-
ing content and spreading specific features. Looking at the temporal properties of
online information propagation, burstiness was found in various aspects. Content
virality was studied from various directions, such as topics, influencers, attention or
neighborhood of receivers, network structure or community structure.

One example of connecting online social media traces of human activity to real-
world epidemics analytics, was the method of Google Flu Trend project, started in
2008 [70]. They correlated the search engine records related to the topic of flu with
the real-world levels of epidemics. Although their project first produced great results
with prediction accurate and preceding by several weeks the official numbers, they
ended on a rather negative note with false predictions in the period of 2011− 2013.
E.g, one reason of inaccuracy was skewing effect of media coverage of the flue
inspiring more searches by people only curious, but not infected [71, 72]. In the
definition of digital epidemiology as an umbrella term Vespignani et al reiterate the
benefits of the “communication revolution” [73], and underline the potential in
the use of data mining techniques and the digital traces modern populations leave
during online communication.

As infectious disease spreading processes are network-driven, modern monitor-
ing and analytics frameworks use the information about the respective underlying
systems to predict their evolution and prevent them from reaching higher level of
penetration. One of the most complex example of such a framework is the global
epidemics and mobility model that is the basis of GLEaMviz [74, 75]. This is an
open-access sophisticated computational solution, providing researchers and deci-
sion makers alike with information on the spatial and temporal evolution of diseases
with global spreading potential [76].

This framework is used to model disease propagation, combining “real-world
data on populations and human mobility with elaborate stochastic models of disease
transmission to deliver analytic and forecasting power to address the challenges
faced in developing intervention strategies” [76]. The three layers of the model
are the population layer, where cells around the transportation hubs are forming
the geographic subpopulations. This is complemented by the mobility layer, where
the contact patterns between populations is used to model the underlying contact
network. The epidemics model is set on top of these measured parameters the
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disease characteristics are also integrated into the stochastic simulations. By gen-
erating an ensemble of possible evolution trajectories of the epidemics the various
scenarios of geotemporal trajectories can be weighted, and intervention or preven-
tion actions can be assessed based on their predicted impacts. The identification
of the real-world trajectory by the spatially-structured metapopulation model used
in GLEaMViz was found to be effective as compared to the agent-base simulation
results [77].

These results demonstrate the power and efficacy of network-driven models,
where aggregated knowledge of connection strengths between geographic cells forms
the weighted human contact graph. The long-range links are making this world, in
fact, small, as they join the airports of the world into a series of easily accessible sta-
tions. This level of connectivity, together with population growth and urbanization,
are increasing our world’s susceptibility to epidemics, as the world was alerted by
the 2009 H1N1 pandemic influenza [78, 79].

Figure 3.2: The 1854 cholera epidemic, partial map of London, by John Snow.
Histogram-like marks show the number of deceased at the address. We see
the pump on Broad street, the source of the disease. From [68].

Graph transformation and shortest path tree embedding

We looked at the first maps, that launched the global health science and epidemiol-
ogy as known today, and seen the example of th complex GLEAM project, creating
predictions based on network-driven models, using the explanation of differences
and similarities between historic and contemporary patterns of worldwide conta-
gion phenomena. In this line of work, a very intuitive addition was the work of
Brockmann and Helbing.

Seeing that the drastic difference between the spatial patterns of historic and
more recent epidemics corresponds to the same, unchanged viral contagion mech-
anism, the authors in [62] set out to find an embedding of the dominant graph
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that would reveal the diffusion-like spatial pattern of the seemingly random spatial
dynamics.

To transform the long-range jumps to the nearest-neighbor wave front propaga-
tion, the authors introduced a distance transformation to create a graph where the
most probable path between two nodes is also the shortest path connecting them.
Hence, an arbitrary directed weighted graph would be transformed into a shortest
path tree once we select a node as the source node of the tree. The distance be-
tween a node and the source is then defined as the total effective length of the links
of the shortest path connecting them. This transformation only defines new link
lengths, giving a radial distance from the source, but the exact location of the node
remains equivalent without regards to the coordinates. Typically for 2-dimensional
visualization the order is defined by proximity on the graph so that link do not cross
each other.

This source-point embedding was then used to analyze modern-day pandemics
and epidemics qualitatively, with the following process. Using the arrival times and
the effective distance between source and each node, one can fit a linear model of
constant speed spreading between effective distance traveled and time needed to
arrive. The authors presented pure simulation results, GLEaMviz simulation results
and real-world disease records as well. In each case, the best linear fit would always
give the most probable source of infection. As their example in Fig. 3.3a shows
the use of Hong Kong node did not result in a clear wave front in the geographic
space, but the shortest path tree around the source node shows a concentric pattern
around the center node of Hong Kong. In Fig. 3.3b the real-world example of the
H1N1 epidemics of 2009 shows the linear model fitting for the distance – arrival
time dependence with the geographic and the effective distances as measured from
the same source node of Mexico.

effective spreading time of a real disease between two nodes of air-traffic based
on the network and the number of passengers traveling between them in unit time
and introduced an effective measure of distance of the two nodes. Here, we repeat
their derivation, except, we use the number of mutual social contacts (mutual Twit-
ter followers called friends) between geo-located Twitter users in the geopolitical
regions. Each user can be in one of two possible states: susceptible for the viral
video (never seen the video before) or infected (already seen the video) and affects
the state of others when contact occurs between them via sharing the video in their
social network feeds. The model that we adopt is based on the meta-population
model

∂tSn = −αInSn/Nn,
∂t In = −βIn + αInSn/Nn

.
(3.1)
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a Simulated spreading from the source of Hong Kong. Temporal snapshots of the geo-
graphic (top) and transformed shortest path embedding (bottom) of the airport network.

b H1N1 epidemics of 2009. Arrival times of the disease at cities vs the city distances
from the source node. Geographic (left) and effective distances (right) as defined by the
shortest path from the source.

Figure 3.3: Complex contagion phenomena. Examples of simulated and real-world
diseases as seen on the dominant human contact network defined by the
global air travel flows. From [62]

This local dynamics is complemented by the weights that connect the separated
cells as described by

∑
m 6=n

wmnUm − wmnUn. (3.2)

Here Un represents the nth SI state variable, and wmn = Fnm/Nm is the per capita
traffic flux from site m to site n, Fnm being the weighted adjacency matrix repre-
senting the network. This means that the human contact network can be effectively
divided into interconnected layers and the spatial reach of a spreading process is de-
termined mainly by the weighted network of regions. We only need this high-level
information and the details of the large and complex temporal contact network can
be neglected. Once we have a weighted graph and the arrival times of the video
at each of the nodes the embedding of the graph into an abstract space can be per-
formed. Its goal is to uncover the wave pattern of the dynamics. This means finding
a source region from which the dependence of the arrival times at a region is linear
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on the effective distance of the region from the origin i.e., there exists an effective
velocity. If the spreading is governed by Eq. 3.1 and Eq. 3.2, the effective distance
(spreading time) between nodes m and n can be defined as follows:

dmn = 1− log(Pmn) ≤ 1, (3.3)

where Pmn = Fmn/ ∑m Fmn is the flux fraction from m to n i.e., the probability to
choose destination m if one is in the region n. This way a minimal distance means
maximal probability, and additivity of the distances is ensured by the logarithmic
function. From this definition of the effective distance, a definition of the directed
length λ (Γ) of an ordered path Γ {n1, . . . , nL} as the sum of effective lengths along
the links of the path. Finally, the effective distance from an arbitrary node n to
another node m in the network is defined as the effective length of the shortest path
from n to m:

Dmn = minΓ ({λ (Γ)}) (3.4)

The same asymmetry holds here, as for dmn: as the two directions on the same
link can have different effective lengths, the same path can have higher or lower
probability in the two directions.

3.2 data: traces of news and communication

News arrival times as seen in Twitter

We set out to trace the online trajectory of news as projected to the geopolitical
regions of the world. For that we used the Virtual Observatory presented in [[7] to
find geo-tagged messages containing keywords representative of the specific news.
We examined a series of popular news through their keywords, and found that the
first-of-its-kind video meme of “Gangnam Style” from the k-pop star Psy in 2012
showed a clear transition from local to global coverage. Using the timestamps of
the sample set of messages, we collected the approximate arrival time of the spe-
cific news to each geopolitical region present in the regional friendship graph. What
makes this viral video unique from the social network research point of view is that
it came from a subculture and first spread without the enormous power of interna-
tional news coverage, using mostly social network links – before becoming a record-
breaking news [80, 81]. Our assumption is that only those online viral phenomena
can show similarities to global pandemics that were originally constrained to a well-
localized, limited region and then, after an outbreak period, reached a world-wide
level of penetration. Gangnam Style marked the appearance of a new type of on-line
meme, reaching an unprecedented level of fame despite its originally small local au-
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dience. From the sub-culture of k-pop fans it reached an increasingly wide range of
users of online media – including academic [82–85] – from around the world. In
Fig. 3.4 the location of geo-tagged posts is marked in an 2-dimensional histogram
of HTM cells from September 2012.

Figure 3.4: Geo-locations of Twitter messages containing “Gangnam Style”. HTM-
cell based 2D histogram of total message count (with a [deep blue - white -
deep red] color scale). The second panel depicts the region containing the
three trixels with the highest volume of messages (in red and marked with
circles), dominating the entire histogram of geotrixels.

In order to study the viral spreading of the appearances of the video in the
Twitter data stream first we coarse grained the World map into large homogeneous
geopolitical regions. We used regions of countries and states of the World as the
cells (i.e. the nodes) and aggregated the individual links connecting them. By
performing an aggregation into geopolitical regions we construct a weighted graph
connecting 261 super nodes. Thus the ratio of edge weights can be interpreted as
an approximation of the relative strength of communication between pairs of the
connected regions. This high level graph is thus embedded into the geographic
space giving a natural length to its edges. We then connect individuals in the spatial
social network an

News arrival times as seen in Google

Another source of tracing news in the online space is to look at the leading search
engine records. We used the publicly available Google Trends service to check the
consistency of our results, and created an additional set for the regional arrival
times. We once again used the same keywords of “gangnam and style”. The res-
olution of the resulting time series is dependent on the number of found records,
and instead of total volume of search records, the service returns a normalized time
series normalized by the maximal volume within the search time frame. Hence a re-
fined approximation method was used as we are only interested in the arrival time
of the news. In the end, we were able to create a dataset with a resolution of 2
weeks. In general we find that searches performed first in each region seem to be
synchronized with the arrival times of the first tweets coming from Twitter.
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Spatial communication network of regions

In this study we used the weighted regional graph where countries and states were
connected by the aggregated individual level friendship links of Twitter geousers.
The creation followed the steps and dataset presented in Sec. 2.2, but only the
USA, Canada, and Australia were divided into lower level administrative units. This
resulted in 261 super nodes used. As an example, the connections of the California
regional node are depicted in Fig. 3.5

Figure 3.5: Social ties between the 261 geopolitical regions of the globe. The map
shows the mutual friendships (or Twitter followers) between users in Cali-
fornia and the rest of the World. Color depicts the link weights. Deep red
indicates that Californians have almost 106 friendships within California and
deep blue means that 100 friendship connects them, to certain remote re-
gions.

We also used the similar graph based on mention relations. This graph is not
used in the representations, but was considered for finding a better source candi-
date. We based our findings on their common results. We also examined the phe-
nomenon on the higher resolution graph of the smaller regions of cities, selected as
the largest population cities of the world, and used them, as Voronoi cell centers for
aggregation. But the effect was not matched on this level of resolution.

3.3 methods and findings

From geographic to network-based embedding

We performed a graph embedding starting by calculating the weighted adjacency
matrix of communication ties. Then each link strength was transformed into the
probabilistic effective distance. This quasi distance as defined by Eq. 3.3 was used
to find the shortest path from the root to each reachable node. We repeated this
process for for all nodes set as the root, one-by-one. For each given root, these
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shortest paths are collected and collapsed into a shortest path tree, to form the tree
of the most probable active routes predicted by the epidemics model of regional
interactions. Then the effective distance of a regional node from the source node is
the length of its path in the tree Eq. 3.4. A shortest path tree of the original graph
is shown in Fig. 3.6.
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Figure 3.6: Network-defined shortest paths using effective distances. The network of
large administrative regions. Effective network distances from the root node
as defined by Eq. 3.4 are represented as the radial distance from the node at
the origin in arbitrary units, and at arbitrary order of the angular positions.

To find the most probable origin of the regional nodes, we need to find the best
correspondence of the linear model between effective distances and arrival times
of news for each node on the shortest path tree. If there exists a node with good
correlation, mapping the time series of regional news arrival to the embedded graph
should result in a concentric pattern, reminiscent of the one seen in Fig. 3.1b left
panel: the newly infected regions with progressively larger effective distance: away
from the outbreak region, and towards the periphery of the transformed network.

Comparison of different trees with different roots by measuring the goodness of
a linear fit may allow to find the most probable and most effective outbreak node in
the network – provided that the dynamics can be modeled as the infection dynamics.
We examined various memes of the time, and looked for their best transformations.

The most probable routes of the Gangnam Style news

We found that for the set of “Gangnam Style” messages as seen in our sample of
Twitter posts mentioning the video, it is the region of the Philippines. While the
obvious origin should effectively be Seoul/South Korea, the place of origin of the
video, it seems that the most intensive source of social network spreading was in the
Philippines. Many factors could be the cause of this difference. For one, we have an
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incomplete measurement of the very short time of initial spreading from the South
Korea to the Philippines. But we believe, that the more dominant cause is that the
region of the Philippines is much more connected socially to the rest of the world
than South Korea, and are very active in the Twitter sphere. We theoretize that
this is partially due to the English language use and a diaspora of the Philippines
present in the USA and spread around the world. Either way, what we see, is that the
Philippines is the doorway to reach the best influencer regional node of California,
and at the beginning, the news was traveling more effectively in channels outside
of the Twitter network to the Philippines.

Uncertainty effects of multiple factors

Looking at this embedding, by qualitative assessment, we find a linear fit that is
diminished by uncertainty. This noise is introduced into our analysis by multiple
factors. These include causes of deviations on the level of measurements, and causes
of deviations on the level of the dynamics model. These factors can include the non-
homogeneous use of the social media platform and the variability of communication
activities over time; the partial measurements obtained from the publicly available
geo-tagged sample; the external effect of other media propagating the same news
over complementary links between the same network nodes; and possibly the poor
definition of the regional nodes by administrative boundaries. These circumstances
all add to the noise of the model fit.

For the recovering of the wave form pattern, we had to use spatial and temporal
averaging. The smoothing in space was achieved by regional aggregation as justified
by the assumption that users within the same region are likely to be more connected
to each other than to the rest of the world (see Ch. 2). For smoothing on the
temporal dimension, we used a moving window over the arrival times. The linear
fitting to the average distances and the average times of the windows effectively
reduced the noise for window sizes of two weeks to a month. The results are shown
in Fig. 3.7: the smaller the number of Twitter geousers in a region, the less reliable
the analysis becomes. Nonetheless, these regions of smallest populations form the
peripheral ring of the network – as seen from the most probable source region’s
point of view.

Comparison using different time of arrival measurements

When a region is selected as the possible outbreak area, the embedding to it shortest
path tree is straightforward. In Fig. 3.8 we can see how the underlying pattern
emerges by the effective distance transformation. The seemingly random order in
the left panel based on the geographic distances of the regional nodes from the
root, becomes a structured linear trend when the correspondence is based on the a
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function of the effective distance. Linearity is only breaking down at large effective
distances, where remote peripheral regions are the last ones waiting for the video
meme to arrive.

Figure 3.8: Geographic distance vs effective distance on Twitter graph. Each point
represents a region, their color indicating the number of Twitter users. The
horizontal axis represents the distance from the source node of the Philip-
pines region, while the vertical axis is the arrival time of the “Gangnam Style”
news at that regional node, as measured by the Twitter sample dataset. The
clear order is uncovered in the second panel, where geographic distance is
replaced by the effective distance.

Figure 3.9: Geographic distance vs effective distance as seen on Google Trends. Each
point represents a region, their color indicating the number of Twitter users.
The horizontal axis represents the distance from the source node of the Philip-
pines region, while the vertical axis is the arrival time of the “Gangnam Style”
news at that regional node, as seen in the Google Trends dataset. The clear or-
der is uncovered in the second panel, where geographic distance is replaced
by the effective distance.
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Conclusion and Outlook

In this work, we presented a qualitative analysis of the spatial patterns of the social-
media-driven online news spreading of a record-breaking online video. First, we
presented the non-trivial task of finding an item of news that would follow the
pattern of contagious spreading without the accelerators of multiple media outlets.
Then we presented a straightforward adaptation of the effective distance method
and found an average correspondence between our noisy measurements of graph
and time series and the pure epidemics model. We adapted the tools developed in
[62] for the spreading of real-world infectious diseases over the air-travel network
for the present problem. We showed that the number of friendships (mutual follow-
ing) of Twitter users between geopolitical regions could be thought of as analogous
to the passenger traffic volume of air-traffic.

Hence, we recreated the trace of the news by questioning a Virtual Observa-
tory - as opposed to John Snow, who had to find an influential member of the local
community of London, to perform his survey during the 1854 cholera outbreak.
Nonetheless, our results on the transformed, embedded graph of online relations,
shows a similar profile when searching for the source of the outbreak. The short-
est path effective distance of geopolitical regions from the epicenter of the social
outbreak of the “Gangnam Style” video news propagation, seems to be in the Philip-
pines, not far from South Korea, where it has been produced. We managed to verify
the spreading pattern independently, based on the search results in Google Trends
in the same period.

We believe, that the synchrony between first appearances in Twitter and Google
suggests that a universal pattern of social information flow, i.e., the existence of in-
formation highways that connects geopolitical regions, and is inherently determined
by the strength of social ties, cultures, and languages, and not technology inspired.
However, further research is necessary to understand the main features of this global
network.
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3.4 summary and results

In this chapter we gave a brief overview of previous work on disease spreading pat-
terns. We saw how one of the first historic maps of epidemics could be used to
explicitly reveal the source of the disease. We then saw that a link length trans-
formation was needed to reveal the wave-like pattern of the spreading phenomena
covered by the modern air travels introducing long-range jumps. Embedding the
most probable routes collected into a shortest path tree revealed similar patterns
for modern-day epidemics than those of historic cases.

For a similar analysis of information traveling on a social network, we used
regional graphs for effective distance embedding, and Twitter messages and Google
search engine records for recreation news trajectory. We found that the record-
breaking “Gangnam Style” video, a first-of-its-kind meme, started from a limited
community and subsequently reached worldwide coverage – making it a exceptional
candidate for comparison to pandemics of infectious disease.

The idea of inspecting the sky rocketing fame of online news of “Gagnam Style”
was presented to me by I. Csabai, whom I remember to be the first within our
research group to be reached by this news2, while the viral theory analogy came up
in a conversation with G. Vattay and D. Kondor. J. Steger and D. Kondor collected
the Google and Twitter news dataset. I adapted the method of abstract embedding,
performed the analysis, and proposed the double source of real-world information
propagation of the global online search engine. I also created all of the visualization
for the graph embedding and spatial news histogram.3

Results of the chapter:

I adapted the effective distance method for news propagation modeling on a
communication network. I presented an abstract embedding of the nodes of
the regional graph around a high probability news source node. By applying
spatial and temporal averaging, I showed that this process on the graph is
similar to the network-driven epidemics spreading phenomena. I compared
the system-internal results on the same embedding to externally measured
arrival time approximations, and showed that the statistical behavior remains
similar. [3]

2 We can say with low uncertainty, that it was thanks to his young children, whose generation is believed
to be just as effective spreaders of online news.

3 We all together followed the online news coverage traced back to the source of a MIT TechReview
about our work. It was interesting to see, how the very machinery that destroyed the effect of closed
social network news propagation (by introduction of secondary sources in the news traces we tried to
capture), was propagating the news of our publication.



4 S PAT I A L A N A LY S I S O F C Y B E R
C O M M U N I T Y S T R U C T U R E S

In this chapter we present a detailed spatial analysis of community structures found
in large-scale geosocial graphs, covering countries and continents based on [4]. For
this purpose, we create a high spatial resolution geographic aggregation of the
individual-level Twitter friendship graph. The result is a network of geographic
pixels of the Earth connected by weighted links derived from relative strength of
friendships between cyber citizens. We then present the spatial analysis of the un-
covered community patterns in a series of selected subgraphs of this global network.

The motivation for the spatial analysis of the cyber community structures:

To analyze this social network of global coverage presents a unique opportunity
to uncover large-scale spatial properties of compactness or fragmentation and out-
reach of clusters of influence across the limits a typically available empirical net-
works. We also aim to compare the results of network-driven community structures
to administrative divisions, and to find traces of opposing forces shaping the com-
munities of modern citizens.

4.1 background

Low- and mid-level geosocial community structures

Spatially embedded geosocial networks have been in the center of scientific curios-
ity and economic and political interest. The modeling and analysis of such networks
is reinforced in the era of data-driven interaction measurements of communication
networks and online platforms. Previously, the nature of such recorded time series
was mostly a fragmented view of not openly and not freely available datasets, with
usage limited by and subject to local regulations. Another significant limitation of
such measurements is the artificial fragmentation of the underlying system to be
observed based on administrative borders. For example, single cities or countries
as seen by a telecommunication operator can be represented by rich measurements
(e.g., [86–91]) but limited in access. Usually, the access of communications data is
open only to a set of researchers that sign non-disclosure agreement (NDA) and re-
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search contracts with companies of the private sector. The city-level or country-level
datasets fall into the category of small or medium scale geographic coverage, and
they at times aggregated or randomized in some form, because of privacy concerns.

In recent years, various organizations were created for the collection and dis-
tribution of voluntarily provided open, free datasets, often specifically with the re-
search communities in mind (e.g., [41, 92]). Still, these resources usually bare
the same limitations. This is why we see the global spatially embedded topologies
described in Ch. 2 as especially valuable sources of information.

One example is the clustering of the human contact network of Belgium, as
defined by the telephone calls analyzed by Blondel and his team in [93]. Here the
geographic proximity information was not taken into consideration, the clustering
is performed without embedding or pre-clustering aggregation of the nodes. The
result shows a strong polarization showing clear separation of the cultural and lan-
guage barrier of the bilingual Belgian telephone users. See Fig. 4.1, where green
and red colors represent a cluster of predominantly Dutch or French speaker popu-
lation. A mixed mediator group of clusters connects the two sides.

Another example of clustering a communication network, is the work presented
in Sec. 2.1, where high-level aggregation of the Twitter user-level graph created a
network of countries, or the similar regional graphs given3in Sec. 2.2. These are
masking most of the high-resolution details of the individual-level connections.

If the details are more important, the use of smaller geographic units of a fine
grid can be a suitable method with disjoint but full coverage cells, or pixels.

Two examples of such analyses are [94] of Ratti C, et al and [95] of Sobolevsky
S, et al, where the authors analyzed communication networks connecting the pop-
ulations within single countries. As their datasets were collected from telephone
calls, they emphasized that these links between people of known locations repre-

Figure 4.1: Belgian communication network. The Belgian telephone network.
Color of low-level clusters of individuals depict the dominant lan-
guage. The two large clusters are connected by a mediator zone of
mixed language preference. From [93]
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sent the “natural interaction across space”. Hence, this topological information can
be used to cluster the locations, and then look at the projected communities in the
geographic space. Their method in [94] used a simple grid over the area of Great
Britain. The weighted connections between pairs of pixels were determined by ag-
gregation of individual-level phone calls. E.g., in Fig. 4.2 we see the choice of simple
geo-pixels and the clustering results represented by colors. This method seemed as
a simple and powerful way of incorporating spatial adjacency into the cyberlinks
connecting the Twitter users.

Figure 4.2: British communication network. The British telephone network used a
high-resolution geographic aggregation and a spatial embedding, with geo-
pixel nodes connected by weighted links. Call durations represent strength
of ties and only the strongest 80% are shown. Links and pixels are colored
based on the found network clusters. From [94]

What they found in the case of the Great Britain clustering were compact
groups with high level of overlap with administrative regions. The results were
similar for a series of selected countries with similar measurements available: Great
Britain, France, Belgium, Italy, Portugal, Ivory Coast and Saudi Arabia. These net-
works are created from the, already mentioned, telecommunication provider mea-
surements, i.e., with high spatial and social resolution, but also with limitations. We
have a limited set of countries, and a limited view of single country measurements,
falling into the medium-level coverage segment. Incorporating the ties to the out-
side world, e.g., reaching over borders of a country, could open our view to a higher
level of network structures.
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Traces of large-scale social interactions

While we could define globalization as an economic force trying to connect parts
of the world, it also has serious political and cultural aspects [96, 97]. Global
cultural trends and news propagate through the various channels of international
communication and the global market of mass media. One of the main platforms of
globalized communication is the Internet. On it, beside the usual communication of
opinion formers and news agencies, a new, more direct channel appeared by the rise
of social networks. In this abstract, online space, people and businesses are closer
to their peers, and communities are formed around various topics, personalities,
and interests, e.g. the followers of opinion leaders (like the Pope, the Dalai Lama
or various personalities of pop culture or politics) are actively participating in the
conversations on a daily basis.

We could define the opposite of globalization based on its various aspects. E.g.,
the protection of local cultural values, and a fragmented world map, with language
barriers, regional conflict zones would be on the opposite side.

There is a term coined as a portmanteau of the two terms globalization and
local, to emphasize their coexistence: glocalization [98]. This is complemented by a
two-level view, according to sociologist Robertson, meaning “the simultaneity – the
co-presence – of both universalizing and particularizing tendencies”. Besides the
many marketing strategy examples, a good embodiment would be the alliance of
the European Union, where a stronger common economy and the protection of lo-
cal cultural values are both goals of the member states [99]. The free movement of
workforce, e.g, would be expected to create new ties between developing (source)
and developed (target) countries by the relocating population fragment. An exam-
ple would be the large number of Turkish workers in Germany.

The European example can also showcase secessionist movements, aiming at
a partial or total independence from their current geopolitical arrangement. In
Fig. 4.3 we see that in 2017 a wide variety of such movements were present in
Europe. These secessionist or independence movements are sometimes fueled by
economic interest, or historic conflicts.

Either way, these forces leave their fingerprints on the large-scale community
structures. To uncover their patterns in geographic space, the analyses require the
collection and study of social ties with extensive geographic coverage.
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HEALPix partition of the sphere

Similarly to the high-resolution aggregation of the Great Britain graph into geo-
graphic pixels, we wish to incorporate geographic adjacency relation into the graph
representation of communication links. We aggregated the user-level links into non-
overlapping geographical cells of a full grid. As these graphs have a geographic
extent larger than the single country of UK, we changed the use of simple geo-
pixels to eliminate the cell’s size dependence on its geographic location. For this
purpose we used, once again, a method borrowed from astrophysicists, who work
with hierarchical divisions of the sphere on a regular basis. An example was already
given, the HTM method in Ch. 1.

Figure 4.3: European secessionist movements. Europe shows a rather vivid picture of
regions with either secessionist political movements or movements agitating
for greater autonomy. From [100].

Our method of choice here was the Hierarchical Equal Area isoLatitude Pixela-
tion, or HEALPix, originally developed by NASA JPL [102]. It aims at dividing the
surface of a sphere into equal-area pixels in a systematic, hierarchical manner, al-
lowing for choice of needed spatial resolution. A HEALPix partition is described by
a single parameter, Ns. If Ns is given, the borders and the shape of the the spherical
lattice of cells are absolutely determined, with a total number of pixels of 12N2

s . The
process is shown on Fig. 4.4 for four levels of spherical division, as shown in [101].
The HEALPix portal also provides libraries and tools for efficient classification of
geographic points into the cells, and give the descriptor of the lattice polygons.
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Figure 4.4: HEALPix partition of the sphere. The grid is hierarchically subdivided with
resolution parameters Ns = 1, 2, 4, 8. From [101].

Community structure and modularity-based clustering

Given a network represented with a graph, we are often interested in its structure
as described by a clusters, i.e., relatively dense groups of nodes strongly connected
within a cluster, and only weakly connected between clusters (e.g., see a review of
methods in [103]). We already saw examples of network structure in Ch. 2. The
definition of a network community has many variations, ranging from hierarchical
clusters to fuzzy communities or overlapping groups. Even if we limit our definition
to simple disjoint clusters, where each network node is belonging to exactly one
cluster in a partition, we will need a way to find such clusters. For this purpose
one needs a measure of goodness to compare two different partitions of the same
network. If we find the “best” partition we can use the same measure to tell some-
thing about the level of clustering present in the network. If we have a network
with known clusters we can use the same measure to evaluate the performance of
the algorithms defined to find the best partition. Our chosen method relies on the
modularity measure as defined by Newman and Girvan in [104]. This quantity is
describing the goodness of a partition of a network’s nodes into disjoint groups.
The higher the modularity of a partition, the more probable that it contains heavily
linked communities with rare occurrence of edges between them.

The measure assigns a simple number to every given partition of vertices V of
the graph G. Let’s denote a partition of the graph as the mutually disjoint series
C1, . . . , Cl of groups of vertices such that each vertex belongs to exactly one group.
These groups are the clusters. Let eij be the fraction of links connecting vertices of Ci

and Cj. The total fraction of edges that connect to a vertex in the cluster Ci is ∑j eij .
Intuitively, eij is the probability in G that a randomly chosen edge connects vertices
one from Ci and the other from Cj. Let ai denote the probability in G that a link
chosen randomly connects to a vertex of Ci. A graph with randomly placed edges
would present a homogeneous structure without any dominant clustering patterns,
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and eij is about aiaj. This observation motivates the definition of the modularity Q
of the partition C1, C2, . . . , Cn:

Q(C1, C2, . . . , Cn) =
n

∑
i=1

(
eii − a2

i
)

. (4.1)

where

eij =
∑vp∈Ci ∑vq∈Cj

mpq

∑vp∈V ∑vq∈V mpq
, and ai = ∑

j
eij. (4.2)

While its maximum value is one, for random graphs Q is going to give a good-
ness close to zero. Values around 0.3 usually indicate a good partitioning [105].

Going further, it can be used for the detection of communities in a given graph.
The motivation of such search is to find the underlying community structure is it
exists. The modularity measure suffers a limit of resolution, where it cannot find
small clusters, as it is preferential to the merging of communities with degrees under√

2L, where L is the total number of links [106].

Although many simple algorithms would be able to find the best possible parti-
tion, unfortunately, large graphs will be faced with a practically impossible search
amongst all possible partitions of the graph. The necessary time to find the ex-
act solution of the problem would be astronomical, as described e.g., in details in
[107]. To solve this problem one can look for other cluster definitions or use one of
the many heuristic methods proposed for modularity driven searching algorithms.
These aim to give an approximation of the exact solution. The very popular greedy
algorithm for modularity clustering was proposed by Newman in [108]. For a graph
of size N, this algorithm always stops after N steps, and starts from the graph de-
scriptor and a given initial partition. This is usually N groups, each with a single
member vertex. In each step, two selected clusters are chosen to be merged based
on their modularity increase potential. The highest added modularity merging is
performed, and ∆Q = eij − 2aiaj is to be gained. If all possible merges would give
a modularity increase of ∆Q < 0, the algorithm is stopped. This algorithm stops
when any possible merges would result in a partition with decreased modularity,
and returns a new partition of the graph Ĉ1, . . . , Ĉn. While this greedy algorithm is
very fast, for large graphs it falls short of finding a partition close to the best.

To overcome the limitation of strict greediness, and to avoid being trapped in
a local maximum, some randomization has to be incorporated into the searching
process. Following the work of Ovelgönne et al. [109], a better approximation of
the partition with the global maximum modularity can be found. With similar input
as before, the new steps are as follows:
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1. Start from a graph G and its singular partition (C1, . . . , Cn),
where each vertex vi is forming its own group Ci.

2. Choose m cluster groups randomly from the current partition
(m′ < m, if the number of current cluster is smaller than m).

3. Collect the chosen groups and their neighbor clusters into K.

4. Calculate eij and ai for fractions of edge points of K.

5. Merge the the clusters of K with maximum ∆Q increase, and
save the chosen indices of step k: k1, k2 and ∆Qk

6. Stop if only one vertex group remains, and
start again from choosing m random clusters (step 2.).

7. If stopped: reconstruct the partition from
the saved series of merging indices.

Once we reach a step where a single cluster contains all vertices of the graph,
we can reconstruct the partition. Using the modularity Q0 of the initial partition
together with the series ∆Qi, we have after k steps: Qk = ∑k

i=0 ∆Qi. The result is
the partition corresponding to the maximum of the series Q0, Q1, . . . , Ql, that can be
reconstructed from the initial partition and the saved indices of the clusters merged
in each step. In order to further increase the obtained modularity of a single run of
the random searching algorithm, we need to repeatedly run the search on the same
input, and choose the maximum from the single-run results, as described in detail in
[109] and [110]. The number of runs performed is also the result of a compromise.
E.g., as our selective set of input graphs covered a wide range of size, we adjusted
the number runs for the larger ones, as described in Sec. 4.3. This approach is
suitable for our weighted graphs, with the simple generalization of modularity and
clustering mentioned in [105].

Comparison of graph partitions

So far we looked at the use of goodness of a partition as its measure of quality defined
by network topology for comparison between two different partitions of the same
graph. But we can also be interested in the similarity or difference of two partitions.
This is an actively used and inherent part of the non-trivial clustering problematics,
where various validation techniques need to be able to quantify the difference, and
objectively compare to partitions e.g., used as baseline of known truth. This can be
true for partitions derived from a network-driven optimization – or any other type
of complete division of the same set of nodes. For example, we will compare the
effect of rewiring of the graph connecting the same nodes, the effect of higher level
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of spatial division, and also the difference between our results and the partitions
defined by administrative borders. Hence we need normalized partition distance
definition for the analysis.

A very simple measure of dissimilarity is the Partition Difference, which is an
index number, counting pairs of elements that were clustered into different groups
in both partitions. This measure is not a distance, it is not normalized, and hence
dependent on the number of cluster elements and of the clusters. To remedy these
unwanted properties and also emphasize distance from complete randomness or
exact identity of partitions, several similarity measures or distances were defined
in the literature, see e.g. [111]. Our goal is to give a general comparative analysis,
hence here we chose to use a distance based on a statistical background and another
with information theoretical background (as described in the SI (S1 File) of [4]). We
first show the Rand index and its adjusted version, Rad. Next we continue with the
definition of the mutual information and its normalized version, Sn.

Adjusted Rand Index

Let {X1, . . . , Xn} and {Y1, . . . , Ym} be two partitions of the same set A containing N
elements. X and Y denote the partitions. Let E denote the total number of pairs of
distinct elements in A, P(X, Y) the number of pairs of distinct elements of A that
belong to the same class in both partitions, and Q(X, Y) be the number of pairs of
distinct elements of A that belong to different classes in both partitions. Then Rand
index is:

R(X, Y) =
P(X, Y) + Q(X, Y)

E

This definition doesn’t allow for this measure to vanish by averaging over pairs
of random partitions. To remedy this anomaly, the adjusted Rand index was intro-
duced in [112]. Let Eij denote the number of distinct pairs formed by elements in
Xi ∩Yj. With KX and KY denoting the number of distinct pairs whose members are
in the same cluster of the respective partitions X and Y:

Rad(X, Y) =
∑n

i=1 ∑m
j=1 Eij − KXKY/E

(KX + KY) /2− KXKY
. (4.3)

This measure is the normalized difference between the Rand index of two partitions
and the expected value if the two clusterings are drawn randomly1: Rad = (R−
〈R〉)/(max(R)− 〈R〉) The expected value is zero for X independent of Y, and a
maximum value of one, if X identical to Y.

1 The random choice is assumed to be with fixed number of clusters (m, n) and a fixed number of
elements in each cluster, i.e., the assumed distribution is the generalized hypergeometric distribution.
This is a null hypothesis that is considered to be the weakness of this measure definition [113], but
we still find it a good choice, as almost all of our comparisons involve same size partitions compared,
except for one.
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Normalized Mutual Information

Here we define a measure of partition similarity based on an information theoretic
framework, using the notion of entropy. Each partition C has an associated a proba-
bility measure PC(i), defined as the probability of a randomly chosen member of A
is grouped in Ci. The information entropy HC associated can be interpreted as the
measure of uncertainty of the cluster of the randomly chosen element, defined by:

HC = −
n

∑
i=1

PC(i)log2 (PC(i)) .

The minimum value of the information entropy is zero, corresponding to the triv-
ial partition of A, containing only a single cluster, hence zero uncertainty. The
maximum value of information entropy among various partitions of is log2(N), cor-
responding to the finest partition of A, where each element is in its own cluster.

For reducing this uncertainty, we can use information gained from another
known clustering of the same elements. Consider again the two partitions X =

{X1, . . . , Xn} and X = {Y1, . . . , Ym} of the set A. The Mutual Information IXY

would describe the mean information gained from knowing the cluster of the ran-
domly chosen element in a different partition:

IXY =
n

∑
i=1

m

∑
j=1

PXY(i, j)log2

(
PXY(i, j)

PX(i)PY(j)

)
,

where PXY(i, j) = |Xi ∩ Yj|/N is the probability distribution giving the probability
that a randomly chosen node is in Xi ∩ Yj. Hence, IXY quantifies the volume of
shared information of the distributions. For independent partitions, it turns out to
be equal to zero, and for identical partitions Y = X, it is equal to the information en-
tropyHX. From this Strehl and Gosh introduced the Normalized Mutual Information
[114]:

Sn(X, Y) =
IXY√
HXHY

, (4.4)

which is undefined for the case where either X or Y is the trivial clustering with
zero entropy.
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4.2 data: high-resolution large-scale graphs.

The low-level friendship graph and its HEALPix embedding

The friendships or follower relations of the Twitter platform of Sec. 2.2 were used.
For this work, we created a user-level graph from the 5.8 million most active geouser
accounts, each receiving as location the centroid of its biggest location cluster as
seen through its the geo-tagged Twitter messages. [4]

Instead of the stabilizing power of large regions covering the world, here we
are interested in a selected set of subgraphs in more detail. Hence, instead of re-
gional aggregation, we keep a higher resolution by using a lattice of HEALPix of
partition level set to Ns = 650, which gives a pixel area of approximately 100km2.
The output of the HEALPix method is the equal area grid. This is also kept visible on
the figures where we kept the pixels with non-zero user number and colored them
according to the clustering results. The resolution was chosen to be small enough
to keep interesting details. For the graph of the UK, we also used the higher resolu-
tion lattice of Ns = 920 – with approximately 50km2 pixel area – for comparisons
described in Sec. 4.3

We selected an extensive set of large-scale political regions from country-level
to continent-level coverage. For a given region, we generated the corresponding
HEALPix lattice. We then identified the induced subgraph through the filtering of
users located to this region. Next, these users ere aggregated into small groups
corresponding to their respective HEALPix cells. This was a pre-clustering, adding
minimal spatial proximity information to the topological graph, and resulting in a
high-resolution partition of the original sub-network of the selected region.

More than half of the Earth’s population is concentrated in highly urbanized
areas. The spatial distribution or density of people is, hence, highly inhomogeneous.
Within a city, the central parts have still higher density. The histograms depicting
the distribution of user numbers per HEALPix cell can be of interest. Using only a
sample of people, those who have public Twitter accounts, can also have an effect
on the empirical distribution. For each of the selected regional graphs, we presented
these distributions in the SI File S1 of [4]. These show the expected form, similar
to each other. In Fig. 4.5 we show both a country level and a continental level
example.

Large-scale subgraphs and administrative partitioning

We created a selective set of embedded subgraphs from country to continental levels.
The summary of their properties is presented in Tab. 4.1. The subgraphs of Germany
and Turkey and of the Former Yugoslavia were added as selected multi-country areas
of interest for clustering.



70 spatial analysis of cyber community structures

a Europe. b United Kingdom.

Figure 4.5: Distribution of user number per HEALPix cell in regional subgraphs. The
continent-level and country-level results show similar distributions, as de-
picted by these two examples.

Region Users Pixels Edges
Canada 91, 813 3, 778 447, 541
US 1, 622, 152 31, 542 17, 076, 244
South America 625, 976 10, 975 6, 184, 291
EU 1, 162, 630 22, 904 10, 566, 764
Europe 1, 545, 567 30, 644 14, 196, 996
Germany and Turkey 252, 167 4, 456 2, 610, 222
Former Yugoslavia 9, 274 724 97, 184
UK 411, 427 2, 141 3, 659, 786
Spain 304, 369 4, 126 2, 778, 297
France 79, 194 3, 490 584, 040
Germany 23, 991 2, 117 147, 301
SE Asia, China and Japan 961, 669 13, 065 8, 039, 210
Japan 185, 306 2, 995 1, 282, 672
India 18, 370 1, 529 61, 739

Table 4.1: Regional graphs. Detailed information.

For the comparison of the network-driven clustering results with the partitions
of the same graphs defined by the administrative, geopolitical borders, we used the
GADM [53] open dataset of worldwide hierarchical administrative maps of first and
second level division. We used the centroid of each HEALPix lattice cell to determine
the administrative unit containing the cell. 2

2 Technical detail: if none of the administrative polygons contained the centroid, the closest one was as-
signed. This could happen when the user-level regional subgraph was filtered based on administrative
border, and a pixel cell on the border was only partially populated.
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Region Pixels(g.c.) Edges(g.c.) Clusters Qfound
Canada 3, 747 447, 517 8 0.58
US 31, 532 17, 076, 236 15 0.46
South America 10, 963 6, 184, 282 12 0.68
EU 22, 888 10, 566, 750 10 0.67
Europe 30, 617 14, 196, 973 11 0.73
Germany and Turkey 4, 444 2, 610, 211 11 0.29
Former Yugoslavia 724 97, 184 7 0.52
UKNs=650 2, 404 3, 659, 805 14 0.37
Spain 4, 126 2, 778, 297 16 0.54
France 3, 488 584, 038 9 0.3
Germany 2, 105 147, 292 10 0.26
SE Asia, China and Japan 13, 033 8, 039, 187.5 13 0.7
Japan 2, 995 1, 282, 671 10 0.19
India 1, 485 61, 709 8 0.36

Table 4.2: Giant components of the regional graphs. Detailed information.

4.3 methods and findings

Clustering of the weighted graphs

The isolation of the giant component of the pixel graphs created the input for the
modularity optimization simulations. Their detailed information is in the summary
table of the clustering results: Tab. 4.2.

We repeatedly performed independent simulation runs on the same input graph,
and kept the best modularity result as the approximation of the global optimization
problem. We devided the input graphs into two categories based on their size,
and adjusted thenumber of simulation runs accordingly. For graphs with number
of nodes higher than 10, 000, the simulation was run 3, 000 times, and only 1, 000
times for the smaller ones. We found this a good compromise, that was needed in
reason of limited computing capacity. As this method gave satisfactory results for
these large-scale graphs, we rejected the alternative option of analyzing the entire
global graph, but with parallelized modularity algorithm with lower efficiency in
finding close optimal result (e.g. [93]).

One of the advantages of the modularity optimization, is its preference to find
the near optimal partitions with higher cluster sizes. In the case of the large-scale
graphs, this can allow to uncover the medium-level clustering structure, and the
low-level structure of small clusters in medium-sized graphs. In some cases we
can have the effect of finding a clustering where the size of the largest cluster is
disproportional to the other. In order to diffuse this covering effect, in some selected
cases we took the method used by [95] in general, and performed a second level
clustering on the subgraph of the disproportional cluster. We then presented the
revealed sub-structure as part of the first order result maps.
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Community structure: effects of inhomogeneous users distribution and of grid
size

The effect of the inhomogeneous spatial density of users of the friendship graphs was
examined by a simulated experiment. We measured the dominance of topological
ordering over the spatial ordering of users on the found community structure. We
created a randomized version of the UK graph as follows. A random rewiring, i.e.
the creation of a new user-level graph of equal degrees and same locations was per-
formed. By swapping the connections a total number of ten times the number the
user-level links. The result is a new HEALPix graph with new aggregated weights.
The clustering algorithm is then run the same way repeatedly with same number
of runs, and the partition with the highest modularity found is returned. The re-
sults are shown in Fig. 4.6. The goodness of the best found partition as measured
by modularity, was drastically changed. While the normal graph has a modularity
value of 0.367, the randomized one is two orders of magnitude smaller, only 0.009,
a negligible value. Corresponding map illustrations clearly show the spatial pattern
differences (14 clusters and 6 clusters for original and randomized graphs respec-
tively). While the friendship graph exhibits exceptional cohesiveness in geographic
space, we see a noise-like random pattern for the rewired version. The results are
shown on the first and second panels of Fig. 4.6. Hence, we conclude that spatial
patterns i themselves can not explain the found community structures.

The effect of grid size on community structure was examined, once again, taking
the example of the UK graph, and using its Ns = 920 HEALPix version with approx.
half sized pixels. In this case, we are expecting the opposite of what we saw with the
random rewiring: the closer the results, the better the method is justified. Running
the searching algorithm with the same number of independent repetitions of 3, 000,
we found a partition of modularity 0.367 and 13 cohesive clusters. The result is
illustrated in the right panel of Fig. 4.6. The overlap with the original is remarkably
high, and the similarity measures are also high. This is detailed in the following
sections (see Tab. 4.3 and Fig. 4.7). The main differences are only the swapping of
small cohesive pixel groups between neighboring clusters and a little more satellite
presence in general.

Comparative study of administrative regions and network-driven clustering

Once an approximation of the true clustering was obtained, a comparative study
could be performed for each regional graph. We used country borders for the con-
tinental regions and subnational administrative boundaries for the single-country
regions. As an example, for the UK region we analyzed an additional partition: the
regions of the smaller subnational administrative units in addition to the the larger
units of its countries.
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Figure 4.6: Clustering of the United Kingdom. The left panel shows the 2, 404 pixels
forming 14 well-defined communities with a relatively good modularity value
of 0.37. The central panel shows the clusters of the randomly rewired graph
with 6 identified clusters. The panel on the right shows the result of the
clustering of the same friendship graph with a finer HEALPix lattice, and 13
clusters found. On each map, each cluster of geo-pixels has a different unique
color. The boundaries between the four countries are shown in thicker lines,
while the second level, subnational administrative division is indicated with
finer lines, depicting the second type of administrative units analyzed.

The goodness of the network-driven clustering and of the administrative units
were compared by calculating the modularity value for both resulting partitions.
The findings are summarized in Tab. 4.3 and illustrated in Fig. 4.7, where each line
of the summary table corresponds to a physical network, and is mapped to a point
on the scatter plot. The coordinates show the modularity results of the two types
of partitioning of the same system: network-driven or administrative. The size of
the disks is proportional to the system size as measured in number of pixels of the
graph and the color shows the difference of the two partitions as measured by the
adjusted Rand index, Rad Eq. 4.3. The summary table also contains the normalized
mutual information, Sn Eq. 4.4 for each partition pair. To show overlapping disks,
semi-transparency was applied.

For the UK graph we have five additional comparisons listed at the end of
Tab. 4.3: one between the basic results of the original graph and the randomized
graph, two between the high-resolution graph basic result and the two different ad-
ministrative partitions, and finally two between the randomized-graph basic result
and the two different administrative partitions.

Note that the randomized graph of the UK clearly lost its community structure,
as it significantly underperformed all other graph results. In general it can be seen
that the results found with the random modularity optimization algorithm outper-
form all other partitions for all of the regions. Thus the found partitions give an
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good picture of a possible inherent community structure of the graphs. Nonetheless,
the difference between the administrative partitions and the network communities
is shallow, i.e., there is a significant overlap between the clusters. This is true both
for the single-country networks, and on the continental scale.

Region Competing
partition

Qfound Qcompeting Sn Rad

Canada adm1 0.584 0.549 0.566 0.418
USA adm1 0.463 0.439 0.615 0.377
combined USA adm1 0.451 0.439 0.632 0.423
South America adm0 0.684 0.629 0.725 0.522
EU adm0 0.668 0.66 0.742 0.749
combined EU adm0 0.663 0.660 0.775 0.804
Europe adm0 0.734 0.718 0.708 0.656
combined Europe adm0 0.720 0.718 0.742 0.707
Switzerland in Europe adm1 0.389 0.313 0.279 0.063
Germany and Turkey adm1 0.295 0.249 0.345 0.127
Former Yugoslavia adm0 0.521 0.513 0.707 0.711
UKNs=650 adm1 0.366 0.160 0.454 0.227
UKNs=650 adm2 0.366 0.246 0.579 0.172
Spain adm1 0.538 0.514 0.680 0.507
Spain adm2 0.538 0.497 0.645 0.332
France adm1 0.298 0.230 0.264 0.112
Germany adm1 0.264 0.234 0.234 0.189
SE Asia, China and Japan adm0 0.701 0.627 0.707 0.585
Japan adm1 0.192 0.166 0.406 0.184
India adm1 0.355 0.304 0.313 0.211
UKNs=920 UKNs=650 0.367 0.364 0.735 0.750
UKNs=920 adm1 0.367 0.160 0.435 0.180
UKNs=920 adm2 0.367 0.243 0.56 0.174
rewired UKNs=650 adm1 0.009 0.0 0.001 0.0
rewired UKNs=650 adm2 0.009 −0.001 0.057 0.0

Table 4.3: Regional graph partition comparisons. Modularities of the found and of the
competing partitions of the same regional graph and their two measures of dif-
ference: normalized mutual information and adjusted Rand index. (Combined
refers to result mixed with partial second-level clustering. adm0 denotes the
country-level, while adm1 and adm2 the corresponding first- and the second-
level subnational administrative divisions, respectively.)

Regional community structures

In this section we mirror the descriptions from [4], presenting the summery of the
uncovered community structures for each graph. We aim to highlight traces of both
cohesive forces and conflict zones, as well as influential clusters with long-range
outreach. (For a detailed description of each clusterings, one can read the S1 File
of the Supplementary Information [4].)
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Figure 4.7: Regional partition comparisons. Each point represents a comparison of
two partitions of the same regional graph, i.e., one line from Tab. 4.3. The
network-driven modularity results are shown on the vertical axis while the
modularity of the competing partition is given on the horizontal axis. Color
shows the difference between the two partitions measured by the Rad as
defined in Eq. 4.3, and the area of the disk is proportional to the number of
HEALPix cells in the graph.

General remarks

The advantage of this dataset was its extensive coverage. The limiting factor is
the inhomogeneous spread of the use of Twitter. As seen in Tab. 4.2, the analyzed
subgraphs are divided into two categories: large-scale regions covering the area of
several states or countries, and the subgraphs consisting of a single country. Look-
ing at the results, one can see that there is no significant correlation between the
number of clusters found for each regional graph, and the size of the graph mea-
sured by the number of pixels. For all of the regional graphs, we found that the
projected spatial pattern of the cyber communities form units that are more or less
geographically cohesive. Their clusters sometimes redraw the borders of the geopo-
litical administrative units. They are cohesive in the sense that the majority of their
pixels are well connected on the map, usually with only a few satellite pixels, that
reach out to remote areas. From this general property, only a few exceptionally
influential, central clusters deviate. These, on the other hand, can be characterized
by an overly expending number of satellite pixels, that seem to be influencing most
of the territories.
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Community structures in Europe

First we formed the subgraph of the countries of the European Union. Next we
extended our analysis to the communities of the entire continent extending from
the UK to Russia, also including the territories of Georgia, Armenia and Azerbaijan
for geographic integrity. Additionally, we show our results for a list of standalone
countries. In general, as it can be seen in Fig. 4.8 and Fig. 4.9, the use of Twitter
is more dense in the western part of the continent, with the UK having one of the
most active users worldwide, concentrated around the London area. The popularity
of Twitter closely follows the urbanized areas, but has significantly lower level of
penetration in the Central and Eastern European regions. Large urbanized areas of
Russia and of Turkey are well represented. We note the apparent disadvantage of
this data set that is its lack of any recorded tweets from Romania and from Malta.

The European Union: In this region the partitioning had a high modularity
value of 0.67, revealing ten compact clusters with well defined areas and mostly
negligible outreach with some exceptions. The UK has the most influential cluster,
marking its presence with satellites in every country, with least coverage in Spain.
Germany dominates the central area of Europe, reaching all the way to the countries
of the Former Yugoslavia. Cyprus forms a cluster with Greece. As an interesting de-
tail, we see satellite pixels in Greece, mainly coming from western clusters present
on the shores of the country of two thousand islands. This phenomenon probably
shows the attraction of foreign tourists, while the possible language barrier con-
tracts the central areas to form the separate community of Greece. For further detail
we performed a second-level clustering for the central subgraph as a single input to
the algorithm. The combined map is shown on Fig. 4.8. The result showed ten well
defined clusters of a size reaching the lower limit of ten pixels and four outliers.

The European Continent as a whole: In this case, we see a very strong parti-
tioning as measured by the high modularity value of 0.73. Out of the eleven clusters
there are two with significant outreach of satellite pixels, while the other clusters
show geographic cohesiveness. Disproportionately large clusters are formed by Ger-
many and by Russia. The first reaching all the way through the central region and
the latter containing mostly the eastern countries and a few satellite pixels. On
these large clusters we performed secondary clustering giving eleven and eighteen
new clusters respectively with only a few small outliers. Fig. 4.9 shows these results
combined on a single map.

Switzerland within Europe is shown in Fig. 4.10a as a special case. This coun-
try presents a unique partition with a cluster covering only partly its own territories,
and borders that follow surprisingly closely the regions of its German-, French-, and
Italian-speaking communities.

Cyprus within Europe is effectively divided into northern and southern areas.
As opposed to the previous case where only links between the EU member states
are considered, here, the inclusion of users from Turkey makes it possible to see the
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Figure 4.8: Clustering of the 28 member countries of the European Union combined
with second-level results. The 22, 888 pixels form 10 well defined clusters
with modularity value of 0.67. Here the central cluster is replaced by the 10
sub-communities obtained by its second-level partitioning.

Figure 4.9: Clustering of the countries of the European continent combined with
second-level results. The 30, 617 pixels form 11 clusters with modularity
value of 0.76. The two largest clusters are replaced by the 11 and 18 sub-
communities obtained by their respective second-level partitions. The first-
level clusters and the sub-communities of the two largest clusters have differ-
ent shades of green, blue and brown, respectively.

separation line, connecting the northern area to the Turkish cluster and southern
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a Switzerland focus. b Greece and Cyprus focus.

Figure 4.10: Focused regions within the European Continent community structure.
In Switzerland, the red and the purple correspond to the communities con-
centrated in France and in Italy respectively. In Cyprus and Greece, the gray,
green and dark green correspond to the cluster with its majority concen-
trated in Greece, the UK and Turkey respectively.

to the Greek one. The western influence on the shores of the Greek islands is still
pronounced as it can be seen in Fig. 4.10b.

Strong influences: The UK and Turkey are two special cases with clusters that
present a strong satellite outreach. The cluster of the UK is different in the way
that it has its satellites spread throughout all of the countries with weakest presence
in the East, Spain and Italy. This cluster not only has inherent use of the English
language but is also a preferred destination of emigrants and students throughout
Europe and is home of many pop culture figures. On the other hand, the cluster
of Turkey is heavily present in various parts of Germany.We believe that this is a
perfect example for the communication patterns as influenced by the ties remaining
between immigrants and their original homeland.We studied the subgraph solely
formed by the German and Turkish pixels. Fig. 4.11 shows an asymmetric division:
while only a few satellite pixels reach Turkey from the large and compact cluster of
Germany, the former is divided into several clusters with outreach to the German
area, showing a visible influence in this direction. We note the decrease in the
modularity value indicating that the division of German cluster would probably
reveal further inherent structure of the graph.

Next, we describe the results obtained for regions within Europe. The commu-
nity structures are shown with the administrative boundaries.

The United Kingdom: Our clustering resulted in a division giving 13 clusters
with a modularity value of 0.37, showing a significant cohesiveness within the found
clusters. Northern Ireland is well separated, and the cluster of Scotland covers a rel-
atively large area too. In addition, we can see that this result has approximately the
half of the modularity found in [94] for the telephone calls graph. This could either
be some kind of a subsampling artifact or it could be indicative of the difference
between the intended use of telephones and online media platforms. Latter provid-
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Figure 4.11: Communities formed in the region formed by Germany and Turkey. The
4, 444 pixels formed 11 clusters with modularity value of 0.3.

ing a service for connecting to anyone with similar interests without the necessity
of simultaneous bipartite activity, and thus its main limiting factor remaining the
language barrier. In case of a single country this barrier is rarely present, and can
partly explain the decrease in the spatial cohesiveness of the formed clusters. We
note the inclusion of the Northern Ireland region, that was missing from their data
set. Nevertheless, their results show comparable spatial patterns with a few marked
differences. First, they had fourteen clusters and the modularity value of 0.6. Sec-
ond, a few boundaries are introduced, that are not present in our map. On the
other hand, our results confirm the appearance of the newly born region of Western
Crescent. We find that it has similar extent and shape in our network.

Spain: The subgraph of Spain is one of the most dense areas with strong user
presence in every administrative units. The country is divided into sixteen clusters, a
partition characterized by the high modularity value of 0.54. The results are shown
on Fig. 4.12a. We find cohesive clusters following their respective administrative
borders with remarkable precision, but there are also regions that we see divided
between more than one clusters. Madrid forms a strong and compact central cluster
with an expanded halo and an extensive outreach through evenly scattered satellite
pixels. The region of the autonomous community of Basque Country forms also a
strong and extensive cluster, joined by more than one of its neighbors. Catalonia
also forms its own distinct community with the Balearic Islands.

France: We created the regional subgraph connecting the pixels of Metropoli-
tan France. As shown on Fig. 4.12b, we obtained nine clusters with a modularity
value of 0.3. This relatively large country has a density of Twitter users rather small,
and concentrated mainly to the metropolitan areas. Accordingly, not all of the clus-
ters show high spatial cohesiveness. The largest cluster of 1, 286 pixels is denser on
the southern and the eastern regions, but has rare satellites in the rest of the country
evenly. It is greater then the region of Occitania, which is refered as a secessionist
region in Fig. 4.3. The northern part of the region of Centre and the western part of
the region of Ile-de-France form a small but dense cluster with negligible outreach.
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a Spain. b France.

c Germany. d Former Yugoslavia.

Figure 4.12: Clusterings in European countries. a In Spain, the 4, 126 pixels form 16
well defined clusters with modularity value of 0.54. b In France, the 3, 488
pixels form 9 well defined clusters with modularity value of 0.3. c In Ger-
many, the 2, 105 pixels form 10 well defined clusters with modularity value
of 0.26. d In the countries of the former Yugoslavia, the 724 pixels form 7
clusters with modularity value of 0.52.

On the other hand, the rest of Ile-de-France forms a community with significant
satellite presence in the rest of the country.

Germany: When partitioning the subgraph purely formed by the territory of
Germany we see a rather scattered projection with sparsely represented areas in the
eastern half of the country. This shows that the popularity of Twitter platform is not
as high as in other regions of the world. As it is shown in Fig. 4.12c there are nine
clusters formed, and an outlier of negligible size, giving the weak modularity value
of 0.26. The inhomogeneous use of Twitter is rather concentrated around the main
urban areas, and not always covering the majority of the area of their respective
states. On the north-eastern part we have a small, but dense cluster around the city
of Berlin, and on the northern areas, a similar cluster around Hamburg.

The Former Yugoslavia: This small region has diverse ethnicities living in
close local proximity. The historic separating effect of serious local conflicts could
possibly be overridden by economical interests. The latter could also be supported
by the lack of a strict linguistic barrier in reason of the existence of the South Slavic
Serbo-Croat-Bosnian language. Although the cur rent administrative borders dived
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them into seven countries, they formed a single country from 1918 to the end of the
century. The found partition has seven cohesive communities and a high modularity
value of 0.52. The results are shown on Fig. 4.12d. Its clusters are spatially cohesive
and follow the post-war administrative borders with rather high accuracy, and with
some unbalanced satellite outreach characterizing a few of the clusters. (We note
that this area is not well represented in its southern and central parts.)

Community structures in North America

In this region Twitter is well known across the countries, and the areas covered by
our data set closely follow the populated places of the continent. Here we show our
results for the two separate subgraphs of Canada and the Continental United States.

Canada: When analyzing the subgraph of Canada, as seen in Fig. 4.13 it is well
divided into smaller regions. Eight clusters are formed, giving a modularity value
of 0.58. Within these clusters we find the well-known French language territories
forming clearly separated communities. The northern territories of lower popula-
tion densities are only sparsely occupied by the Twitter geousers, the clusters of the
southern part follow the administrative boundaries. While Québec forms its own
cluster only swapping a few satellite pixels with its western neighbor, its center of
gravity is divided between the cities of Montréal and Québec. There is a smaller
cluster formed around the city of Toronto.

Figure 4.13: Clustering of the subgraph of Canada. The 3, 747 pixels form 8 well de-
fined clusters with modularity value of 0.58.

The Continental United States: As seen in Fig. 4.14b, the US mainland ter-
ritories form fifteen well separated clusters with a modularity value of 0.46. The
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US is effectively divided into a western and an eastern part, separated by a sparsely
populated central region that also corresponds to the smaller Twitter user counts of
this intermediate area. In the eastern part the clustering mostly transpires by the
formation of units that follow the administrative borders with high precision and
include a single or multiple states. A few states are divided into several clusters.
As we approach to the west, the occupied pixels become rather sparse and form
a single cluster. This community penetrates through satellite pixels mostly to the
northern and central clusters. Although this spread reaches multiple clusters, it is
never forming a well-defined geographically cohesive unit in any of them. For fur-
ther detail we performed a second-level clustering on this large western community
as a subgraph in itself. The result is depicted in Fig. 4.14a. The state of California is
a special case. This is the home of highly active Twitter users, second only to the UK.
According to our expectations it is formed by several smaller clusters that are highly
active on their own. The center of gravity of these clusters correspond to large cities
of the state.

a Western US cluster - 2nd level struc-
ture.

b Continental US - 1st level structure.

Figure 4.14: First and second level clustering of the Continental US subgraph. US com-
munity structure: The 31, 532 pixels form 15 well defined clusters with mod-
ularity value of 0.46. Western cluster - 2nd level structure: the 4, 507 pixels
form 13 well defined subclusters with modularity value of 0.51. The insert
shows the coastal communities formed around urban areas.

Community structure in South America

South American continent: We performed a first level clustering on the subgraph
of South America. As it can be seen in Fig. 4.15, it resulted in a partition of twelve
clusters with a high modularity value of 0.68. The discovered communities form two
distinct groups: the six clusters cutting up the area of Brazil reaching out to the few
pixels of Suriname, Guyana and the overseas department of French Guiana—and
the rest of the countries. The latter consists of clusters of single or multiple countries.
This unbalanced division could be explained by the western part of the continent
being Spanish speaking and therefore lacking of any language barriers, or also by



4.3 methods and findings 83

Brazil being the most active country of the region and big enough in itself to be
partitioned into smaller communities around its larger urbanized areas. Although
there are clusters with satellites in each, they are not forming a bridge between
these separated groups.

Figure 4.15: Community structure in the subgraph of South America. In South Amer-
ica, the 10, 963 pixels form 12 clusters with modularity value of 0.68. The
insert shows the coastal communities.

Community structures in Asia

Community Structures in Asia. In general the coverage of this area is not homoge-
neous, mainly due to the very diverse levels of popularity of Twitter in the different
countries. Although similar microblogging services are ahead of Twitter in popular-
ity in the People’s Republic of China, since the access to Twitter has been effectively
blocked in the country, in accordance with previous findings [115], our measure-
ments still show activity. Despite the severe censorship present we see evenly spread
users, but the representation is weak and geographically scattered. India shows sim-
ilar underrepresentation, but the service is not locally blocked. In contrast, one of
the most active Twitter zones worldwide is located in this region as the Philippines
and Malaysia are both highly active and well represented countries. Here we show
the result of three subgraphs. First we study the Southeast Asia with China and
Japan included. Then we show the clustering results for the single-country sub-
graphs of India and of Japan.

Southeast Asia with China and Japan: This region has the fourth largest
subgraph in our set. Its partition of thirteen clusters has a modularity value of
0.7. The results can be seen on Fig. 4.16. Communities are well localized within
the administrative borders of countries, or showing their more detailed internal
structure in a few cases. We rarely see clusters containing pixels from more than
a single country. A single cluster covers effectively the whole of the Chinese pixels
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and it also includes the majority of the pixels of the small state of Brunei situated on
the neighboring island of Borneo. While this is as far as this cluster’s outreach goes,
we note that the Chinese territory contains at least one satellite pixel from each of
the other clusters with a few of them having a more significant presence. Japan is
densely occupied. With insignificant presence of satellites from other communities
it forms its own cohesive cluster that is the largest one with more than 3, 000 pixels
and with a relatively week outreach. While Malaysia forms a cluster with a few
satellites evenly spread, the Philippines is covered by a cluster that has a more
pronounced outreach.

Japan: When we partition the subgraph of Japan it almost constitutes the
second-level clustering of one of the communities found in the above discussed
large region. This graph falls into the small category, and we obtained a partition
with modularity value of 0.19. The results can be seen on Fig. 4.17. The country
is cut into ten parts and their boundaries loosely follow the administrative subunits.
The region surrounding Tokyo has its own smaller cluster with attached part from
the west northern extreme of Kanto and visible satellite presence throughout the
country.

India: This is the second smallest regional graph that we partitioned. It has
a spatial structure similar to the one seen in the case of the Chinese coverage with
activity rather present around a few concentrated urban areas. The partition reveals
eight communities with modularity value of 0.37. The results are shown on Fig. 4.18.
The largest cluster has its denser core at New Delhi and Chandlgarh and it occupies
most of the active pixels of the state of Punjab while reaching all the way to West
Bengal and having an outreach in most of the country as well, leaving out the
southeastern state of Tamil Nadu. The smaller clusters can be divided into two size
categories. The medium ones are around 150 to 200 pixels large, while the two
smallest are around only 110 pixels.
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Figure 4.16: Community structure of the Southeast Asia, China and Japan subgraph.
The 13, 033 pixels form 13 clusters with a high modularity value of 0.7.
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Figure 4.17: Community structure in the subgraph of Japan. The 2, 955 pixels form 10
clusters with a modularity value of 0.19.

Figure 4.18: Community structure in the subgraph of India.The 1, 485 pixels form 8
clusters with a modularity value of 0.36.
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Conclusion and Outlook

In this chapter we presented an empirical analysis of a novel embedding of the
friendship graph of the global Twitter network to uncover its spatially embedded
community structures. The chosen method can be considered as a mid-level clus-
tering, halfway between individual-based treatment and the graph connecting re-
gional nodes, as in the previous chapters. We also chose to treat continental sized
subgraphs as the basis of separate community searching processes.

We saw that this level of interplay between spatial and topological details and
local spatial adjacency smoothing was very effective in uncovering several types
of phenomena. First, we were able to use high precision modularity simulations,
and found communities of high cohesiveness. Second, our chosen resolution was
sufficient to perform a comparative analysis between administrative partitions and
topological structure. Next, we were able to find effects of both cohesive forces and
notorious conflict zones, or network structural traces of linguistic and economical
phenomena that reach outside the boundaries of the countries and states. In this
respect, we explored the advantage of the this empirical graph representation as
compared to the typically available limited data collection of single cities or coun-
tries.

The self-formed communities of active “netizens” partition the geographic space
similarly, to some extent, to the administrative boundaries, but still shows its differ-
ences, with influential communities with satellite presence in far-away regions as
well, and slight differentiations in the boundary zones of the historical borders, and
the network-based partitioning systematically outperformed those of the political
boundaries. Separatist movements of Europe are seen reflected in the results, but
unfortunately the inhomogeneous adaption of the Twitter platform in smaller coun-
tries excluded some interesting territories from this analysis.

It was out of the scope of this analysis to consider further refinement by using
the raw topology and uncovering individual level communities. One could also
explore the possibility of using the full graph of individual or intermediate level
embeddings. We could also introduce the found clusters as the super-nodes in a
regional epidemics model for news propagation, or enrich the dataset with temporal
information, and analyze dynamical formation of modern communities.
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4.4 summary and results

In this chapter we gave an overview of previous works in spatially embedded com-
munity structure analyses in empirical representations of social networks at low
and mid-level coverage. We summarized our chosen methods of partitioning and
measures of goodness and validation. We created an embedding of an online social
network of global coverage, while keeping the fine-grained details of the underlying
network ties.

In this work I came up with the idea of the analysis, and created the research
plan. J. Szüle prepared the individual-level friendship graph using the Virtual Obser-
vatory, and N. Barankai created the embeddings of subgraphs, using the HEALPix al-
gorithms, and implemented the chosen clustering algorithms. I prepared the simula-
tion environment, evaluated the modularity simulation results, analyzed all spatial
embeddings, created their graphical presentations, and performed the comparative
analysis of partitions. G. Vattay supervised the publication process.

Results of the chapter:

• I used modularity-driven ensemble simulations for the clustering analysis of
a series of large-scale weighted graphs, and showed that they have a modu-
lar topological structure. I presented a geographic projection of the identified
communities and analyzed their spatial compactness and power of geographic
outreach. I showed that they generally exhibit strong compactness, and in ad-
dition, found the imprints of divisive effect of language barriers and political
conflict zones. I presented a comparative analysis between two types of com-
munity division: administrative division and the network-driven division. I
found that social connections show higher quality cohesiveness than the parti-
tioning based on geopolitical borders. [4]
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5 P R E D I C TA B I L I T Y A N D U R B A N LO C AT I O N
A C T I V I T Y PAT T E R N S

In this , we examine the background information on the research topic of collective
sensing in urban environments. Highly industrialized urban populations can bene-
fit from collective sensing systems, and can effectively turn mobile communication
towers into sensors of human activity levels. The natural spatial embedding of the
stations is considered fine-grained on urban scales and their spatial density natu-
rally follows population distribution, all the while, their inherent averaging hides
individual details. For urban land use detection, local activity time series can be
partitioned into a few clusters of major types of weekly pattern, e.g. business vs
residential districts. We can think of these clusters as the local functional “climate
zones” of the city. Once we have station-level observations, we can analyze the
predictability of urban mobility on various levels of spatial aggregation.

The motivation for local predictability analysis of urban mobility measurements:

Using measurements of the Greater London area, activity patterns can characterize
locations of districts of various levels. The irregularities of short-term variability as
opposed to the longterm average behaviors paint a different picture of this metropo-
lis. By extension of the previous analogy, this view corresponds to the variability
of “local weather” time series. With the introduction of statistical measures of pre-
dictability, we can show the effect of spatial aggregation into administrative divi-
sions or into the previously identified functional zones. We can also identify time
series outliers as “special events” – differentiated from typical noise levels using
various communication modality measurements.

5.1 background

Urban sensing and mobility patterns

Since the appearance of the city, it is a growing and evolving concept of a self-
organizing systems with various local environments to adapt to and problems of
optimization of the way of living with cultural and economical boundary conditions.
The many advantages of urbanization, like the dense population, social continuity
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and physical security, led to the emergence of civil engineering, monumental con-
struction, sculpture, mathematics, arts and law. [116]

Today, interdisciplinary research groups and technology experts are working
together as the rapid growth of modern cities creates new challenges of urban sci-
ences. As smart cities are working on new ways of optimizing and influencing the
complex systems built from interactions on many different spatio-temporal scales,
these relations require measurements, modeling, and ultimately understanding for
efficient planning, policy and regulation decisions [117]. Monitoring systems are
required to have sufficient level of spatio-temporal resolution – matching the dy-
namics of the city and its evolution. New urban sensing research areas complement
specialized hardware sensor systems – including citizen science for exploring local
expertise, people as sensors for using subjective observations as measurements, and
collective sensing, which is the analyses of aggregated anonymized data coming from
collective networks. [118]

In the past years infocommunication technologies have advanced at a dramatic
pace. The ubiquitous personal communication devices have opened up the possibil-
ity of large-scale data-driven human activity research [119–121]. To give a simple
picture of what collective sensing in urban environments is – as opposed to dedicated
sensor networks – one can think of exploring the power of the distributed knowl-
edge of many devices, functioning with some other primary goal, as sensors with
partial information of the system. Just like central Rome can be re-built in three
dimensions from the 15, 000 partial photographs of tourists1 – who originally aimed
at creating a photograph just for themselves, we can leverage the mobile personal
devices carried around everywhere, and use them as sensors of individuals to ulti-
mately monitor the city and its local activities.

Using both dedicated and ad hoc sensor networks for monitoring can further
advance our understanding of the system in question. E.g., in [124] the correlation
of dedicated air pollution measurements and of local activities as seen by mobile
phone usage data are used together to create an exposure index for locations, as a
better indicator of health impact than pure local cumulative pollution data would
be.

As people are living according to well established patterns over time and space
– such as the regularity of a day, of a working week, of a year, or the places we
frequently visit for various reasons –, the urban activities are predictable to a certain
degree on a person-to-person basis [125]. These routine patterns can be overridden
by various actions, e.g., by special events, structural reorganization of areas, or
slower or less frequent societal changes and evolutions. Previous analyses focused
on various aspects of the city life, and showed that this regularity can be exploited

1 The “Building Rome in a Day” project used public Flickr photographs to recreate models of monuments
like the Colosseum with specialized parallel computing algorithms [122, 123].



5.1 background 93

to uncover the urban structures defining a city, and providing a land use mapping
of locations [126–133].

Telecommunication network emergency warning systems send geospatially tar-
geted alert messages in case of emergency situations. As a dual of this basic idea,
the Wireless Phone-based Emergency Response (WIPER) uses mobile phone activity
monitoring on a personal network level to detect emergency situations in near real
time [134], using statistical properties of what is known as normal (e.g., at a given
time, location, for a given group of people, etc.). In [89] records on the personal
level are used for the analysis of normal and anomalous events. They presented a
method of fluctuation pattern analyses, where they used the statistics of percolation
theory to find extended anomalous events characteristic e.g., of natural disasters.
As our work is also interested in special events, we aim to extend on some of these
notions in the next chapters.

As opposed to online digital traces, these measurements represent an example
of lower level of measurements: records created at communication cell towers, or
base stations. The antenna units are installed in cities according to the density of
users, and the spatial distribution of demand, based on economical reasons. Hence,
we can assume that their inherent spatial embedding is adjusted to the local density
of the system that we aim to characterize, as their locations give a balanced distri-
bution of load. The mobile traffic is measured at the antenna level, hence masking
individual details by aggregation of all spatial cells. The content or destination of
communication is not monitored, the result is lacking of topological information.
The measurements include a variety of communication modalities as volume and
counter variables: SMS - number of text messages; Calls - number of voice calls; Re-
quests - number of initiated data communication by an application (both active and
running in the background); UL/DL Data volumes of data uploaded/downloaded;
Users - number of unique active devices using an antenna at a given 15-minute time
interval. These variables can be used to map various facets of the city life – just
like temperature and air pressure levels correspond to local states or weather con-
dition. For the weather, a monitoring system of satellites, etc. was installed around
the globe with specialized sensors. For the monitoring of cities, we can try and
use the already existing stations of communication antennas to fulfill the role of
measurement installation.

Further detail for our specific measurement set, like time frame, coverage and
data processing methods will be detailed in Sec. 5.2.

Typical activity patterns and land use mapping

We can take the aggregated, city-level normalized time series of the activity types,
and create a typical week average time series, called a city signature. For the three



94 predictability and urban location activity patterns

cities of Greater London, New York and Hong Kong, these show different weekly
patterns Fig. 5.1.

Figure 5.1: City signatures in three cities. City-level normalized typical week patterns
in three different cities of different cultural backgrounds, for five activity
types. From [126].

These records (normalized and processed for operator anonymity) are avail-
able for five activity types in four cities: London, New York, Hong Kong and Los
Angeles on the public analytical exploration site of the Many Cities project [135,
136]. Looking at the time series of a typical, i.e., averaged week in the residential
district and a district dominated by business activities, we see a difference in the
daily and weekly rhythms of the people (see and example in Fig. 5.2, or [9).

Districts are the administrative units of aggregation in the public data explo-
ration portal, but the spatial resolution of the dataset allows for a more detailed
analysis of the typical temporal patterns. If we take a grid of geopixels over the city,
we can aggregated the included station measurements into a total time series, and
calculate a typical or average weekly pattern for each of these cells. In [126], the au-
thors take these local signatures as the input of a clustering algorithm. The K-means
[137] clustering was used. Each signature of

{
Sλ

i
}

local signatures are represented
by a vector of time series of length T. A cluster centroid will be a vector of the same
length, and the distance of the signature of the location i and cluster centroid C is
defined by Eq. 5.1:

dist(i, C) = ∑
λ

∑
t

(
Sλ

i (t)− Sλ
C(t)

)2
(5.1)
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Figure 5.2: Typical week in two districts of New York. From [136]. A typical or average
week is shown in normalized time series of five communication modalities.
The dominant mornings of work days and relatively minimal weekend activ-
ity levels are descriptive of Battery Park City-Tribeca district dominated by
business type activities (red). The district Woodhaven-Richmond Hill shows
a more residential picture of minimal mornings and more active afternoons
and evenings on the work days, and more balanced weekends. This balanced
view is even more pronounced in case of the Request numbers (blue).

The K-means algorithm is minimizing the total distance between local signa-
tures and the center of their respective clusters: EK = ∑K

k=1 ∑i∈Ck
dist(i, Ck). Using

a time series vector comprising of all six types of communication in one 6T dimen-
sional vector, the choice of K = 6 delivers the best clustering results. The silhouette
index [138] was used for validation of the best partitions found for different K val-
ues. The identified clusters can be categorized based on weekly and daily patterns as
business, residential, commercial, mixed residential/commercial, and recreational
areas.

These zones formed within a city can be found in each analyzed metropolis, al-
though not necessarily with the same signatures. To uncover universal patterns, the
input of the clustering can be changed from a single city to all geopixel signatures
of the three cities, at once. In this case, there is a single signature that proves to be
common: the business-type pattern is independent of the city itself. The residential
clusters have a unique profile per city, and the commercial zones show some partial
similarities. These functional clusters are a significant improvement to the rarely
updated, traditional land use maps [126]. For the results of the Greater London
clustering analysis, see Fig. 5.3 adapted from [5].

These clusters can be regarded as the functional climate zones of the cities,
showing similar pattern combinations of the lower level state variables during a typ-
ical week, on average. The method effectively created a weighted network, where
link strengths were representing time series correlation strengths, and the city is
structured based on functional roles, as defined by similarity of activity patterns,
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Figure 5.3: Functional clusters of Greater London. The clusters were found using the
composite signature of the six measurement types of a typical week. From
[5].

i.e., mirroring the modularity structure of the correlation network’s adjacency ma-
trix. As the people move according to geographic space limitations, this structure
is influenced by physical space as well, but geographic constraint do not directly
define the spatial clusters.

An interesting parallel of this type of network time series analysis, is that of
functional brain networks. Instead of the low-level, individual neural firing dynam-
ics, the activity measurement of the brain is focused on higher level locations of vol-
umetric pixels, or voxels. These measurements generate time series of aggregated
neural activity of each location unit. E.g., by use of fMRI, where spatial resolution
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of 3mm3 equals to aggregation of approximately 630, 000 neurons in cortex [139].
Various units of the brain are thought to take part in the same function, if the corre-
lation of the activity time series is significant during specific tasks performed by the
subject. A brain atlas can be generated via spatially constrained clustering of the
network formed by connection strengths based on the similarity, or correlation, of
local signatures of brain activity patterns [140, 141]. For example, in [142], a re-
cent work of MP Noonan et al. analyzed the mapping of functional brain networks,
that are sustaining the real-world social networks of the subjects.

5.2 data: local activity records

Local activity measurements

In Part ii, we analyzed digital traces of online activities that were geo-tagged by
the personal mobile devices, and represented connection between “geo-users” of an
online social media platform. Here, we turn to different kind of mobile device mea-
surements, and analyze mobile communication activity records, as seen on the level
of the communication antennas. The locations of the individual users are masked
and averaged by these tower locations. In addition to the protection of the individ-
ual’s privacy, the base station locations and absolute volumes of activities contain
sensitive information for the infrastructure owner as well, hence, for confidentiality
reasons, further smoothing of the recording was performed in space and in time.
Absolute value of records is normalized, local and city-level signatures are only
comparable based on pattern similarities.2

The dataset comprises of call, text message and 3G mobile traffic data, and
covers several million subscribers. The measurements covered the Inner London
area, with the addition of some suburbs from Greater London like the western bor-
oughs including Heathrow Airport. Spatial analysis is based on the approximate
antenna locations, without considering the reception area of the antennas. A range
between 100m to several kilometers means that the spatial aggregation is an ap-
proximation. A simple Voronoi-tessellation [143] could introduce errors into the
analyses. Furthermore, not only proximity is the deciding factor of where a phone
connects (network load, radio visibility, configuration parameters of antennas like
direction, power, etc.).

2 The predictability study is focused on the example of Greater London, but the methods presented in
this description were also applied to the measurements of New York, Hong Kong and Los Angeles land
use analyses in the previous section.
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Spatial divisions of the city

To compensate for the lack of precision for antenna locations and their respective
field of view, the main analysis was based on aggregated tower locations, using a
grid of half kilometer resolution, that were subject to further smoothing by nearest
neighbor averaging. As this preparation provided sufficient masking, while it still
kept meaningful details for the clustering analysis in [126], we used it unchanged
in this work.

In addition to the regular grid, we also analyze the effect of the level of aggrega-
tions using administrative units of Greater London. In these cases, a communication
station is assigned to the polygon which includes its approximate location. As these
are bigger units, the effect of possible border mismatching without the smoothing
is diminished, and the results are relevant for the level of aggregation. Hence, we
have a series of aggregation levels as follows:

Pixels: 500m× 500m regular grid with 3× 3 smoothing window. After discarding
the pixels of the lowest 5% activity, the total number of active pixels is: 2373.

Wards: Small administrative units of the Greater London region, with median area
of 1.87km2. Total number of active wards: 381.

Boroughs: Large administrative units of units of the Greater London region, with
median area of 39km2. Total number of active boroughs: 29.

Clusters: The six functional clusters of the Greater London region, obtained of
the normalized pixel signatures as presented in Sec. 5.1. The areas are classi-
fied as core business, commercial, residential, mixed (commercial/residential),
commuter and leisure. For time series an spatial projection representations, see
Fig. 5.3, adapted from [5].

City: the level of the whole city is created by aggregation of all antenna activities.
For city level time series, see Fig. 5.1 and Fig. 5.4, adapted from [5].

The correlation with census-population data is non-trivial to match, as aggre-
gated user numbers are taken into account, but only based on device activity levels
at any given time interval. In addition, the dataset if inherently different from static
census data, as people are not staying in one location. As their mobility creates a
spatial pattern descriptive of the land use structure of the city, correlation to static
population density is greatest by night hours in residential districts, away from the
city center, where significantly higher level of night time activity is registered [5].
We believe, that this difference has little effect on the evaluation of regularity and
predictability of activities for the focus areas.
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Time series of the city

Measurements were performed during 10 months from 1 Apr 2013 to 31 Jan 2014,
and coarse-grained at 15min intervals, further protecting privacy sensitive informa-
tion content. During this period of time, many national holidays and special events
were interrupting the typical rhythm of the city. In Fig. 5.4 we see the illustration
of the dataset in three different views. In the first panel, we see the general trends,
as each dot represent a weekly volume over the 10 months, normalized by city-level
mean. In the second and third panels respectively, we see the weight of each week
relative to the city mean as normalizer factor, and the shape of each week relative
to each other, when normalized week-by-week to unit volume. The apparent out-
lier days present in SMS and Calls activities corresponding to the New Year’s Eve
holiday’s city-wide special event.

Figure 5.4: City-level trends in Greater London. a Total aggregation with weekly reso-
lution of six data types, color depicting the week of the year. b Total aggrega-
tion of each week with 15-min resolution, normalized by global mean, with
same color coding. c Total aggregation with 15-min resolution of each week,
normalized by weekly mean, with same color coding. From [5].

5.3 methods and findings

As typical behavior of people in urban environments can be successfully used for
uncovering the city structure, this work is rather focused on the limits of telecommu-
nication activity measurements in characterizing locations in face of irregularities
of mobility patterns. If the tale of many cities can be told by typical behavior in the
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dynamic human contact network [126, 136], it is interesting to ask: what story of
the city can be uncovered from their residual local activities. In order to examine
these deviations, we first describe a series of typical behavior models, and next look
at their predictive power for the activity time series at various spatial aggregation
levels. We show examples of special events connected to a specific location, or visi-
ble on the city-level. We also underline, that the word prediction is not used in the
sense of forecasting applications. We are more interested in irregularity detection,
and use the entire dataset to form our knowledge of typical behavior.

Modeling regularity in activity patterns

To capture the characteristics of the apparent periodicity, we look at the Fourier-
spectrum of the activities. For an example, see Fig. 5.5. We examined the six types
of activity measurements separately, and found similar results. In all cases, the most
leading periods in the activity time series is the single-day period. The second most
important is either the one week period, or the half-day period. What follows are
the components of the weekday/weekend separation – as seen in the qualitative
assessments.

Figure 5.5: Power spectrum of the city-wide Calls activity time series on log-log scale.
On the x-axis, selected periods of weeks, days, and hours are noted. Their
weights are depicted in arbitrary units. A single-day period is of the highest
weight, and the one-week period is second highest. From [5].

We create the following models to capture different levels as perfectly periodic
patterns. Then we continue by adding more details to our models as correction
for loss of information on trends. In all cases, we use Aλ

i (w, n, t) as the vector
of activity level. Here, t ∈ {1, 2, . . . , 96} runs the 15min intervals of the day n of
week w in the spatial unit i. n ∈ {1, 2, . . . , 7} is the day of the week, and the
week of the dataset is denoted by w ∈ {1, 2, . . . , 45}. For the activity type, we have
λ ∈ {SMS, Calls, Request, ULdata, DLdata, Users}.
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– Typical day: If we map each 15min interval to its modulo 1 day value, we can
create the typical daily activity pattern of length 96 by averaging over all days of all
weeks. For an activity type λ we define the typical day model according to Eq. 5.2:

Mλ
i (w, n, t) =

〈
Aλ

i
(
w′, n′, t

)〉
(w′,n′)∈{all days}

(5.2)

– Typical weekday and weekend: In the western society of Greater London, we
see a markable difference between weekdays and weekends, with less defined dif-
ference between the working days themselves. Note, that according to the city-level
typical patterns, in Hong Kong, the Saturdays are more likely to be effective work-
days. For the model of the Typical weekday and weekend, we define an averaging
over two independent intervals of the week separately, as defined in Eq. 5.3 and
Eq. 5.4:

Mλ
i (w, weekday, t) =

〈
Aλ

i
(
w′, n′, t

)〉∣∣∣ w′∈{all weeks}
n′∈{weekdays}

(5.3)

Mλ
i (w, weekend, t) =

〈
Aλ

i
(
w′, n′, t

)〉∣∣∣ w′∈{all weeks}
n′∈{weekends}

(5.4)

– Typical week: To exploit the remaining difference between the weekdays, this
model takes into account the individual patterns of each day of the week, and av-
erages over each days separately, resulting in an activity vector of length 672, as
defined in Eq. 5.5:

Mλ
i (w, n, t) =

〈
Aλ

i
(
w′, n, t

)〉
w′∈{all weeks}

(5.5)

This intuitive unit of pattern recognition was the basis of several previously
mentioned urban studies as well, like in the structural study of urban land use
based on this measurement set.

– Longterm trend scaling: Here we describe a correction method by a scaling
factor that can be used to improve each previous models. The previous equtions
tried to capture the shape of the daily/weekly activities. Here, a scaling factor (Γi

in Eq. 5.6) is introduced to add long-term information to the model. Hee, Γi is
dependent on the week of the year in accordance of the boundaries of the typical
week model of Eq. 5.5. But it can be dependent on the day of the year, and account
for the periodically reoccurring yearly holiday effects for each holiday respectively.
In this analysis, we limit our scope, and use the simplest choice of empirical yearly
trend scaling factor, as defined in Eq. 5.7 for each activity type. As shown in Fig. 5.4,
this can be different even for similar types of activities.

Mλ
i (w, n, t) = Γi (w)

〈
Aλ

i
(
w′, n, t

)〉
w′∈{all weeks}

(5.6)
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Γi (w) =
∑7

n=1 ∑96
t=1 Aλ

i (w, n, t)

∑7
n=1 ∑96

t=1
〈

Aλ
i (w

′, n, t)
〉

w′∈{all weeks}
(5.7)

– Sliding window averaging: In this variation of the trend correction, we use
a sliding window average as the model of the week of the year. Within the win-
dow, we average over each time of the week with its corresponding modulo 1 week
associates:

Mλ(k)
i (w, n, t) = Γi (w)

〈
Aλ

i
(
w′, n, t

)〉
w′∈{w−k,w−k+1,...,w+k}

(5.8)

With k ∈ N+ we have W := 2k + 1 as the size of the sliding time window as
measured in weeks. One disadvantage of this method is that we loose a total of 2k
weeks, at the beginning and at the end of the measurement time frame. This limits
our range of window sizes to W ∈ {3, 5, . . . , 17}. For better comparison between
window sizes, we consider the common central interval for all tests. 3

Regularity measures of activity signatures

To characterize the nature of the activity time series we compare them to the activ-
ity patterns defined by the periodic and trend corrected models of regularity. The
residuals are defined by:

δλ
i (t) := Aλ

i (t)−Mλ
i (t) (5.9)

The normalized error of a place is defined for each activity type as a time de-
pendent variable, derived from the absolute value of the residual, but normalized
by the local average of periodic model and actual activity levels:

ελ
i (t) := 2 ·

∣∣Aλ
i (t)−Mλ

i (t)
∣∣

Aλ
i (t) + Mλ

i (t)
(5.10)

Looking at ελ
i (t), we can see that it is bounded, as the absolute value of the local

activity was transformed out of the initial equation. We define the local predictability
score:

Φλ
i (t) := 1− ελ

i (t), (5.11)

where we will have ε ∈ [0, 2], from which the and the natural bonds of the
predictability score follow as: Φ ∈ [−1, 1].4

3 We note that for forecasting applications, we would have to change from the symmetric window
definition to one where only information from the past is used for prediction. Nonetheless, here we
are interested in city life regularities and irregularities, as described by deviation from reasonable
periodic and trend models, and will only look at one type of window.

4 We could also define the normalized error by |δλ
i (t)|/Mλ

i (t), we chose the definition in Eq. 5.10 for
simplicity of interpretation.
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To characterize the model behavior, we define an average predictability score.
As we are interested in the entire city, which is not uniform in activity volume,
we use a weighted averaging, as defined in Eq. 5.12. These can be the average
predictability of a specific are as seen during a specific period of time, and the
general definition can be limited in space and time:

〈Φ〉 ≡
〈Ai(t)Φi(t)〉i,t
〈Ai(t)〉i,t

. (5.12)

City-level variability explained by typical activities

Using this average score definition,first we look at the city-level average scores of
the various models with or without empirical trend correction. We summarized the
results in Tab. 5.1. For the sliding window model, this summary shows the smallest
and largest windows scores. As for the dependence of the various activity types
average scores on the chosen window size, we see a general decrease, as activity
time series deviate progressively more from the larger window averages [5].

〈Φ〉typical day 〈Φ〉typ.wday/wend 〈Φ〉typ.week 〈Φ〉slw.typ.week

type original trend original trend original trend 3-wk 17-wk

SMS 0.815 0.822 0.895 0.907 0.905 0.918 0.976 0.960
0.825 0.830 0.913 0.921 0.926 0.936 0.977 0.963

Calls 0.677 0.691 0.866 0.891 0.897 0.925 0.976 0.958
0.689 0.700 0.888 0.906 0.918 0.941 0.978 0.962

Request 0.764 0.775 0.850 0.868 0.854 0.873 0.978 0.947
0.828 0.831 0.939 0.947 0.952 0.960 0.980 0.956

UL data 0.841 0.848 0.896 0.907 0.899 0.910 0.972 0.948
0.868 0.871 0.942 0.948 0.948 0.955 0.974 0.951

DL data 0.856 0.861 0.888 0.895 0.891 0.898 0.984 0.957
0.897 0.900 0.944 0.949 0.953 0.958 0.987 0.964

Users 0.831 0.841 0.927 0.944 0.936 0.953 0.977 0.952
0.848 0.852 0.951 0.958 0.963 0.971 0.98 0.959

Table 5.1: Predictability scores of tested models on the city-level. Four models tested:
1: typical day, 2: typical weekday and weekend, 3: typical week, 4: typical
week with sliding window averaging (with windows of 3 weeks and 17 weeks).
For models no.1− 3: both cases of “original” and “corrected with trend” are
given. For each type, the second row indicates predictability scores without
accounting for days of civic holidays.

In general, we find high values of city-level predictability by periodic mod-
els, corresponding to previous findings of highly regular human activity patterns.
Weekly pattern considerations and seasonal trend corrections both result in signifi-
cant improvement of the models. The sliding window model proves to be remark-
ably good predictor on this level of spatial aggregation. This can be interpreted as
the smoothing effect of the city-wide aggregation, and the fact that local special
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events are not just concentrated in space, but also short in their duration, and are
not visible on the higher level aggregate score.

Looking at the distribution of the absolute residuals defined by Eq. 5.9. If the
activity time series of the city are in general periodic, we should see a residual
distribution corresponding to the random noise errors. Instead, we find that the
residuals can be divided into two groups: the small errors follow approximately a
normal distribution, as expected from general noise levels, but an additional group
of larger residuals corresponding to outliers activity transform the overall distribu-
tion, and the statistical test rejects the hypothesis of a uncorrelated, normal noise
for all activity types in the Greater London region. This difference [5].

The predictability score distribution on a log-scale plot shows a composite distri-
bution of two exponential distributions. Indeed, the P (Φ) = Aλ1e−λ1(1−Φ) + (1−
A)λ2e−λ2(1−Φ) model gave a good approximation for all types of activities. This once
again underlines the generally high regularity of the city life. The high predictabil-
ity scores (i.e., the low residuals) give the greater part of the distribution, and the
rest (i.e., the part corresponding to the high residuals) cannot be explained by the
random fluctuations, but follow exponential distribution, and is a representation of
the special events of the city.

Figure 5.6: Distributions of residuals and predictability scores. City-level Calls statis-
tics. Residuals as defined in (Eq. 5.9) (left) and log-scale predictability scores
distribution (right). The model of combination of two exponentials is fitted
for the predictability score distribution (with blue on the right panel). From
[5].

Looking at the temporal autocorrelation of the normalized residuals calculated
at different times, we find short time correlation present up to a few hours of lag
length. In the timescale of the typical behavior models of single-day, or typical week,
the models are useful, as variations in predictability scores in the longer timescales
can be considered independent. See Fig. 5.7. The single-day curve highlights that
zero autocorrelation is reached within the lag of 6 hours, that can be interpreted as
the typical maximal time for outliers disturbing the normal rhythm of the city as a
special event.
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Figure 5.7: Temporal autocorrelation function of Calls normalized errors. Autocorre-
lation between the errors at given time intervals apart (lag). Rapid decrease
to zero, and daily periodicity. Inset of a single day. From [5].

Spatial limits of predictability

For analysis of the effect of spatial aggregation on the activity time series, we use
8 months of data without disruptions at the end of the year, from Apr to Nov of
2013. Using the models typical week with trends, defined by Eq. 5.6 and Eq. 5.7,
we turn to the higher resolution of spatial units of pixels, wards, boroughs and the
functional clusters, as presented in Sec. 5.2. The results are summarized in Tab. 5.2
for two different cases of predictability score calculation – using the definition of
Eq. 5.12.

On the one hand, in panel a, the typical week model is used for each spatial
division to approximate the time series at the same level of spatial aggregation. This
can characterize the progression in the predictive power as we are more and more
focused in predicting (or modeling) a specific location’s focused events.

On the other hand, in panel b, we calculated the typical week model at various
spatial aggregation levels to model the time series of the pixels inside the specific
larger spatial units. This way, we test for the influence of individual variations on
the smaller scales.

For the result of panel a, for predicting time series in the same spatial units
where the model was calculated: the predictability increases with the smoothing
effect of larger unit of spatial aggregations. In panel b, for predicting the pixels’
time series using the typical week model calculated for larger spatial units contain-
ing it:we see that larger areas give worse results, as the averaging irons out the
individual pixel’s events.

As an exception, the inherent clustering of the time series gives better results
than the boroughs, and in case of some activity types, event the resolution level of
the significantly smaller wards is outperformed.
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a 〈Φ〉 at various spatial resolutions b 〈Φ〉 of pixels using higher level units

type px. wd. br. cl. city px. wd. br. cl. city

SMS 0.824 0.812 0.914 0.938 0.958 0.824 0.801 0.788 0.802 0.763
Calls 0.910 0.904 0.953 0.956 0.968 0.910 0.887 0.872 0.884 0.850
Request 0.898 0.891 0.942 0.951 0.971 0.898 0.842 0.808 0.851 0.738
UL data 0.76 0.740 0.900 0.946 0.968 0.760 0.738 0.727 0.739 0.707
DL data 0.811 0.794 0.925 0.953 0.966 0.811 0.789 0.775 0.791 0.754
Users 0.927 0.922 0.961 0.963 0.980 0.927 0.88 0.843 0.888 0.787

Table 5.2: Average predictability scores of five spatial aggregation levels. a Effect of
various spatial resolutions: pixels (px.), wards (wds.), boroughs (br.), clusters
(cl.), and of the entire city. b The predictability of pixels using higher level of
spatial aggregation as reference, for the same aggregation levels as in a.

Predictability as a function of activity volume

Looking at the spatial distribution of the pixel-level average predictability scores, we
see that higher levels of activity correspond to the higher level of model accuracy.
With this we see higher predictability in the city center, and some low values in the
suburbs. Business and commercial areas have generally higher regularity, medium
results are seen in residential areas, and commuter zones and leisure areas are the
least predictable functional zones. The latter is the zone with the most significant
sports venues in the Greater London area. As larger activity volumes are expected
to have significant smoothing effect, some of these variations should be explained
by the larger volumes. As an example, we show the Calls dataset, but we see very
similar results for each of the activity levels [5].

Figure 5.8: Average predictability score for Calls activity. a Spatial distribution of
the average predictability scores.b Predictability scores as the function of the
total activity volume, at various resolution of spatial aggregation. From [5].

In panel b of Fig. 5.8, we see that independent of the spatial aggregation level,
the higher activity volume results in higher average predictability scores. The fit-
ted curve of pixel values is also well corresponding for the spatial units of wards,
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boroughs, clusters, and the whole city. The outliers can be identified as the spatial
units outside of the curves proximity. E.g., the pixels in the vicinity of the Wembley
Stadium are marked for this dataset of Calls activity type, pixels where high volume
of activity is coupled to the interruption of sport events causing a decrease in pre-
dictability as modeled by the typical week behavior. Based on central limit theorem,
uncorrelated noise would result in the form of

Φ ∼ 1−

√
A
a0

, (5.13)

with a0 normalization factor. But, for SMS, Calls, UL and DL data activity types, we
see a better fir with the form:

Φ ∼ 1− ∆− a0√
A + a1

(5.14)

This form is followed by the scores of spatial units at the various resolution
levels really good. In Eq. 5.14 the additional parameter of ∆ can be thought of as
a limit of predictability by the typical behavior based on the assumption of general
regularity of the model. (Here: of the typical week.) For the example of Calls,
∆ = 0.029 was fitted. Looking at the pixel-level deviations from the fitted form,
Fig. 5.9 shows the spatial distribution, highlighting the sport and concert venues
identified with extreme low predictability as opposed to their activity values.

On the other hand, for the activity types of Requests and User numbers a power-
law fit in the form of Φ = 1− a0/Aβ, with exponents of 0.17 and 0.21, respectively.
The dual view of relative errors would shows similarly cohesive dependence on
activity volume, and the possibility to detect outliers in locations.

Special events and locations

While Fig. 5.8 and the corresponding map in Fig. 5.9 shows pixels as outliers for the
overall predictability of the period in question, we can also look for locations that
become outliers for only a single day, for a special event. For identifying outliers
of days and locations, we can calculate the pixel level predictability scores for each
day-pixel pair, then compare to the Activity values. But the high variability of the
values for the very low level of aggregation needs standardization in both variables.

For each pixel i, we can calculate mean over the days 〈Φi〉d and standard de-
viation of the daily predictability scores σΦi . These can be used to standardize the
scores as follows, and create the z− scores of a pixel i on day d defined by:

zi(d) =
Φi(d)− 〈Φi〉d

σΦi

. (5.15)
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Figure 5.9: Example outlier locations of sport and concert venues. Colors indicated
the difference of average pixel predictability score from the fitted model value
based on activity volume of the location. From [5].

For the standardized activity values, we introduce the variables for each day n
of the week w separately, calculated for each pixel i:

vi(d) =
Ai(w, n)− 〈Ai(w′, n)〉w′

σAi

. (5.16)

The dependence of zi(d) vs vi(d) is not as clear as the case of total activity
(in Fig. 5.8), but with a correlation coefficient of 0.209 we can still explore their
weak dependence. Assuming a simple linear fit, using a the simple threshold on
the distance from the linear fit, we can get outliers of “pixel days”. Days with
large number of outlier pixels will show events of large spatial extent, e.g., holidays.
Outlier special events focused on a few pixels include important sport events, like
the Wimbledon tennis cup5, football matches with a large audiences. (See example
in Fig. 5.12.) A special type of these events was the London Marathon, where several
pixels were affected during the race, as a crowd followed the runners during the day
around the city. Four examples are shown in Fig. 5.10, and the marathon is shown
in Fig. 5.11.

5 The tennis cup signature can also be seen in the manycities.org exploratory tool[136].
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Figure 5.10: Example maps for days and pixels of outlier z-scores. a Marathon in
central London. b Emirates Stadium hosted an Arsenal Manchester United
football match. c Public holiday, with city-wide difference from the typical
week model. d Wimbledon tennis cup and a concert drawing significant
crowd. From [5].
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Figure 5.11: London marathon: outlier local z-scores. The daily details of the outlier
event of panel a of Fig. 5.10. Opacity of pixels depicts predictability, while
color corresponds to the hour of the day. The event started in Greenwich
around in the morning (red). The crowd followed together as the race went
west, crossed the Thames and went back to the Docklands area, and finally
to the Buckingham Palace to the finish line in the afternoon (blue). From
[5].

Figure 5.12: Sport signatures: football match timelines. Normalized Calls intensity
levels as seen in outlier sport events, generated by large crowd. We see,
that the three events have similar pattern with buildup dependent on event
size, minimal call activity during the match, and a local peak in half time
break. Three events: English football match, highest league (dark green),
Champions league final (light green), World championship final (purple).
From the white paper of [12].
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Conclusion and Outlook

In this work, we built on the previously presented structural partition of the city,
as learned from the longterm local activity time series, and further characterized
locations based on dynamic patterns. We presented an evaluation of typical activity
estimation and longterm trends, on various spatial aggregation levels. We saw that
the scale of residuals gets higher for smaller units, but activity-based clustering can
better approximate the smaller spatial units.

We demonstrated that the primary sources of periodicity are the daily and
weekly cycles and that the typical length of a non-typical special event is in the
range of a few hours, corresponding to the temporal correlations in the residual ac-
tivity. We uncovered and interpreted special events based on the modeling of local
predictability score and local activity volume.

It would be interesting to compare event characteristics between cities of var-
ious cultural backgrounds. Just like their typical behaviors showed common and
city-specific aspects, the special events, and their effect on their surrounding could
also be dependent on the city itself. We could also further advance our understand-
ing of the urban environments through the extension of typical pattern analysis to
typical paths connecting these locations of the city, or the use of additional types of
measurements.
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5.4 summary and results

In this chapter, we presented a brief overview of previous work on collective sens-
ing analyses of highly industrialized cities, where local performance monitoring is
effectively turning communication antennas into sensors of human activity levels.
The analysis of spatial community structure created the functional land use zones,
that we can think of as a parallel of local climate zones of human mobility. An
empirical analysis of irregularities in the Greater London area was presented based
on local activity records of several millions of users of telecommunication devices,
from a period of 10 months. We used the typical pattern clusters and various levels
of administrative spatial aggregation to uncover local and city-wide special events.

The data collection was performed and preprocessed by I. Gódor, who designed
the Signatures of Humanity project’s telecommunication measurements. While the
basic clustering and time series treatment was designed and performed by collabo-
rators at Senseable City Lab, we recalculated and further modeled and analyzed the
measurements on various levels of spatial divisions, in collaboration with D. Kon-
dor. We introduced added versions of the simple proposed predictability measures,
and prepared new methods for outlier detection. D. Kondor unified and formatted
the results for publication. As the publication of these results is dependent on the
approval of the data provider, Ericsson and its partners, current work could not al-
ter the presentation content, and hence mostly used reproduction of the published
figures.6

Results of the chapter:

I presented a predictability analysis of urban locations, based on the decompo-
sition of local activity time series into regular and irregular parts. I analyzed
the limits of predictability of the highly regular human activity patterns in
the Greater London area. By extension of the previous analogy, this view
of the city corresponds to the variability of local weather time series. Using
statistical predictability scores I first showed the smoothing effect of spatial
aggregation at various levels, and the effectiveness of the functional clusters.
I showed how the activity levels of locations can be predictive of the local out-
lier special events differentiated from typical noise levels using different types
of measurement. [5]

6 This was also a reason for not including results of additional analyses.
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N E T W O R K R E P R E S E N TAT I O N S

Let us close this work with a note on the remarkable systems of geosocial net-
works, and their impressive representations in the media. In Sec. 2.1, we saw
how location-aware communication became a constant presence for the modern
societies: from dedicated location-aware platforms to the seamless background pro-
cesses of position-aware communication. The next level of the ubiquitousness of
these personal devices was exploited in Ch. 5, the last chapter of this work, where
we used mobile phone activity levels as an indicator of social activity levels. This
direct relation between general activity and mobile device activity is more broadly
used by collective sensing frameworks.

Here we propose a couple of landmark representations or highlights. First, in
Fig. 6.1, we see the famous graph of Facebook friendships of 2010 [144] by links
of great-circles, marked progressively more bright at the two ends. A very similar
picture can be generated from the Twitter friendship graph of Ch. 4. Next, we
chose representation a global conversation forming instantly in reaction to the news
identified by a hashtag, i.e., a “Twitter storm”, as visualized by CartoDB platform’s
Torque tool [145].1

In addition to these figures of social networks, we also show a pair of illustra-
tions for comparison in Fig. 6.2. First, the picture of our planet from space, from
the Visible Earth project of NASA [146], showing population density by night lights.
This landmark montage raised awareness in various communities and is the basis
of comparison for many. Next, is a heatmap of daily activities, related to sports, on
the social platform of Strava [147]. The last shows the focus on the Greater London
area, where the tools of Strava exploration could even go down to a street-level
view of the 2D histogram.

This series of illustrations not only show the remarkable progress of the under-
lying systems but also are landmarks of an entire ecosystem of spatial data centered
solutions. Evolving from a closed system, mostly used by geography experts, to the
accessible libraries included in many data processing frameworks. We relied on a
progressively more capable and open arsenal, including QGIS, R, sp, ggplot2, and
ggmap, Natural Earth, GAdm components. We are deeply grateful to the commu-
nities supporting the open source developments, and open access data collections –
and are happy to have contributed to this landscape with our work.

1 This is the example of the #JeSuisCharlie solidarity movement in wake of the terror attack in France.
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Figure 6.1: Emblematic world maps of geosocial connections. From Facebook (top)
[144] and Twitter and CartoDB [145] (bottom).
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Figure 6.2: Emblematic maps of personal activities. From NASA (top) [146] and Strava
[147].
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