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1 Introduction

The impact of the World Wide Web goes beyond communicating between
computers. The Web changed the way we interact with organizations, peo-
ple, documents, and data. It moved from a technological artifact to an
integral part of human activity [Hall and Tiropanis, 2012]. Social media is
one of the new buzzwords of the Web. It is a comparatively new term that
covers a wide range of online applications, platforms and media that support
online interaction, collaboration and the sharing of content. It includes all
that constitutes human interaction in online platforms. Social media has
grown explosively in a short time and has a profound impact on advertising,
publicity, marketing, opinion forming, entertainment, software services, and
decision-making.

The content o�ered in social networks is exciting to users. However, �nd-
ing relevant content is challenging. Navigating such an extensive collection
of items gets tricky if there are no tools for helping the users. To overcome
this problem social media relies on data mining solutions such as recom-
mender systems and information retrieval systems. Recommender systems
have found application in many domains, including movies, music, videos,
news, books, and products in general. Depending on the context, they pro-
duce a list of recommended items using a variety of techniques.

In this dissertation we investigate new approaches in recommender sys-
tems that help to satisfy the needs of users in social networks. In our new
research we focus on building recommendations for groups of people rather
than single (one) users. We examine the role of recommender systems in two
types of networks. The �rst are Location-Based Social Networks (LBSN),
that enable their users to share with their friends the places they go to and
with whom they go with. The second are academic social networks, that
help modern researchers organize their scienti�c libraries and discover rele-
vant papers for their research. Finally, we also investigate the importance of
item-to-item recommendations and propose a new method for recommending
on infrequent items.
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2 New Results

Statement 1: Points of Interes recommendation for Groups

in Location-Based Social Networks

Cities around the world, and in particular large metropolises, have numer-
ous points of interests (POI) to visit. People go to places either for culture,
leisure, tourism, or entertainment. Location based social networks enable
their users to share with their friends the places they go to and whom they
go with. Given the number of possible places to go �nding a relevant POI
is a time-consuming process, as it requires people to search for POIs that
satisfy their preferences and needs. To hlep overcome this problem LBSN of-
ten recommend POIs that might be relevant to their users. Since geography
comes into play, POIs recommendation becomes di�erent from recommend-
ing other types of items (e.g., products, videos). Users of LBSNs �nd POI
recommendations useful, as it allows them to �nd interesting places without
spending time for searching.

Most of the existing research on recommending POIs in LBSNs focus on
�nding relevant POIs for individual users. However, techniques to provide
recommendations to groups of users are scarce. We use the term �group� to
refer to sets of at least two users. In contrast, the term �individual� refers to
a single user.

We consider the problem of recommending a list of POIs to a group of
users in the areas that the group frequently visits. Also, we propose an ap-
proach for recommending a sequence of POIs to a group of users. Our results
were published mainly in [Ayala-Gómez et al., 2017] and [Ayala-Gómez et al.,
2018]. My contribution to these publications include problem formulation,
data collection, data exploration, recommender system implementation, and
experimentation. The following statements summarize the new results pre-
sented in my thesis.

Statement 1.1 In LBSNs the preferences of users change when they are alone
vs. when they are in a group.

We collected and analyzed a dataset consisting of check-ins where friends
that are together are explicitly mentioned. This di�erentiates our work from
results in the literature that only consider synthetically formed groups, for
example users who visit the same location within an hour. We compiled
a data set to investigate time, distance, and category preferences using the
check-ins for users and groups.
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Our �ndings suggest that groups move less than the individuals and their
check-ins are less frequent. Based on the analysis of time and distance be-
tween check-ins, we observed that 75% of the user check-ins occur within 2.5
days and a distance of 10 kms. However, 75% of the groups check-ins happen
within 8 days and 5 kms. 50% of the groups move just 1 km between their
check-ins. Groups in LBSNs are small. Most of the check-ins are made of
groups of two people. Groups with size greater than 12 people are rare.

Additionally, we show that users prefer other types of venues when they
are alone and when they are in a group. And, we observed the same dif-
ferences in location preferences, where groups prefer other areas than their
members.

Statement 1.2 In the prefered locations of a group, recommending POIs
based on group pro�le performs better than the aggregation of individ-
ual recommendations.

Our proposed approach for building recommendations, Geo-Group-Rec-
ommender (GGR), is a context-aware recommender system that combines
collaborative and content �ltering together with a geographical Kernel Den-
sity Estimation. Our results show that the proposed recommender system
outperforms the baselines. The model includes pre-�ltering for POI can-
didates, feature engineering for categories, time and locations, and training
recommender systems based on past group check-ins. In our experiments, we
observed that training recommender systems for groups works better than
combining individual recommendations. This was expected, as previously we
showed that the behavior of users and groups di�er.

Statement 1.3 Recommending a list of top-k itineraries for groups in LB-
SNs is possible by solving the orienteering problem based on group
recommendations.

Groups often visiting more than one place in a given order during the same
day (e.g., restaurant, historical site, co�ee shop). Building recommendations
of POIs is known to be the orienteering problem: given a starting POI and
some constraints (e.g., time, venue categories) the goal is to �nd a sequence
of POIs with the highest relevance for the group.

Our proposed approach for recommending a list of itineraries for a group
consists of two steps. In the �rst step we train a recommender system based
on group preferences. In the second step we generate a list of itineraries
by solving the orienteering problem using Monte Carlo tree search. We show
that the contextual features found in LBSNs (e.g., time, category transitions)
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a�ects the choice of the itinerary. We incorporate these contextual features
in the itinerary planning. Our results show that the proposed approach
improves the performance in comparison to baseline techniques in some of
the cases.

Statement 2: Global Citation Recommendation Using

Knowledge Graphs

The number of scienti�c articles published every year has exhibited an ex-
ponential increase, and it is likely that this trend will continue [Mabe, 2003,
Larsen and Von Ins, 2010]. This poses a challenge to the researchers, as it
increases the time that they must spend on �nding relevant papers to their
speci�c research projects. In the best case the researchers investigate a topic
in which they already know relevant the articles. In other cases, however,
when researchers initiate work in a new area, they may have little knowledge
of the related literature. Scholarly search engines, reference management
tools, and academic social networks enable modern researchers to organize
their scienti�c libraries. These tools often provide recommendations for sci-
enti�c publications that might be of interest.

We research the problem of global citation recommendation, where the
goal is to �nd relevant articles to a given corpus as a whole. Our results were
published in [Ayala-Gómez et al., 2018], where we consider the problem of
recommending a list of relevant papers given an abstract as an input. My
contribution to this work includes the problem formulation, data collection,
data exploration, recommender system implementation, and experimenta-
tion. The following statements summarize the new results presented in my
thesis.

Statement 2.1 Sematic features of scienti�c abstracts can be de�ned by
using knowledge graphs.

DBpedia Spotlight [Mendes et al., 2011] allowed us to expand the semantic
features of the text. From the annotated DBpedia entities, we extracted
two new features: entities and entities properties. We used these features
for building Top K global citation recommendation, as indicated in the next
statements.

Statement 2.2 Knowledge graph features improve the candidate set gener-
ation.

We used the expanded semantic features to improve the quality of the can-
didate set generation. We showed that Lucene's More Like This method has
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a higher recall when the relevant terms in the abstract and the entities are
combined. This means that the entities help Lucene to formulate a better
query to retrieve possible relevant candidates.

Statement 2.3 Knowledge graphs features improve Top-K global citation
recommendation.

We de�ned this problem as a list-wise Learning to Rank task. We de�ned
features that characterize the relation of a given abstract and the papers in
the candidate set. We consider a paper relevant for an abstract, if it is cited
in our ground-truth dataset.

We trained LambdaMART to learn a model that predicts the relevance.
Our experiments show that the proposed approach performs well for papers
published during the same year and also in the next year. Our experiments
con�rm that the approach of building the candidate set, pairwise abstract-
candidate features, and �tting LambdaMART to learn the relevance, leads
to a higher nDCG@10 than the baselines. Moreover, the model that includes
all the features performed signi�cantly better than the same model without
knowledge graph features.

As for feature importances, the tf-idf features were frequently chosen by
LambdaMART. Our experiments show that the expanded semantic features
help the model to di�erentiate what makes a candidate to be relevant for the
given abstract.

Statement 3: Session Based Item-to-Item Recommenda-

tion

In previous statements we showed how Web recommender systems assist
users to navigate through possible relevant items. Most of the recommender
systems depend on a long history of interactions with the users. However,
in practice, long user history is not available in many cases, for example,
when the user browses anonymously, without signing in. Some items (e.g.,
news, viral content, expensive electronics, and movies) might be relevant
only during the current user session. In case of the lack of long history,
recommender systems have to rely on the items recently viewed. This task
is called session based item-to-item recommendation. Generating item-to-
item recommendations by �people who viewed this, also viewed� works well
for popular items. However, these methods perform poorly for rare (i.e.,
infrequent) items with short transaction history. In this thesis, we investigate
infrequent item-to-item recommendations.
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The main idea of our approach is to utilize the known, recent or popular
items for item-to-item recommendation via multiple representations. As a
starting point, we compute the item transition pairs. Then, we utilize the
entire training data, and not just the item-item conditional probabilities.
Our item-to-item model is able to use single or combined similarity measures
such as Jaccard or cosine based on collaborative, content, multimedia and
metadata information. We evaluate our approach, by generating Top K rec-

ommendations for a current item, and measure the Recall and DCG on the
next item.

We consider the problem of recommending a list of relevant next items
for a given infrequent item in a user session. Our results are presented in
[Daróczy et al., 2018]. My contribution to this work includes data extraction,
data exploration, recommender system implementation, and experimenta-
tion. The following statements summarize the new results presented in my
thesis.

Statement 3.1 Similarity information between an infrequent item and a
candidate item helps to improve the quality of the recommendations.

Our �rst proposed model is called Item-Item Fisher Conditional Score (FC).
It estimates the transition probabilities based on the potential function of
the simple similarity graph and the pairwise similarity graph. We show that
the FC model performs the best when it uses the Jaccard similarity, and
has a better performance than the baselines. Also, for MovieLens dataset
we experimented with content based similarity using DBpedia, where FC
performed better than the other approaches.

Statement 3.2 The Fisher distance between an infrequent item and a can-
didate item helps to rank the next item.

Our second proposed model is called Item-Item Fisher Distance (FD). This
model computes the Fisher distance between the given item and a possible
next item. We show that the FD performs the best when it uses the Jaccard
similarity, and has a better performance than the baselines. The FD model
performs better than the baselines and the FC model. Additionally, we
combined the scores of the FC and FD models and show that the linear
combination performs better than their individual scores.

Statement 3.3 Combining di�erent similarity metrics between the items
improves infrequent item-to-item recommendations.
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We propose a way to combine di�erent similarity metrics by creating multiple
nodes and edges in the similarity graph according to the di�erent modalities.
Then, we compute the potential function of the multimodal similarity graph,
and apply FD for the combined similar model. For the MovieLens dataset, we
were able to compute content and collaborative similarities. The multimodal
model performed better than the baseline FC and FD models.
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