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Introduction

Motivation

The impact of the World Wide Web goes beyond communicating between
computers. The web changed the way we interact with organizations, peo-
ple, documents, and data. It moved from a technological artifact to an
integral part of human activity [Hall and Tiropanis, 2012]. Social media
is one of the new buzzwords of the web. It is a comparatively new term
that covers a wide range of online applications, platforms, and media that
support online interactions, collaboration, and the sharing of content. It
includes all that constitutes human interaction in online platforms. Social
media has had grown explosively in a short time and has a profound im-
pact on advertising, publicity, marketing, public opinion, entertainment,
software services, and decision-making.

In the web one may �nd several social media providers o�ering an ex-
tensive amount of content to their users. Usually, social media providers
have a unique value proposition to their users. For instance, facebook.com
allows their users to create a social network of friends and share text, im-
ages, videos, links, pages, and user pro�les; youtube.com o�ers an extensive
collection of videos from di�erent categories (e.g., art, reviews, news, sports,
games); twitter.com allows users to post short texts and re-share posts to
the user ego-network; instagram.com allows users to post images, and videos
and foursquare.com allows users to share the Point of Interest (POI) they
visit.

The content o�ered in social networks is exciting to users. However, it
is challenging, as users need to spend time and e�ort �nding content that
might be of their interest. Navigating such an extensive collection of items
becomes di�cult if there are no tools to help the users. To overcome this
problem, social media relies on data mining solutions such as recommender

xiv
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Research Question Description
RQ1.1 How do preferences change when users are

alone vs. when they are in a group?
RQ1.2 How to recommend a list of POIs for groups

of users in LBSN in the areas that a group
prefers?

RQ1.3 How to recommend a sequence of POIs for
groups of users in LBSNs?

Table 1: Research questions for POI recommendation in Location-Based
Social Network.

systems and information retrieval systems. In particular, recommender
systems have found applications in many domains including movies, music,
videos, news, books, and products in general. Depending on the context
they produce a list of recommended items using a variety of techniques.

The goal of this dissertation is to research new approaches in recom-
mender systems that help to satisfy the needs of users in social media.
Speci�cally, we examine the role of recommender systems for users in two
types of social media, Location-Based Social Networks (LBSN) and aca-
demic social networks. LBSNs enable their users to share the places they
go to and with whom they are. Academic social networks help modern
researchers organize their scienti�c libraries and discover relevant papers to
their research. For both types of social media most of the existing work
focuses on recommendations for individual users. The proposed approaches
are distinguishable from others in that we focus on providing recommenda-
tions to a group of users, rather than to individuals. Moreover, we investi-
gate the importance of item-to-item recommendations and propose a new
method for recommending on infrequent items.

Research Questions

This dissertation aims to contribute to answering the following research
questions. For clarity, we separate these into three groups. Table 1 contains
the research questions for POI recommendations in Location-Based Social
Network, Table 2 for global citation recommendations in academic social
networks. Table 3 for item-to-item recommendations.

We contributed to the scienti�c literature with the publication of the
following articles. To answer RQ1.1 and RQ1.2, in [Ayala-Gómez et al.,
2017], we investigated the behavior of groups in LBSNs and experimented
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Research Question Description
RQ2.1 How to expand sematic features of scienti�c

abstracts using knowledge graphs?
RQ2.2 Given an abstract of a new paper mapped

to a knowledge graph, how to �nd a set of
candidate papers to cite?

RQ2.3 Given an abstract of a new paper mapped to
a knowledge graph, and a set of candidate
papers, how to build top-k recommendations
of papers to cite?

Table 2: Research questions for global citation recommendations in aca-
demic social networks.

Research Question Description
RQ3.1 How to use the similarity information in the

item-item transition conditional probability
for a given infrequent-item?

RQ3.2 How to rank the next item by its distance
from an infrequent item?

RQ3.3 How to handle di�erent similarity metrics be-
tween the items to improve the infrequent
item-to-item recommendations?

Table 3: Research questions for item-to-item recommendations.
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with recommender systems to suggest POIs near the areas that a group
frequents. In [Ayala-Gómez et al., 2018] we proposed an approach for con-
structing itineraries for groups of users in LBSNs to answer RQ1.3. In
[Ayala-Gómez et al., 2018] we used knowledge graphs to build global cita-
tion recommendations for new scienti�c articles to answer RQ2.1�3. Fi-
nally, in [Daróczy et al., 2018] we analyze infrequent item recommendations
to solve question RQ3.1�3.

Additionally, I contributed to the work presented in [Pálovics et al.,
2014] where we proposed an ensemble of binary classi�ers and matrix fac-
torization for recommending movie rating tweets.

Thesis Outline

Chapter 1 provides the necessary theoretical background for our research.
We review the concepts of graphs, centrality measures, knowledge graphs,
and Kernel Density Estimation (KDE). Also, the di�erent types of rec-
ommender systems such as non-personalized recommenders, content-based
recommenders, nearest neighbor collaborative �ltering, and matrix factor-
ization. Additionally, we present learning to rank models and group ag-
gregation strategies. The chapter ends with a review of the metrics for
evaluating the performance of recommender systems.

Chapter 2 contains our proposed approaches for recommending a list
of points of interest (POI) for groups of LBSNs in areas that the group
frequents and our work on building itineraries of POIs for groups given a
starting POI. Chapter 3 presents our approach to building global citation
recommendations using knowledge graphs, where the authors submit the
abstract of a new article as an input to the recommender system. Chapter 4
presents our work on item-to-item recommendations. Chapters 2, 3, and 4
provide details on the problem de�nition, setting, working data set, data
analysis and exploration, proposed approach, evaluation methodology, and
experimental results of our research in di�erent settings.

Finally, Chapter 5 concludes this dissertation by presenting the �ndings,
summarizing the chapters, our contributions, implications, and future work.



Chapter 1
Theoretical Background

This chapter contains relevant de�nitions to the proposed approaches for
building the recommender systems presented in this dissertation. The chap-
ter starts with an introduction to recommender systems. We review non-
personalized recommenders, content-based recommenders, nearest neighbor
collaborative �ltering, matrix factorization, learning to rank (LTR) mod-
els, and group recommendations. We then explain how the performance of
recommender systems is measured. Finally, we describe knowledge graphs
and Kernel Density Estimation (KDE). The readers may �nd more infor-
mation on recommender systems in [Ricci et al., 2015, Aggarwal, 2016] and
on knowledge graphs and semantic web in [Szeredi et al., 2014].

1.1 Recommender Systems

TheWorld Wide Web o�ers an incredible amount of content, especially with
the evolution of user generated content termed as the Web 2.0. Web users
�nd relevant content on the Web by spending time and e�ort navigating the
vast collection of items. Websites often include search and recommendation
tools to aid users in �nding the content of their interests. Recommender
systems help users �nd content that satis�es their interests and needs based
on past transactions. In this section we review relevant concepts in recom-
mender systems and present di�erent types of recommender systems from
the literature.

The goal of a recommender system is to increase key performance in-
dicators for the website owner (e.g., retention, revenue, session duration).
Additionally, there are operational goals focused on satisfying user needs.
Table 1.1 summarizes the four operational goals of a recommender system

1
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Goal Explanation
Relevance Relevant to the user.
Novelty Items that the user has not seen before.

Serendipity Items that are not just novel but also surprising.
Diversity Items that are not similar to each other.

Table 1.1: Operational goals of a recommender system.

[Aggarwal, 2016]. The motivation of these goals is the following. Relevant
items are more likely to be consumed by users. Novelty prevents the rec-
ommender system from suggesting popular or known items. Serendipity
aims to �nd hidden gems that the user has not consumed and are genuinely
relevant. Finally, recommending di�erent types of items helps to prevent
users getting bored by receiving very similar items as recommendations.

In this dissertation we use recommender systems widely used in research
and industry as baseline methods. In the next section we introduce these
models, but �rst, we review some important concepts on recommender sys-
tems.

Recommender systems are based on the idea of using past user-item
interactions to learn user preferences, and suggest new items based on rec-
ommendation models. To do this, recommender systems rely on the set of
users U , items I, and the user-item feedback R for modeling. An item is
an individual piece of content in the catalog of a content provider1. For
instance, an item could be a song, a video, a blog or news entry, a post,
or a product. A user is a person with speci�c interests and needs who is
willing to consume items. Intuitively, users consume items that are of their
interests and needs. There are di�erent ways to consume items. Users may
view, click, share, comment, or buy an item. The interaction between users
and items is called feedback, and represents the preference of a user for a
certain item. The feedback can be explicit or implicit. Implicit feedback is
taken from the user actions on an item (i.e., click, view, time spent visiting
or watching). Explicit feedback is collected by asking users to rate an item
(e.g., 1-5 stars, likes, dislikes).

As an example of explicit feedback, suppose that we have �ve users and
six items. We ask the users to rate the items from 1 to 5 (the higher the
number, the better). We can represent this data as a matrix RU×I , called
the rating matrix. Table 1.2 presents an example of an explicit feedback
rating matrix. Implicit feedback is often represented with binary values.

1We refer to content providers to social media platforms, blogs, media services, e-
commerce websites, and any other entity that o�ers content online.
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i1 i2 i3 i4 i5 i6
u1 5 3
u2 4 3
u3 4 3 5
u4 2
u5 4 3 5

Table 1.2: An example of explicit ratings matrix. Each row represents a
user and each column an item. The entries are the ratings that users gave
to each item.

i1 i2 i3 i4 i5 i6
u1 1 1 1 1
u2 1 1
u3 1 1 1
u4 1 1 1
u5 1 1 1 1

Table 1.3: An example of an implicit matrix. Note that this matrix is less
sparse, as users do not necessarily rate all the things they have watched.

We mentioned that implicit feedback is based on the interaction between
users and items (e.g., click, play). Suppose that users do not rate all the
items they have consumed. The rating matrix based on implicit feedback
can have more non-empty cells, as shown in Table 1.3.

1.1.1 Recommender Systems tasks

Mainstream recommender systems focus on solving two tasks: rating pre-
diction and top-k recommendation.

In rating prediction the task is to estimate the rating that users will
give to unobserved items. That is, �nding a model able to predict ratings
r̂u,i that approximate the known-ratings in RU×I and �ll the empty entries.
Usually recommender systems try to minimize the sum of the squared er-
ror (SSE):

min
r̂u,i∈RU×I

∑
ru,i∈RU×I

(ru,i − r̂u,i)2

. (1.1)

Although predicting ratings for all the unobserved items is important,
sometimes we want to recommend a small set of best items to the user. In
this case, the recommended items are those with the highest scores at a par-
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ticular cut. This type of recommendation is called top-k recommendation2.
Let us de�ne Î to be an ordered set of the items based on the recommender
system score. The recommendation is Î@K = top(Î , k), where top is a func-
tion that takes the �rst k elements on the ordered set Î. We will provide
more details on this process at the end of the chapter.

There are many models for building recommender systems, each of which
is suitable for di�erent task settings and each with their own strengths and
weaknesses. The next section presents relevant models for this dissertation.

1.1.2 Non-personalized

A widely used non-personalized recommender system is the popularity
based model. The popularity of an item represents a certain summary
of user feedback on the item. An example of item popularity is the average
rating or the total number of plays. The recommendation is built by sort-
ing the items in decreasing order and taking the top items. A rating for an
item in a popularity recommender system is described as:

r̂(i) = f(R∗i), (1.2)

where f is an aggregation function such as count, sum, mean. Note that
the scoring function does not depend on the user.

The popularity based model is simple to compute and provides an
overview of the items to the users. For example, if we recommend videos,
the recommendation can look like �Top-k popular songs� or �Best k rated
songs�.

1.1.3 Content-Based Recommendation

Recommender systems can be modeled based on the attributes of the items
and users. These attributes are called content. For instance, a movie could
have a genre, year, or director, and users may have an age, country, or
academic degree. The fundamental idea of a content-based recommender
is to model items by their relevant attributes. Users can also be modeled
by the attributes of the items they consumed. Thus, recommendations can
be based on matching the item and the user models.

Item and user content often include text, tags, or categorical values.
Before we can input these features to a recommender system we must pre-
process the data. There are di�erent approaches to pre-processing textual
features [Manning et al., 2008]. The most common steps for transforming

2In what follows, we use the word recommendation meaning top-k recommendation.
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text to a numeric feature vector are the following. The �rst step is to extract
the words from the document and separated by using white spaces and
punctuation. The second step removes the punctuation and the common
words (stop words) such as articles and connectors of the language. Lastly,
a process called stemming normalizes the words (e.g., �shing, �shed, and
�sher are normalized to the word �sh).

After pre-processing we compute numeric features for each term such as
the term frequency, or the number of items containing the term. The most
widely used statistic for the terms is the term frequency�inverse document
frequency (tf-idf) [Luhn, 1957]. The idea is to assign a weight to each term
that represents how relevant the term is for a particular item. It is de�ned
as:

wt,d = (1 + log ft,d)× log10(
N

dft
), (1.3)

where N is the number of documents (items), ft,d is the frequency of the
term in the items and dft is the number of items containing t. In our case,
d refers to an item. In information retrieval, given a query q represented as
terms, documents are scored by adding the tf-idf of the terms contained in
the query:

r̂(i, q) =
∑
t∈i∩q

tf.idft,q. (1.4)

In a recommender system the role of the query q is substituted with
the set of relevant terms for a user; usually, the top-k tf-idf terms from the
previously consumed items of the user. An alternative approach to scoring
the items is to compute certain similarity between the items rated by the
user and the candidate items. By doing so, we can also use features other
than tf-idf and use a variety of similarity functions (e.g., Pearson, cosine,
Jaccard).

1.1.4 Collaborative Filtering

Collaborative �ltering is the class of basic models for building recommen-
dations based on feedback. The key idea of these methods is to leverage
the ratings that multiple users gave to the items. There are two kinds of
collaborative �ltering methods related to our work that we describe in the
next two paragraphs.

User�user collaborative �ltering

The main idea of user based collaborative �ltering is to �nd similar users
based on the previous rated items that a user gave. Recommendations are
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built based on similar users' ratings of items that a user has not consumed
yet [Herlocker et al., 1999]. To score an item we �rst need to �nd the K
most similar users for the given user u, which can for example be done by
using the similarity of the set of items consumed previously. The scoring
of an item is given by:

r̂(u, i) = r̄u +

∑
k∈K wu,k(rki − r̄k)∑

k∈K wu,k
, (1.5)

where r̄ is the average rating, and wu,k is a similarity function or a weight
between the user and the similar users (e.g., Pearson correlation).

Item�item collaborative �ltering

In item�item collaborative �ltering [Sarwar et al., 2001a] the motivation is
that items have more ratings than what users give on average. Thus, it
is more stable to compute item similarities than user similarities. Item�
item collaborative �ltering has two steps, where the �rst is to calculate the
similarity between items. This is usually done by �rst normalizing the user
ratings and then computing the cosine similarity as:

sim(i, j) =

∑
u∈Ui∩Uj

ru,iru,j√∑
ru,i

√∑
ru,j

. (1.6)

The second step is to score the items for a particular user by �nding a set
of nearest neighbors N (e.g., users who rated similar items) that the user
has rated and then scoring using:

r̂(u, i) = r̄i +

∑
j∈N wi,j(ruj − r̄j)∑

j∈N |wi,j|
, (1.7)

and for implicit feedback:

r̂(u, i) =
∑
j∈N

wi,j. (1.8)

Matrix Factorization

Between 2006 and 2009, Net�ix organized a challenge called the Net�ix
Prize [Bennett et al., 2007a, Koren, 2009]. This competition boosted the
research on recommender systems. One of the best performing techniques is
called biased matrix factorization [Koren et al., 2009]. This model reduces
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the matrix R into two matrices of dimensions PU,f and Qf,I , where f is the
size of the lower dimension. The model also learns a bias for each user and
item. The idea of matrix factorization is to approximate each known entry
in R as:

r̂ui = µ+ bi + bu + puq
T
i (1.9)

The lower dimensional matrices are learned by optimizing the squared error
function:

minimize
p,q

∑
(u,i)∈X

(rui − µ− bu − bi − puqTi )2 + λ(||qi||2 + ||pu||2), (1.10)

where X denotes the set of pairs (u, i) with known ratings ru,i. The model
can, for example, be optimized using stochastic gradient descent (SGD) or
alternating least squares (ALS). In [Koren et al., 2009] a detailed explana-
tion on the optimization process is presented.

The implicit alternating least squares (iALS) matrix factorization method
is presented in [Hu et al., 2008]. The input to the model is a set of binary
variables pu,i such that:

pu,i =

{
1 if u interacted with i

0 otherwise
(1.11)

Additionally, each pu,i is associated to a con�dence variable cu,i de�ned as:

cu,i = 1 + αpu,i, (1.12)

where α is a constant parameter that weighs the importance of the ratings.
Following the same idea of the matrix factorization, the task is to esti-

mate pu,i = xTuyi as an inner product of the learned vectors xu for users and
yi for items. By adding the con�dence levels, the optimization problem is
de�ned as:

minimize
x∗,y∗

∑
u,i

cu,i(pui − xTuyi)2 + λ(
∑
u

||xu||2 +
∑
i

||yi||2). (1.13)

Note that the error is computed over all the pairs of users and items rather
than on the known ratings. The model is optimized via ALS. [Hu et al.,
2008] presents a detailed description of the optimization process.

1.1.5 Factorization Machines

Context-aware recommender systems use the context (e.g., time, popularity,
content) of the ratings with collaborative �ltering. A widely used context-
aware recommender system is the Factorization Machine [Rendle, 2010].
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3 ru1,i2,t3 ru1,i3,t3

ru2,i1,t3 1 ru1,i3,t3

ru3,i1,t3 2 ru1,i3,t3

ru4,i1,t3 ru4,i2,t3 5ru1,i1,t2 ru1,i2,t2 ru1,i3,t2

ru2,i1,t2 2 3

ru3,i1,t2 ru1,i2,t2 ru1,i3,t2

2 ru1,i2,t2 ru1,i3,t2
3 ru1,i2,t1 ru1,i3,t1

ru2,i1,t1 5 ru1,i3,t1

4 ru1,i2,t1 ru1,i3,t1

ru4,i1,t1 ru1,i2,t1 4

Figure 1.1: A three-dimensional feedback matrix where time is being rep-
resented as the 3rd dimension. For example, by calculating a categorical
feature that represents the hour when the rating was given.

This model is able to learn from di�erent features of the user, item, and
context ratings using feature engineering. The general idea is to model the
ratings as a multidimensional tensor that contains the context associated
to the rating. Figure 1.1 presents a rating matrix that includes time as
context.

The input to the Factorization Machine is the �attened version of the
tensor, a sparse matrix X of N features with columns corresponding to
the one-hot encoding of users, items, and additional contextual dimensions.
Each row of the matrix X is associated with the rating given by the user
to the item i. Table 1.4 is the sparse matrix representation of the tensor in
Figure 1.1.

The Factorization Machine builds the following model:

ˆr(x) := w0 +
N∑
n=1

wnxn +
N∑
n=1

N∑
m=n+1

〈vn, vm〉xnxm, (1.14)

where the model parameters are w0 ∈ R, w ∈ Rn, V ∈ Rn×k, and < ·, · >
is the dot product of two vectors of size k:

< vn, vm >=
k∑

f=1

vn,f · vm,f , (1.15)
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u1 u2 u3 u4 i1 i2 i3 t1 t2 t3 r

1 1 1 3
1 1 1 5

1 1 1 4
1 1 1 4

1 1 1 2
1 1 1 3

1 1 1 3
1 1 1 1

1 1 1 2
1 1 1 5

Table 1.4: A sparse matrix representing the contextual feedback from Fig-
ure 1.1.

where k is the dimension of the two matrices that factorize V . In the model,
w0 is the global bias, wn is the weight of the n-th feature, and < vn, vm >
models the interaction between the nth and mth feature.

In this thesis we use the Factorization Machines implementation of Ap-
ple Turi Create3 as baseline. They optimize the model using SGD.

While Factorization Machine is the most widely used model; there
are additional models for building context-aware recommendations, for in-
stance, the Pairwise Interaction Tensor Factorization [Rendle and Schmidt-
Thieme, 2010] and the General Factorization Framework [Hidasi and Tikk,
2016].

1.2 Learning to Rank

Models like biased matrix factorization are optimized using SGD on the sum
of squared error to minimize the di�erence between the predicted rating and
the actual rating. In contrast, learning-to-rank (LTR) models optimize the
order of the recommended items rather than the predicted score. Given a
query q and a set of candidates C, a LTR model ranks the candidates by
their relevance for a given query:

{((qi, c1), r1) , ((qi, c2), r2) , . . . , ((qi, cn), rn)}, (1.16)

where c∗ ∈ RN , r∗ ∈ {0, . . . , L}. Note that the relevance r∗ could be ex-
pressed using di�erent labels (e.g., 0: bad, 1: good). In our case, q is a user

3https://github.com/apple/turicreate

https://github.com/apple/turicreate
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and C are the possible items to recommend. A LTR model should rank
relevant items higher than irrelevant ones.

There are three general approaches to building LTR models [Burges,
2010]. Point-wise LTR handles each instance independently by directly
optimizing the rank (e.g., by regression). Pair-wise LTR optimizes the
order of pairs of instances independently (e.g., [Joachims, 2002]). Finally,
list-wise LTR optimizes the order of the entire list of items at once.

1.2.1 Ranking Factorization Machines

Factorization Machines can be optimized for ranking by modifying the loss
function. The Apple Turi Create implements a pair-wise LTR model by
optimizing ranking as:

min
w,a,b,V,U

1

|X|
∑

(i,j,rij)∈X

(r̂ui − rui)2 + λ1(||w||22 + ||a||22 + ||b2
2||)+

λ2(||U ||22 + ||V ||22) +
λrr

const · |N |
∑

(i,j)∈N

(r̂ui − rnr)2,

(1.17)

where λrr is the hyper-parameter for ranking regularization, N is a set of
unobserved items for the user, and rnr is the predicted rating for the unob-
served item according to the model. This normalization helps for sorting
the scores for the user. For implicit feedback the logistic loss function is
used instead of the squared error (SSE), and the unobserved pairs are only
weighted by λrr.

1.2.2 LambdaRank and LambdaMART

LambdaRank [Burges et al., 2006] is a list-wise LTR method for optimizing
nDCG (to be de�ned in equation (1.27)). This technique requires the model
(e.g., neural networks, gradient boosted trees) to be di�erentiable in its pa-
rameters. We consider each user who request a recommendation separately.
For a user let the relevance of an item i be ri. For each user we optimize
nDCG, which is based on the relevance ri. In an earlier result [Burges et al.,
2005] the authors of LambdaRank explained that for optimizing nDCG we
do not require to compute the scores of the model, only its gradients. In
each step of an SGD procedure, LambdaRank identi�es the relevant items
that are wrongly positioned and computes the gradient of the loss function
as a pointer that tells the direction to update the parameters. The gradient
is weighted by the relative gain on nDCG of swapping items i and j. This
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is done using a symmetric cost function C de�ned as:

C =
1

2
(1− Sij)σ(si − sj) + log(1 + e−σ(si−sj)), (1.18)

where si and sj are the predicted scores from the model, the parameter σ
determines the shape of the sigmoid, and

Sij ∈ 0,±1 =


1 if ri > rj

−1 if rj > ri

0 ri = rj

, (1.19)

keeps the function symmetric. We use the cost function C to de�ne a
variable λij that encapsulates the relative gain of swapping the incorrectly
ranked items as:

λij =
δC

δsi
=

−σ
1 + expσ(si−sj)

|∆nDCG|. (1.20)

λij will help us to optimize the model parameters using:

wk → wk − η
δC

δwk
, (1.21)

where η is the learning rate and wk are the model parameters.
LambdaMART [Burges, 2010] is the application of LambdaRank on

MART trees [Friedman, 2001], a type of gradient boosted trees. Lamb-
daMART has shown state-of-the-art performance in recent LTR compe-
titions including the Yahoo! Learning to Rank Challenge [Chapelle and
Chang, 2010].

1.3 Group Recommendations

So far we have presented models that recommend items to an individual
user (i.e., one person). A fundamental part of this dissertation is the inves-
tigation of models that build recommendations for groups (i.e., more than
one person).

Recommendations for groups are surveyed in [Mastho�, 2015]. They
characterize group recommender systems by considering the following di-
mensions: (i) individual preferences are known vs. developed over time; (ii)
recommended items are experienced by the group vs. presented as options;
(iii) the group is passive (e.g., users are not voting) vs. active (e.g., the
system helps to create consensus); and (iv) recommending a single item
vs. a set. Authors in [Campos et al., 2009] present two more options for
group recommender systems: they may collect individual preferences, or
aggregate pro�les.
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1.3.1 Group Aggregation Strategies

To estimate a rating for the group G, there are three widely used methods
to aggregate individual recommendations for users u ∈ G.

Average Individual Ratings (AIR) scores the item as the average
rating that each user gave:

r̂(G, i) =

∑
u∈G ru,i

|G|
. (1.22)

Average Without Misery (AWM) scores the item as the average of
individual ratings without including items rated under a threshold s:

r̂(G, i; s) =

∑
u∈G;ru,i>s

ru,i

|G|
. (1.23)

Average Least Misery (ALM) considers the set of low ranked items
below certain rank cut r, and compute the average score over these lowest
ranked items:

r̂(G, i) =

∑
u∈G;rank(ru,i)<r

ru,i

|G|
. (1.24)

1.4 Evaluation and Metrics

After we train a recommendation model by �tting to known data, we may
test based on a withheld sample or fresh data. Testing involves two crucial
steps: deciding how to split the data and de�ning the metrics to measure
the quality of the recommendations. In this section we review the di�erence
between o�ine and online evaluations, di�erent approaches for splitting the
data, and the metrics for evaluating a recommender system.

1.4.1 O�ine and Online Evaluation

In o�ine evaluation the set of items, users, and ratings are �xed. O�ine
evaluation is the most widely used approach for evaluating a recommender
system. For instance, the MovieLens Data set [Harper and Konstan, 2015]
and Net�ix Data set [Bennett et al., 2007a] are open data sets that one can
download and use for experimentation. A drawback of o�ine evaluation
is that researchers cannot experiment with providing recommendations for
users in real-time.
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Online evaluation is based on the idea of evaluating recommender sys-
tems in real-time. This is often done by designing A/B tests by creating dif-
ferent groups of users, showing recommendations built from di�erent mod-
els, and comparing them with online metrics like clickthrough rate (CTR)
de�ned as clicks divided by impressions.

One observation of o�ine evaluation is that metrics measured o�ine
often do not correlate with online metrics like CTR [Beel et al., 2013a].
However, it is rare in academia that researchers have access to production
systems for online experimentation.

1.4.2 Train-Test Split

For training and evaluating a recommender system we need to split the data
in three parts; training, validation, and test sets. The training set contains
the ratings that we will use to �t the model. The algorithms that train
recommender systems use supervised learning, which requires a label for
each instance (i.e., a data point). In our case, the label of each instance is
the user-item feedback. In practice, each instance contains the user, item,
rating, and recommendation metadata (e.g., time of the recommendation,
context). After the recommender system is �t using the training set, we use
the model to build recommendations for the user-item pairs of a validation
set. The validation set helps us to tune the hyper-parameters of the model
(e.g., regularization, learning rate) and prevent over-�tting the training set.
Finally, once the model is tuned, recommendations are generated for the
users in the testing set, and quality metrics are computed based on the test
user-item pairs.

There are several ways to split the data. Our analysis will use random
split and time based split. Random split is based on a random function
that associates each instance with a number. The instances are �ltered
based on speci�c thresholds to the training, validation, and testing sets. A
commonly used split is allocating 80% of the data to the training set, 20%
to the testing set, and 10% of the training set as the validation set. This
approach works well when the items are time independent, for example,
when all the items exist at the same time. However, if the items follow a
sequence and at a given point in time some items do not exist (e.g., research
papers) it is better to split by time [Campos et al., 2014]. This is done by
measuring a cumulative distribution over the time and �nding a time point
to split the instances.
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1.4.3 Metrics

Recommender systems can be evaluated by traditional data mining metrics
such as precision and recall. In this dissertation we work mainly with im-
plicit feedback and �top-k� recommendations. Evaluating the performance
of �top-k recommendations� using precision and recall is done at the di�er-
ent cuto�s of K (e.g. 5, 10, 20), de�ned as:

Precision@K =
Consumed Items ∩ Recommended Items

Recommended Items
., (1.25)

and:

Recall@K =
Consumed Items ∩ Recommended Items

Consumed Items
. (1.26)

In top-k recommendations the goal is to preserve the order of relevant
items, keeping those most relevant at the top and less relevant items at
the bottom. That is, we would like to �nd relevant items on top of the
recommendations and penalize if relevant items appear lower in the rank.
nDCG is a metric that follows this behavior and it is de�ned as:

nDCG@k =

10∑
i

2reli−1
log2(i+1)

IDCG
.
, (1.27)

where reli is the relevance of the item.
The IDCG is the ideal ordering of the ranking de�ned as:

IDCG =

|REL|∑
i

2reli − 1

log2(i+ 1)
., (1.28)

where |REL| represents the list of items rated by the user.

1.5 Knowledge Graphs

Knowledge graphs are closely related to ontologies. [Gruber, 1995] de�ned
an ontology in the �eld of computer science as the description of concepts
and relationships that exist in a particular domain. In an ontology, the
concepts are described using types, properties and relationships. There are
several languages that enable us to de�ne ontologies that computers can
process. The W3C de�ned the Web Ontology Language (OWL) [McGuin-
ness et al., 2004] to facilitate machine interpretability of knowledge using
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web technologies such as the Extensible Markup Language (XML) and the
Resource Description Framework (RDF) [Beckett and McBride, 2004].

RDF is a general-purpose language for describing resources on the Web
that machines can read and understand. To accomplish this, RDF uses
triplets of resource, property, and property value. A resource can be any-
thing and it must be identi�ed using an URI [Masinter et al., 2005]. A
property represents a fact about the resource using a name and a value. The
RDF triplets represent a statement and its elements are referred to as (sub-
ject, predicate, object). For example, (http: // dbpedia. org/ resource/
Brooklyn , isPartOf, http: // dbpedia. org/ resource/ New_ York_ City ),
states that Brooklyn is a part of New York City. The URI enables mak-
ing multiple statements about the resources and to easily retrieve all the
statements. Using RDF triplets one can de�ne a knowledge graph using
labeled-nodes and labeled-edges to study the structure of the concepts.

A practical example of knowledge graphs is the Linked Data initiative
[Bizer et al., 2009]. The motivation of Link Data is to provide best prac-
tices for publishing and connecting structured data in the Web. Link Data
uses RDF and the main idea is to use HTTP URIs to enable computers
to retrieve useful information on resources and links to other resources.
By doing this, di�erent organizations are able to share statements about
resources in a standardized technological manner (i.e., URI, HTTP, RDF).

The Linking Open Data (LOD) Organization gathers di�erent projects
from the Web [Abele et al., 2017]. Figure 1.2 presents a graph of Linked
Data projects and the connections between them4. Each of the circles in
Figure 1.2 is a data set that shares statements about resources.

A main Linked Data project is DBpedia [Auer et al., 2007]. It contains
structured data from the topics and facts from Wikipedia, �the largest and
most popular general reference work on the Internet�5. As of 2017, the en-
glish version of DBpedia has approximately 4.2M resources, including 1.4M
persons, 735K places, 411K creative works, 240K organizations, 251K
species, and 6K diseases.

1.5.1 Finding DBpedia Resources in Text

A well-known task in information extraction is Named Entity Recogni-
tion (NER), where the goal is to annotate (i.e., locate) and classify named
entities in a text. The annotated entities belong to a category (e.g., orga-
nizations, places, creative works).

4An interactive visualization is available in http://lod-cloud.net/versions/

2017-08-22/lod.svg
5https://en.wikipedia.org/wiki/Wikipedia

http://dbpedia.org/resource/Brooklyn
http://dbpedia.org/resource/Brooklyn
http://dbpedia.org/resource/New_York_City
http://lod-cloud.net/versions/2017-08-22/lod.svg
http://lod-cloud.net/versions/2017-08-22/lod.svg
https://en.wikipedia.org/wiki/Wikipedia
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Figure 1.2: Linking Open Data cloud diagram (2017).
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Text DBPedia Resource
social networking http://dbpedia.org/resource/Social_networking_service

Foursquare http://dbpedia.org/resource/Foursquare

Hybrid http://dbpedia.org/resource/Hybrid_(biology)

Recommender Systems http://dbpedia.org/resource/Recommender_system

Density Estimation http://dbpedia.org/resource/Density_estimation

Table 1.5: Annotated DBpedia resources.

The application of NER for annotating DBpedia resources in a text is
done in DBpedia Spotlight [Mendes et al., 2011]. The following is an exam-
ple of using DBpedia Spotlight to �nd DBpedia resources in a paragraph
taken from [Ayala-Gómez et al., 2017]:

�Our data consists of activity on Swarm, a social networking app by
Foursquare, and our results demonstrate that our proposed Geo-Group-
Recommender (GGR), a class of hybrid recommender systems that combine
the group geographical preferences using Kernel Density Estimation.�

Table 1.5 shows the URIs associated to the annotated entities. These
URIs allows us to retrieve the RDF triplets of the DBPedia resource. Figure
1.3 shows some triplets of the Social networking entity. Nevertheless, the
task of NER is challenging and NER tools often incorrectly annotate some
entities.

1.6 Kernel Density Estimation

In statistics and probability each of the observed events in a data set is
considered a sample from an underlying probability function. Density es-
timation [Silverman, 1986] refers to the estimation of a density function f
from the observed data, and it is done using parametric and non-parametric
methods. Parametric methods assume that the data is drawn from a known
parametric family of distributions. For example, we could assume that data
follows normal distribution, which has two parameters, the mean µ and the
variance σ2. Thus, the task is to �nd a µ and σ2 that best �ts the data set.
Non-parametric estimation does not constraint the data set to a particu-
lar parametric distribution. Instead, a function is used to approximate the
density function f using the data itself.

Kernel density estimation (KDE) [Silverman, 1986] is a non-parametric
approach for density estimation. Given a set of samples x1, x2, . . . , xn in
the data set X, we use a kernel K and a smoothing parameter h called

http://dbpedia.org/resource/Social_networking_service
http://dbpedia.org/resource/Foursquare
http://dbpedia.org/resource/Hybrid_(biology)
http://dbpedia.org/resource/Recommender_system
http://dbpedia.org/resource/Density_estimation
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Figure 1.3: Using MTA SZTAKI LODmilla tool [Micsik et al., 2015] this �g-
ure presents a sub-graph of the associated to the Social_networking_service
entity via the wikiPageWikiLink property. The edges represent connections
between the nodes via any of their properties.
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bandwidth to estimate the probability density function:

f(x) =
n∑
i=1

K(x, xi;h). (1.29)

The kernel K satis�es the condition:∫ ∞
−∞

K(x)dx = 1. (1.30)

In our experiments, K is the Gaussian Kernel de�ned as:

K(x, xi;h) ∼ exp

(
−(x− xi)2

2h2

)
. (1.31)

KDE is used in several location based recommender systems [Bao et al.,
2015, Zhang and Chow, 2015] to �nd the areas where users move based
on the observed location patterns. In this case, the data set X consists of
latitude and longitude of user check-ins. In our research, we project the
latitude and longitude to the three-dimensional euclidean space (x, y, z).
Further details are presented in Chapter 2.



Chapter 2
Location-Based Social Networks

Cities around the world, and in particular large metropolises, have numer-
ous points of interests (POI) to visit. People go to places either for culture,
leisure, tourism, or entertainment. Location based social networks (LBSN)
enable their users to share with their friends the places they go to and
whom they go with. Given the number of possible places to go, �nding a
relevant POI is a time-consuming process as it requires people to search for
POIs that satisfy their preferences and needs. To overcome this problem
LBSN often recommend POIs that might be relevant to their users. Users
of LBSNs �nd POI recommendations useful because it saves them time.

The task of recommending POIs is di�erent from that of recommend-
ing other types of items (e.g., products, videos). As geography comes into
play, Tobler's �rst law of geography states that �everything is related to
everything else, but near things are more related than distant things� [To-
bler, 1970]. The task of recommending POIs in LBSN to users is actively
researched. Most of the research focuses on �nding relevant POIs for indi-
vidual users; techniques to provide recommendations to groups of users are
scarce. We use the term `group' to refer to sets of at least two (2) users,
and the term `individual' refers to a singleton set (one user). Figure 2.1 is
an example of �ve users and their membership to di�erent groups.

This chapter summarizes the research presented in [Ayala-Gómez et al.,
2017], and addresses the problem of recommending a list of POIs to a group
of users in the areas that the group prefers and contribute to answering
the research questions RQ1.1, and RQ1.2. Additionally, we propose an
approach to recommending a sequence of POIs to a group of users [Ayala-
Gómez et al., 2018] contributing to answerRQ1.3. For each of these papers
we brie�y present the problem setting, working data set, proposed approach,
evaluation methodology, experimental results, and conclusions.

20
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Figure 2.1: An example of the de�nition of a group. Groups have at least
two members. A user might be a member of many groups. Groups are
considered to be di�erent if any of their members is added or removed. For
example, the di�erence between groups B and C is the user u3. This could
be the case of a couple going out with a friend. Intuitively the preferences
of a couple (i.e., u1, u2) might be di�erent when they are just the two of
them, versus when they go out with u3.

My contributions to our research in [Ayala-Gómez et al., 2017] and
[Ayala-Gómez et al., 2018] were on the problem formulation, data collec-
tion, data exploration, proposed approach, recommender systems imple-
mentation, and experimentation.

2.1 POI recommendation for groups

The focus of this section is on recommending new POIs to a group of users.
This task di�ers from recommending venues to individual users. Consider
that when users visit a venue with somebody else (e.g., partner, friends) the
type of venue can generally di�er if they do so alone. For example, someone
who is a big fan of tacos going out with friends who prefer pizzas. Such
con�ict of interest is challenging for building recommendation for groups
and raises some questions: can we quantify the di�erences between individ-
ual preferences and group preferences? and what POIs to recommend for a
group of users if the individual preferences di�er?. We restrict ourselves in
recommending new POIs (i.e., venues that the group has not visited in the
past), since new recommendations are more interesting than already visited
POIs.

To analyze and experiment with the recommendations, we collected a
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data set from Swarm1, a LBSN developed by Foursquare2. The data cover
activities in three major cities: Istanbul, Izmir and Mexico City. The use
case of the POI recommendations is a group of users who plan to meet and
look for recommendations for a new place to try. For this purpose, as a
�rst step, the group selects an area among the ones they have been to in
the past; then, the system provides a list of unvisited POIs as recommenda-
tions for the selected area. We experiment with numerous techniques drawn
from the literature; and present the Geo-Group-Recommender (GGR), a
context-aware recommender system that combines collaborative and con-
tent �ltering together with a geographical Kernel Density Estimation (KDE,
Section 1.6). Our results show that the proposed recommender system out-
performs existing systems and other baselines.

2.1.1 Literature Review

A recent survey of recommending venues for individual users in LBSNs
can be found in [Bao et al., 2015]. State-of-the-art models like FMFMGM
[Cheng et al., 2012] and GeoSoCa [Zhang and Chow, 2015] exploit users'
geographical and social information. The idea of including the location
preferences in the collaborative �ltering learning is presented in GeoMF
[Lian et al., 2014]. However, research on recommending venues to groups
is still scarce but emerging and promising.

There is scarce research work specialized in POI recommendation for
groups. The behavior of groups in LBSNs has been researched for di�erent
tasks. [Liao et al., 2016] studies the case when a person wants to visit a
certain POI and would like to know which of her friends could be interested
in joining her. [Anagnostopoulos et al., 2016] focuses on recommending an
itinerary for tourist groups visiting a city.

A study that compares users and groups behavior in LSBN is inves-
tigated in [Brown et al., 2014]. For this purpose, the authors use data
from Foursquare (i.e. Swarm) and Telecommunications networks. They
show that the venue type and its location a�ects the groups meeting at a
certain place, and states that this behavior could a�ect the POI recommen-
dation task. Our results complement [Brown et al., 2014] in several ways:
we analyze check-ins that explicitly mention friends that are together in-
stead of co-located within an hour; study the behavior of Swarm users from
other cities than New York; quantify the category preferences of users and
groups using Kendall-tau as a ranking correlation metric, and study time

1https://www.swarmapp.com
2https://www.foursquare.com

https://www.swarmapp.com
https://www.foursquare.com
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GGR (Ours) Yes Yes No Yes 5-50 Group Geo Density
CGAR [Pu-
rushotham et al.,
2014]

Yes No Yes Yes 50-1000 No

GeoMF [Lian
et al., 2014]

No Yes No No 5-100 User Geo Density,
POI in�uence

GeoSoCa [Zhang
and Chow, 2015]

Yes Yes Yes No 2-50 User Social Net-
work

FMFMGM

[Cheng et al., 2012]
No Yes Yes No 5-10 No

Table 2.1: Di�erences between our proposed approach to building POI
recommendations compared to recent LBSN recommenders. The headers
represent the features that are used in the model: categories are the POI
types (e.g., museum, restaurant, park), geography is the POI location, social
is the social network, and group show if the model is used to build POI
recommendations for groups.

and distance between check-ins. Our data utilizes all of the group and
users' check-ins instead of just the top POIs for users and groups. Finally,
we present empirical results on the performance of recommender systems
for groups in LBSN.

Recommending POIs for groups is studied in [Purushotham et al., 2014].
The authors identify groups using connected components based on time, lo-
cation, and network of friends in the Gowalla data set. Their model, called
Collaborative Group Activity Recommender (CGAR), represents group and
location activities as topic models that are combined using collaborative
�ltering techniques. Their model includes latent variables for activity pref-
erence and community in�uence that express whether an activity at a lo-
cation is more interesting for one group than to another, as well as how
user communities in�uence the preference of locations. They highlight that
preferences between users and groups di�er and show that their model
personalizes category preferences better than regular strategies to combine
individual recommendations (i.e., aggregating by average).

Table 2.1 highlights the di�erences of our approach, the Geo-Group-
Recommender (GGR), in comparison with recent LBSN recommender sys-
tems.

The authors of [Mastho�, 2015] highlight that the use case of the recom-
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Dimension Use Case

Group preferences [Mastho�,
2015]

Preferences are known vs. developed over time

Item consumption [Mastho�,
2015]

Recommended items are experienced by the
group vs. presented as options in a list

Item selection [Mastho�, 2015] The group is passive (e.g., users are not vot-
ing) vs. active (e.g., the system helps create
consensus)

Number of recommended items
[Mastho�, 2015]

Recommending a single item vs. a sequence or
a set

Preferences collection
(Feedback) [Campos et al.,
2009]

Explicit vs. Implicit

Group Identi�cation [Campos
et al., 2009]

Group pro�le vs. aggregation of individual
preferences

Table 2.2: Characteristic of group recommender systems as de�ned by [Mas-
tho�, 2015] and [Campos et al., 2009]. Characteristics that apply to our
setting are underlined.

mender system greatly a�ects its design. They characterize group recom-
mender systems as described in Table 2.2. In our case, the user preferences
are known, recommendations are presented as options in a list, the group is
passive, the recommendation is a single item, the preference collection (i.e.,
feedback) is implicit, and we build recommendations using group pro�les.

2.1.2 Working Data set

To compare the behavior of users when they are alone and when they are in
a group we require a data set from a LBSN containing individual and group
check-in information. Most of the publicly available LBSN data sets [Bao
et al., 2012, Cho et al., 2011, Gao et al., 2013, Brown et al., 2014, Noulas
et al., 2011] have information about the activity of individual users and
their friends, but no group information and some lack detailed venue in-
formation. To overcome this problem we collected data from Swarm, a
popular LBSN platform that enables users to indicate the venue they are
checking-in. On Swarm, users are able to mention with whom they visit
a venue and share their check-ins publicly in other social networks, like
Twitter3. The following is an example of a publicly available check-in
on Twitter where @user_1 shares the Tweet: �I'm at POI w/ @user_2,
@user_3 https://www.swarmapp.com/c/123abc�, POI is the venue where

3https://www.twitter.com

https://www.swarmapp.com/c/123abc
https://www.twitter.com
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Figure 2.2: The crawling process of Swarm check-ins. Additionally, the
lookup endpoint of the Twitter API allow us to constrain the search to a
speci�c location by de�ning the geographical center and a radius.

the group (i.e., the three users) is at, @user_2, @user_3 are users men-
tioned by @user_1, and https://www.swarmapp.com/c/123abc provides
more details about the check-in. This gives us the opportunity to collect
data related to both individual and group activity.

To collect the data we deploy a crawler that uses the Twitter API4

to search for public tweets that contain group check-ins. For each of the
group check-ins we perform snowball sampling [Goodman, 1961]. We use
snowball sampling to gather information not only about a user, but also
about their acquaintances. This will help us to analyze the preferences of a
user between the groups that she is a member of. We do this recursively for
all the member of the groups as this will increase the chance of observing
the users in many groups. The following is an explanation of the process.
We collect the latest 200 tweets from each of the users that are mentioned
in a group check-in, and extract the users' public check-ins. Figure 2.2
is a visualization of this recursive process. We do this recursion until a
maximum depth d from the original group check-in: We assign depth 0 for
the �rst pass, depth 1 for users who are mentioned in a group check-in from
depth 0, and so on.

Snowball sampling resulted in a global data set with approximately
143K users, 522K venues, 780 categories, 453K groups, 5.6M check-ins,
and 1M group check-ins. The Top-5 cities from the collection are pre-
sented in Table 2.3. The names of the cities were obtained by assigning to

4https://developer.twitter.com/en/docs

https://www.swarmapp.com/c/123abc
https://developer.twitter.com/en/docs
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Total Total Total Group Group Group

City Check-ins Venues Cat. Check-ins Venues Cat.

Istanbul 483K 25K 402 43K 8K 297
Izmir 369K 16K 378 37K 4K 263
Mexico City 95K 15K 354 12K 4K 271
Kuala Lumpur 69K 12K 359 3K 1K 203
Bursa 59K 4K 283 5K 1K 164

Table 2.3: Top-5 cities in the data collection.
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Figure 2.3: Frequency of time and distance between check-ins for users
(left) and groups (right).

each check-in the closest city from the Geonames database5. For proximity
search, we used R-Trees [Guttman, 1984].

We observed that there were very active users, which are likely bots.
These users have a big geographical dispersion in their check-ins. We re-
moved these users by computing quartiles of the standard deviation of their
geographical mobility, and removed the fourth quartile. Moreover, in our
experiments, we consider groups with a maximum of twelve members and
removed the last quartile of inter-time and inter-distance of the groups.
Finally, we removed approximately 2.3M check-ins with categories irrele-
vant for our research (i.e., Residence, States & Municipalities, Professional
& Other Places and Event, College & University, Travel & Transport).
Figure 2.3 presents the time and distance between check-ins for users and
groups. We removed the last quartile of time and distance. After cleaning
the data set, it contained approximately 143K users, 311K venues, 597
categories, 67K groups, 2.2M check-ins, and 221K group check-ins. The
data is available for research purposes.

5http://download.geonames.org/export/dump/

http://download.geonames.org/export/dump/
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Figure 2.4: Kendall-tau for user and group category preferences. Left:
average by city; Right: distribution on users.

2.1.3 Proposed Approach

Category Preferences

To measure the di�erence between group and individual preferences, we
construct a ranked list of the preferred categories for individuals and groups
by check-in count. We measure the rank correlation using the Kendall-
tau rank correlation coe�cient [Kendall, 1945]. Speci�cally, we use Scipy
Python implementation of Kendall-tau rank correlation6 de�ned as:

tau =
P −Q√

(P +Q+ T ) ∗ (P +Q+ U)
, (2.1)

where P is the number of concordant pairs, Q the number of discordant
pairs, T the number of ties only in the group's rank, and U the number of
ties only in user's rank. If a tie occurs for the same pair in both group's rank
and user's rank, it is not added to either T or U . Note that the values of
Kendall-tau are between [−1, 1], where values closer to -1 indicate a strong
disagreement, and values closer to one indicate a strong agreement.

We measured the Kendall-tau rank correlation at three levels: for all
the cities, per city, and per user. For all the cities, Kendall-tau was 0.82.
Figure 2.4 presents the Kendall-tau at the city and user level. In Figure 2.5,
we give examples of a city and a user by parallel coordinates.

6https://docs.scipy.org/doc/scipy-0.15.1/reference/generated/scipy.

stats.kendalltau.html

https://docs.scipy.org/doc/scipy-0.15.1/reference/generated/scipy.stats.kendalltau.html
https://docs.scipy.org/doc/scipy-0.15.1/reference/generated/scipy.stats.kendalltau.html
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Figure 2.5: The comparison between the preferences of an individual and
her groups. As they are very di�erent the Kendall-tau is 0.1 (top). Total
check-in count for all the users and groups in Mexico City. The Kendall-tau
is 0.8(bottom).
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Figure 2.6: A map of Mexico City with an example of a user and her group
location preferences. The diamond shapes are the centroids of the user
check-in clusters. The star shapes are the centroids of the group cluster.

Location Preferences

To compare the location preferences of individuals and groups we �rst iden-
tify the areas that users and groups visit, then, we compute a weighted
average of movement of the user to the groups. To do this, we use DB-
SCAN [Ester et al., 1996] and Vincenty distance to �nd clusters based on
the user check-ins and on the group check-ins. An example of this is shown
in Figure 2.6.

For each user and her groups we compute the weighted average dis-
tance between the user clusters and group clusters. Given the user check-in
cluster centroids cu, total user check-ins per cluster wu, group check-in clus-
ter centroids cg, and total check-ins per cluster wg, the weighted average
distance is computed as:

d(cu, cg) =

∑
cui

∑
cgj
wuiwgjdvinc.(cui, cgj)∑

cui

∑
cgj
wuiwgj

. (2.2)

We want to allow clusters to form where the POIs are at maximum
1.5 km (i.e., about 10 blocks) away from each other � and, if a POI is too



30 CHAPTER 2. LOCATION-BASED SOCIAL NETWORKS

10 0 10 20 30 40 50
Distance to Groups (kms)

0.00
0.02
0.04
0.06
0.08
0.10
0.12
0.14
0.16
0.18

D
en

si
ty

20 0 20 40 60 80 100
Distance to Groups (kms)

0.00
0.01
0.02
0.03
0.04
0.05
0.06
0.07
0.08
0.09

D
en

si
ty

5 0 5 10 15 20 25 30 35 40
Distance to Groups (kms)

0.00
0.02
0.04
0.06
0.08
0.10
0.12
0.14

D
en

si
ty

20 0 20 40 60 80 100
Distance to Groups (kms)

0.00
0.02
0.04
0.06
0.08
0.10
0.12

D
en

si
ty

Figure 2.7: The KDE of users individual location preference vs. group loca-
tion preference in four major cities. Lower means that the user had to travel
less to meet the groups. From left to right and top to bottom: Istanbul,
Izmir, Mexico City and Kuala Lumpur.

far away, we consider it as an independent cluster. We used an epsilon
of 1.5 km and minimum points of 1 as the parameters for the DBSCAN
clustering.

Figure 2.7 shows the Kernel Density Estimation (KDE) for the weighted
average traveling distance that users need to move to meet with the groups.
We observed that the KDE of the average weighted distance saturates be-
tween 5-10 kms. This means that users are willing to move from the areas
that they frequent to meet with the groups.

The Geo-Group-Recommender (GGR)

Our proposed approach to building recommendations of unvisited POIs to
groups in known areas to the groups, combines recommender systems from
the literature with: i) POI pre-�ltering, ii) category and location feature
engineering, iii) model training based on group check-ins.

The model is based on several observations. From Figure 2.3 we observe
that groups do not travel much between their check-ins. Therefore, it is
natural to geographically narrow down the set of possible POIs. We do this
by �tting KDE as described in Section 1.6. KDE helps us to di�erentiate the
dense areas for a group based on the geographical check-in distribution, as
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Model Acronym
iALS Matrix Factorization (1.1.4) iALS
KDE ∩ iALS Matrix Factorization KDE iALS
SGD Matrix Factorization (1.1.4) SGD
KDE ∩ SGD Matrix Factorization KDE SGD
Item To Item (1.1.4) ITEM-ITEM
KDE ∩ Item To Item KDE ITEM-ITEM
Popularity Recommender (1.1.2) POP
KDE ∩ Popularity Recommender KDE POP
Content Based Recommender (1.1.3) CB
KDE ∩ Content Based Recommender KDE CB

Table 2.4: Models used to generate recommendations.

shown in Figure 2.8 for one group. Speci�cally, we �t a KDE for each group
using the check-ins in the training data set. Subsequently, we compute a
density score at the location of each venue, and keep as candidates only the
venues in the highest (most dense) quartile. These POIs are then passed
on to the recommender system for ranking.

In our experiments the variants that include POI pre-�ltering contain
the keyword KDE in their name. The second type of variant also includes
category and/or geolocation features. These variants are denoted with GEO
and CAT in their acronym. The GEO and CAT features are included as
side-information in the recommender system. Among the third type of
variants we distinguish if the recommendations are built speci�cally for the
group or aggregated using individual recommendations. Speci�cally, the
recommender systems generate a rating ru,i for each pair of user u and
candidate POI i that are combined with one of the strategies described
in Section 1.3.1. The variants that include the POI pre-�ltering, category
features, location features, and are trained on the group check-ins are col-
lectively referred to as GGR (e.g., KDE IALS, KDE POP CAT, KDE POP,
KDE POP GEO).

Table 2.4 includes the names of the recommender systems that di�er
along the �rst two dimensions. Recommender systems that are trained on
individual user check-ins have one of the three acronyms (i.e. AIR, AWM,
ALM) appended to their name.

2.1.4 Evaluation Methodology

Figure 2.9 gives an overview of the evaluation methodology. For the three
largest cities in our data set (Istanbul, Izmir and Mexico City), we split the
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Figure 2.8: Example of pre-processing of geographical information to cal-
culate the KDE for a particular group. The map shows the POIs that could
be recommended in Mexico City colored by the KDE score for a particular
group. The stars shapes represent the check-ins used to �t the KDE. In
our experiments we picked venues at the 4th quartile (i.e., venues near the
most visited areas by the group) as POI candidates.
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Figure 2.9: Random split per group and cluster.

check-ins at the group cluster level (i.e., clusters detected by DBSCAN [Es-
ter et al., 1996]) to create two data sets. The training set contains ap-
proximately 70% of the check-ins of the group cluster, and the remaining
data comprises the testing set. Group clusters with size lower than the me-
dian were added to the training set. We combined all of the group cluster
splits to create one training and one testing data set. Figure 2.10 gives an
example of how we split a group check-ins into training and testing.

We used the Apple Turi Create7 implementation of the recommender
systems. The model hyper-parameters were �ne-tuned using grid search
on a validation set (i.e., 5% of the training set). The experiments were
conducted in a single machine with 40 cores and 200 GB of RAM and ran
for a day.

For performance metrics we use precision and recall at di�erent cuto�s
K (i.e. 5, 10, 20, 30, 40, 50), as described in Section 1.4.

2.1.5 Experimental Results

Our main result is the comparison of recommender system algorithms in
di�erent large cities. First, we compared the performance of recommender
systems trained on group pro�les versus aggregating user recommendations.
Figure 2.11 shows the comparison for iALS. We observed that using the
group pro�le to build the recommender system performed better than the
aggregation of individual recommenedations. Thus, the following results
use the group pro�les to build the recommendations. GGR models are
top performers and the types of recommender systems perform di�erently
among cities. Figure 2.12 shows the results for Istanbul, where KDE iALS
performs best for both precision and recall. Figure 2.13 shows the results
for Izmir, where in contrast, KDE SGD GEO performs best for both pre-

7https://github.com/apple/turicreate

https://github.com/apple/turicreate
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Figure 2.10: An example of the group check-ins split.

cision and recall. Finally, for Mexico City (Figure 2.14), KDE iALS again
performs best for recall@5-10 while KDE SGD CAT for recall@20-50. Best
performing methods are the same for precision as well.



2.1. POI RECOMMENDATION FOR GROUPS 35

5 10 20 30 40 50
K

0.00

0.02

0.04

0.06

0.08

0.10

0.12

M
e
a
n

 R
e
ca

ll
@

K

IALS

IALS AWM

IALS AIR

IALS LM

5 10 20 30 40 50
K

0.00

0.01

0.02

0.03

0.04

0.05

0.06

M
e
a
n

 P
re

ci
si

o
n

@
K

IALS

IALS AIR

IALS AWM

IALS LM

5 10 20 30 40 50
K

0.00

0.05

0.10

0.15

0.20

M
e
a
n

 R
e
ca

ll
@

K

IALS

IALS AWM

IALS AIR

IALS LM

5 10 20 30 40 50
K

0.00

0.01

0.02

0.03

0.04

0.05

M
e
a
n

 P
re

ci
si

o
n

@
K

IALS

IALS AIR

IALS AWM

IALS LM

5 10 20 30 40 50
K

0.00

0.05

0.10

0.15

0.20

M
e
a
n

 R
e
ca

ll
@

K

IALS

IALS AWM

IALS AIR

IALS LM

5 10 20 30 40 50
K

0.000

0.005

0.010

0.015

0.020

0.025

0.030

0.035

0.040

M
e
a
n

 P
re

ci
si

o
n

@
K

IALS

IALS AIR

IALS AWM

IALS LM

Figure 2.11: Combining individual iALS recommendations by equa-
tions(1.22�1.24) under-perform the group model. From top to bottom:
Mexico City; Istanbul; Izmir. Left: Recall; Right: Precision.
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Figure 2.12: Istanbul Recall@K(top) and Precision@K(bottom). The leg-
ends are sorted by the best performance models from left to right and top
to bottom.
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Figure 2.13: Izmir Recall@K(top) and Precision@K(bottom). The legends
are sorted by the best performance models from left to right and top to
bottom.
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Figure 2.14: Mexico City Recall@K(top) and Precision@K(bottom). The
legends are sorted by the best performance models from left to right and
top to bottom.
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2.2 POI Itinerary recommendation for groups

In the previous section we presented a model that generates POI recommen-
dation for groups. In this section we focus on building recommendations
for groups who are interested in visiting more than one place during their
gathering in a given order (e.g., a restaurant, a historical site, and a co�ee
shop). This task is more challenging, as additional constraints (e.g., time)
must be satis�ed. This task is known to be the orienteering under several
constraints (e.g., time, distance, type ordering). In [Ayala-Gómez et al.,
2018] we studied the problem recommending top-k sequences of POIs for
a known group, given a starting POI, time constraint, and contextual in-
formation (e.g., popularity of the venue at time of arrival). Recent work
on group orienteering [Fan et al., 2017, Anagnostopoulos et al., 2017] is
done in two steps. The �rst step is to train a recommender system, and
the second step uses the scores given by the recommender system to build
the itinerary. A common way for building group recommendations is to ag-
gregate the group members' individual preferences. However, in our work
we model group preference on the basis of observed group behavior; as we
previously reported, recommendations based on group preferences perform
better than aggregations of individual preferences. We model group prefer-
ences not only from the POI check-ins but also from the venue popularity
at the time of arrival, its characteristics, and the observed POI transitions
for each city in our data set.

In this section our goal is to design methods to recommend top-k se-
quences of POIs for a known group given a starting POI, time constraint,
and contextual information (e.g., popularity of the venue at time of arrival).
We conducted the experiments on a real data set of check-ins collected from
Swarm by Foursquare and compared the recommender systems' quality us-
ing nDCG de�ned in Equation (1.27). For each city we used the best rec-
ommender system models with tree variants of Monte-Carlo Tree Search,
and a greedy approach for itinerary construction. Our results show that
the proposed approach improves the performance in comparison to baseline
techniques.

2.2.1 Literature Review

Research on itinerary recommendation mostly focuses on building recom-
mendations for individuals. In [De Choudhury et al., 2010] the authors
investigate the usage of geo-temporal traces (i.e., breadcrumbs) left by trav-
elers in social media platforms to generate itineraries. They collected data
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from Flickr8 and mapped the photos taken by users to POIs. The resulting
sequences of photos are mined under several constraints to construct POI
paths. The authors in [Gionis et al., 2014] also use geo-temporal traces of
travelers on LBSNs. They propose two algorithms to construct itinerary un-
der several constraints including those on venue types and distance. In [Roy
et al., 2011] the authors include user feedback for each selected POI in the
itinerary. User feedback is used to pick the next steps in the itinerary. The
work presented in [Chen et al., 2014] focuses on generating itineraries in-
volving several days. The authors generate all possible single-day itineraries
and then combine them selectively for an optimal multi-day itinerary. In
[Lim et al., 2017b] the user preference for a POI is weighted by visit dura-
tion and recency of past visits rather than visit frequency. In a follow-up
study [Lim et al., 2017a] the authors studied the itinerary planning problem
under queuing time consideration. The goal then is to maximize the user
preference to the POIs while minimizing the queuing time.

Itinerary recommendation for groups has recently attracted attention
as a research problem in the literature. In [Fan et al., 2017] the proposed
algorithm aggregates individual preferences by considering agreement and
disagreement among the group members. The work presented in [Anag-
nostopoulos et al., 2017] considers the task to be the orienteering problem,
where the goal is to �nd a path in a graph within a time budget that has
the best value for the group. The itinerary value is an aggregation of all
of the individual preferences to the POIs in the path. They do this in
two steps, where the �rst step is to use a content-based recommender sys-
tem to build recommendations for individuals. The second step generates
itineraries by maximizing di�erent objective functions: i) TourGroupSUM,
adds the individual POI recommendations; ii) TourGroupMIN, assigns the
lowest individual score to the POI; iii) TourGroupFAIR, averages the value
of the individual scores minus a weighted standard deviation as POI score.
They found the highest valued itineraries using ant colony optimization,
although the scores did not vary much compared to the greedy baseline.

One of the basic di�erences in our work from the two previously summa-
rized approaches is that rather than aggregating group member preferences
we use the known group preferences. In that sense, we have a common
approach with the study in [Ayala-Gómez et al., 2017]. We focus on rec-
ommending a list of top-k itineraries instead of a single itinerary. In terms
of the methods used to solve the orienteering task we use the Monte-Carlo
Tree Search (MCTS), and added contextual features during the itinerary
planning such as time and transition probabilities.

8https://www.flickr.com/

https://www.flickr.com/
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City Check-ins Venues Categories Group Group Group
Check-ins Venues Categories

Istanbul 763K 32K 423 205K 18 362
Izmir 262K 14K 373 46K 5K 271
Mexico City 179K 19K 370 71K 12K 340
Tokyo 108K 19K 392 7K 3K 264

Table 2.5: Statistics for the Top-4 cities in our working data set.

2.2.2 Setting

We de�ne the problem of itinerary planning for a group of users as follows:
Given a group G of LBSN users, a set of POIs (venues) V , and a POI v0 as
a starting point, the aim is to construct a path I =< v0, . . . , vn >, where
vi ∈ V , such that I ful�lls given budget and POI type constraints. The
budget constraints are total time and distance.

We assume that some history of check-ins for the group and its members
is available, and that POI metadata (e.g., popularity, tips, description,
ratings) is also available. Another assumption is that each POI has a type
(category).

Following the classi�cation shown in Table 2.2, we can characterize
methods for building an itinerary of POIs for groups of users in LBSN as
follows: Preferences are known, recommendations are presented as options
in a list, the group is passive, we recommend a sequence of items (POIs),
feedback is implicit, and we use the group pro�le.

2.2.3 Working Data set

For the itinerary recommendation task, we extended the data set of Sec-
tion 2.1. In this new data set, we narrow down the search on speci�c cities.
We collected a data set that has approximately 2.7M individual check-ins,
1M group check-ins, 200K users, 400K groups, 116K venues, and 547 cate-
gories. We followed the cleaning steps described in Section 2.1.2. Table 2.5
presents statistics of the groups, users, venues, and categories for the Top-4
cities after cleaning the data.

An important aspect of our work is using LBSN contextual features such
as time and location. Time-wise, we observed seasonal e�ects in the time
of the day, day of the week and month: the popularity of venues varies by
week, hour, and season. For example, bars are more popular during the
weekends and evenings, while museums are more popular during mornings
and afternoons. Figure 2.15 presents examples of the e�ects that the week-
day, time, and venue type have on the venue's popularity.
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Figure 2.15: Distribution of check-ins per weekday and hour for museums
(left) and bars (right) in Istanbul. The rows are the parts of the day, and the
columns are days of the week. A darker color represents higher distribution
of check-ins.

We sorted the group check-ins by time to study the transitions between
venues. These POI transitions help us to understand popular venue type
transitions in a city. Figure 2.16 shows an extract from the transition matrix
for Istanbul.

2.2.4 Feature engineering

The contextual information in the data set is represented using di�erent
types of features. We pre-process content, transition, and temporal features
to describe di�erent aspects of the venues, groups, users, and context.

Content Features: Foursquare provides textual information that gives
more information about the venues. POIs may have tips left by other users,
phrases that describe the venue, and attributes (e.g., romantic, cozy). We
performed conventional pre-processing steps as described in Section 1.1.3
on the tips, phrases, attributes, and on the venue category tree9. We also
included a categorical feature provided by Foursquare that represetnts the
price tier (e.g., cheap, moderate, expensive). Finally, we add as features
the venue rating and the number of check-ins. In our experiments these
features are used by the content-based recommender system.

9https://developer.foursquare.com/docs/resources/categories

https://developer.foursquare.com/docs/resources/categories
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Figure 2.16: Part of the transition matrix for activity types in Istanbul.
The numbers represent the transition probability between two categories
and show that moving from a venue of certain category conditions the
category of the next venue. For example, if a group is in a park it is more
likely that they will go to a food establishment than to a nightclub. If the
group is in a nightclub; they are more likely to go to a food establishment
afterwards than to a park.

Transition Features: Given a current POI category ci and a possible
next POI category cj, we compute the empirical conditional probability as
ecp(cj|ci) =

nij

ni+1
, where nij is the number of observed transitions between

ci and cj, and ci is the number of check-ins at ci.

Temporal Features: We split the day into 6 segments: 05-08 (Early
Morning), 09-11 (Late Morning), 12-14 (Early Afternoon), 15-17 (Late Af-
ternoon), 17-19 (Early Evening), and 21-04 (Night). For each of these
segments, we count how many check-ins are in the venue and venue type.

2.2.5 The Itinerary Graph

For each group in our training set, we construct a weighted graph where
nodes are the candidate POIs that could be included in the itinerary. The
edges have two weights; one that represents the value, and the other that
represents the cost. The value depends on the contextual information and
the score given by the recommender system. The cost of the edge is the time
required for visiting the POI, calculated based on stay time and commute
time. For stay time, we use the average stay time for the category of
the end node. We determine the average stay time for a venue using the
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Figure 2.17: Recall at di�erent candidate set sizes for the cities.

time di�erence between the transitions in the data set. Commute time is
calculated by dividing the Vincenty distance by the average human walking
speed 4.9 km/h. We represent the itinerary as a path T containing POIs.
The cost and value of the itinerary are de�ned as:

cost(T ) =
∑
v∈T

cost(v), (2.3)

value(T ) =
∑
v∈T

value(v). (2.4)

2.2.6 Proposed Approach

Figure 2.17 presents an overview of the proposed solution. Our proposed
solution consists of two steps. First, we train a recommender system using
the known check-ins from a ground-truth data set. Then, we �nd a set of
K nearest POIs to starting POI and use it as the candidate set. We score
the POI with the recommender system. These ranked candidates are used
as input to solve the orienteering problem with Monte Carlo Tree Search.

2.2.7 Candidate Sets

In [Ayala-Gómez et al., 2017], we observed that groups do not travel long
distances between check-ins. Based on this behavior, we limit the number
of candidate POIs to be used in the itinerary construction by always picking
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Figure 2.18: Recall at di�erent candidate set sizes for the cities.

venues near the current venue of the group. For a given location, we consider
the C closest venues for some constant C. We measure the quality of this
candidate set C by measuring if the next venue that the group goes is in
the candidate set. Figure 2.18 shows the recall of the candidate set.

2.2.8 Recommender Systems

We model the group preference for each of the POIs in the candidate set
using well-known recommender systems from the literature. We experiment
with content-based recommender system [Ricci et al., 2015] based on the
content features described in Section 2.2.4, item-based [Linden et al., 2003],
and collaborative �ltering model for implicit feedback (iALS) [Hu et al.,
2008].

We build recommendations for groups using two approaches. The �rst
approach is to create a pro�le for each of the groups using the observed
check-ins in the ground-truth data set. The second approach is to build
a pro�le for each user using the known check-ins in the ground-truth data
set, and aggregating the predicted scores for each of the users in the group.
Similar to [Anagnostopoulos et al., 2017], we use three di�erent aggregation
functions: i) IndividualSUM is the sum of the group member recommenda-
tions, ii) IndividualMIN the min value of the group member recommenda-
tions, and iii) IndividualFAIR assigns the mean value of the scores minus
one standard deviation.
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2.2.9 Itinerary Construction

Our proposed solution for the orienteering problem uses Monte-Carlo Tree
Search (MCTS) to e�ciently �nd a promising itinerary. MCTS is built on
the idea of combining tree search with random sampling, and �nds optimal
decision paths [Browne et al., 2012]. We use Upper Con�dence Bound for
Trees (UCT), �the most popular algorithm in the MCTS family� [Browne
et al., 2012]. UCT recursively builds a tree by expanding nodes in each it-
eration, selecting the most promising node, estimating the expected reward
of the selected node, and back-propagating the reward to the parents. This
process ends when a certain computational budget is reached. The best
path is found by traversing the tree from the root and picking the child
node with highest expected rewards until a terminal node is reached. In
our case a tree node represents a POI.

UCTSearch(v0, variant, Cp)
// The root node v0 is the starting POI.

// variant is a MCTS variant (i.e., MCTS_Simple,

MCTS_Score, MCTS_Context)

while within computational budget do
vl ← TreePolicty(v0)
∆← DefaultPolicy(vl, variant)
UpPropagate(vl, ∆)

end
itinerary = [v0]
v ← BestChild(v0, 0)
while v is non-terminal do

itinerary.append(v)
v ← BestChild(v, 0)

end
return itinerary

Algorithm 1: The main function of the UCT Algorithm for �nding an
itinerary.

We modi�ed the UCT algorithm described in [Browne et al., 2012] as
presented in Algorithm 1. The additional functions used in UCT are de-
scribed in Algorithm 2.

Tree policy controls the trade between exploration and exploitation. It
expands a node if it is not fully expanded or terminal, otherwise it picks
BestChild, which is the node that requires more attention at the current
iteration.
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TreePolicy(v, Cp)
while v is non-terminal do

if v not fully expanded then
return Expand(v)

else
v ← BestChild(v, Cp)

end
end

Expand(v)
// Choose a set of reachable POIs from v
forall vj ∈ v.reachable_pois do

v.add_child(vj)
end
return v

BestChild(v, Cp)
return

argmax
vj∈v.children

Q(vj)

N(vj)
+ 2Cp

√
2 lnN(vj)

N(vj)

DefaultPolicy(v, variant)
reward = 0
while v is non-terminal do

v ← pick_child_by_variant(v.children)
reward += v.score

end
return reward

UpPropagate(v, ∆)

while v is not null do
N(v)← N(v) + 1
Q(v)← Q(v) + ∆
v ← v.parent

end
Algorithm 2: Auxiliary functions of the UCT Algorithm.
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Default policy simulates an expected reward if the node is non-terminal.
A terminal node is the case when the time budget is exhausted and no
more POIs can be visited. In the simplest case, the algorithm picks uni-
formly random unseen reachable nodes until a terminal node is found. The
expected reward is the average score of the nodes visited during the sim-
ulation. When a node is terminal, its expected reward is the score of the
node.

UpPropagate updates the expected reward of node vj's parents up to
the root node. Each parent node keeps track of how many simulations has
been run from their children. The expected reward of a parent is the sum
of its children simulations divided by the number of visited nodes in the
simulations.

BestChild returns the best child by following the Upper Con�dence
Bound. The Cp parameter controls the exploration-exploitation trade-o�.
For expected rewards between [0, 1] a value of 1√

2
for Cp is recommended

[Kocsis et al., 2006].
To generates top-k itineraries, the UCT function is called k times. At

the end of each run the best itinerary is returned and the selected nodes
are removed from the candidate set.

We experiment with three variations of the node reward xj. Let r̂j
represent the recommendation score, fcj the number of occurrences of the
venue category, popularity(vj, tj) the proportion of check-ins observed in
pj at time of arrival tj, ecp(cj|ci) the empirical conditional probability of
visiting a venue of type cj after a venue of type ci (e.g., going to a co�ee
shop after a park), and fcj the number of occurrences of the venue category.
Also, let a parameter λ ≥ 1 de�ne a penalization value for repeating venue
categories in the itineraries. Larger values of λ have a higher penalty for
picking venues of the same category in the itinerary. For example, a value
of λ = 2 would split the node's reward in half if there exists a venue of the
same category in the itinerary. The three proposed variations of the node's
reward are MCTS_Simple, MCTS_Score, and MCTS_Context.

MCTS_Simple selects uniformly random the POIs. The reward of node
vj is de�ned in Equation 2.5 as

xj =
r̂j

fcj · λ+ 1
. (2.5)

MCTS_Score replaces the uniformly random sampling with a greedy
search using the score of the recommender system. The reward of node vj
is the same de�nition as in Equation 2.5.
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MCTS_Context also replaces the uniformly random sampling with a
greedy search using the score of the recommender system and contextual
information. The reward of a node vj is de�ned in Equation 2.6 as

xj =
r̂j · popularity(pj, tj) · ecp(cj|ci)

fcj · λ+ 1
. (2.6)

Greedy Algorithm

A basic approach to solve the itinerary construction problem is to use a
greedy approach. Just like the MCTS, our greedy algorithm also utilizes
the recommender system to score the POIs. The algorithm starts from
a POI and asks for top-k candidates from the recommender system, then
�lters out the ones that are already included or violate some constraint, and
chooses the one that gives the highest score according to the recommender
system. The algorithm continues with a next POI selection until the budget
is consumed.

2.2.10 Evaluation Methodology

The data set is divided by time into three data sets for each of the cities
presented in Table 2.5. The training data set contains 80% of the data.
From the training set we withhold 5% as validation set. We test over the
remaining 20% of the data. An example of the data split is shown in
Figure 2.19.

We detect itineraries by looking for check-in sequences of the same group
on the same day. These sequences are used as ground truth to evaluate the
POI recommendation and the itineraries generated by the proposed algo-
rithms. Figure 2.19 shows the sequence length distribution in the testing
set. Note that most of the sequences have only two POIs increasing the
di�culty for measuring the quality of the itineraries, as for those cases the
task is to recommend the next POI that the group could visit.

We used nDCG (see Section 1.27) as a metric to evaluate the quality
of the recommender systems. The itinerary scheduler is evaluated on how
well the constrains are satis�ed while maximizing the predicted preference
of the group for the candidate POI.
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Figure 2.19: An example of the data set split by time for Mexico City (top).
The length distribution of the itineraries in the testing set for all the cities
(bottom).
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2.2.11 Experimental Results

2.2.12 Recommender Systems Evaluation Results

We used the Apple Turi Create10 recommender module for the implemen-
tation of recommender systems. We �ne-tuned the parameters of the rec-
ommender systems using grid search on the validation set. The code for
generating the candidate sets, training, and predictions, was executed on a
single machine with 16GB of RAM, 16 cores.

Table 2.6 shows the results of the di�erent recommender systems. We
observe that recommender systems trained with group history perform bet-
ter than aggregating individual recommendations. However, aggregating in-
dividual recommendations could be useful for cold start groups (i.e., groups
without check-in history). For that purpose, summation of individual rec-
ommendation scores provide the highest performance. We noticed that
predicting the next POI using a �xed category type (i.e., using next cat-
egory) improves the quality of the recommender systems considerably. In
our experiments iALS gave the highest performance for three of the four
cities. The item-to-item recommender system lead to a better performance
in the city of Tokyo. This could be due to the characteristics of the cities
and the data sets.

2.2.13 Itinerary Construction Evaluation Results

We evaluate our algorithms by requesting the top-10 itinerary recommen-
dations for each of the group tours in the testing set. For each city we used
the scores of the best single POI recommender in Table 2.6 as input. For
all the itineraries we used a budget of 8 hours, and assumed that the group
walks to commute between the POIs at a speed of 1.4m/s. We took the
�rst POI as the �rst check-in of the group sequence in our testing set, the
starting POI is excluded from the evaluations. We experimented with λ
values of 1, 2, 3, and 4. The best λ values for each city are 4 for Istanbul,
3 for Izmir, 3 for Mexico City, and 2 for Tokyo.

Figure 2.20 presents an example of the top-10 itineraries generated for
a group in Istanbul.

The results of comparing the greedy baseline with the MCTS models are
presented in Table 2.7 for average precision and Table 2.8 for average recall.
The MCTS methods outperform the greedy baseline in terms of precision,
and had similar performance in terms of recall.

10https://github.com/apple/turicreate

https://github.com/apple/turicreate
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Figure 2.20: Examples of itineraries generated by di�erent algorithms for
a group in Istanbul. From top to bottom and left to right: Greedy,
MCTS_Simple, MCTS_Context, and MCTS_Score. Each line in the map
represents one of the top-10 recommended itineraries.
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Istanbul Izmir Mexico City Tokyo
Using Next Category w/o w/ w/o w/ w/o w/ w/o w/
iALS - Group 0.546 0.700 0.550 0.705 0.531 0.716 0.460 0.666
iALS - IndividualSum 0.395 0.567 0.454 0.643 0.508 0.692 0.455 0.695
Item-to-Item -
IndividualSum

0.364 0.532 0.344 0.531 0.418 0.615 0.428 0.655

Item-to-Item - Group 0.502 0.650 0.271 0.441 0.204 0.395 0.500 0.753
Content - Group 0.269 0.434 0.271 0.441 0.204 0.396 0.282 0.494
Content -
IndividualFair

0.246 0.414 0.261 0.430 0.186 0.384 0.145 0.350

Content -
IndividualMin

0.246 0.414 0.261 0.430 0.186 0.384 0.145 0.350

Content -
IndividualSum

0.246 0.414 0.261 0.430 0.186 0.384 0.145 0.350

Item-to-Item -
IndividualMin

0.175 0.321 0.229 0.390 0.212 0.387 0.146 0.363

Item-to-Item -
IndividualFair

0.152 0.292 0.132 0.272 0.183 0.338 0.169 0.378

iALS - IndividualMin 0.057 0.206 0.088 0.242 0.134 0.293 0.239 0.409
iALS - IndividualFair 0.034 0.163 0.060 0.163 0.075 0.215 0.112 0.326

Table 2.6: Results of evaluating the top-100 recommendations of the next
POI to visit. The scores are the mean nDCG@100. The highest values of
each city are in bold. The abbreviation w/ stands for recommendations
�ltered to a speci�c next POI category (i.e., top-100 nearest POI of the
given category), and w/o when the next category is not speci�ed.

Greedy MCTS_Context MCTS_Score MCTS_Simple
Istanbul 0.008 0.009 0.009 0.009
Izmir 0.005 0.007 0.007 0.007
Mexico City 0.024 0.024 0.023 0.026
Tokyo 0.044 0.054 0.048 0.048

Table 2.7: Mean precision of the top-10 itineraries recommendation. The
highest values of each city are in bold.

The MCTS_Simple, MCTS_Score, and MCTS_Context variants per-
formed similarly. The bene�ts of adding contextual information were not
observed in both of the performance metrics. Itineraries built with contex-
tual information had higher precision, and itineraries built with the recom-
mender score and category penalization had higher recall. This could be
because of the data sparsity in the datasets. For instance, in Mexico City
the check-in sequences were shorter than in Tokyo. In shorter itineraries
(e.g., two POIs) the contextual information does not add value, as a simple
reward function is su�cient.
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Greedy MCTS_Context MCTS_Score MCTS_Simple
Istanbul 0.011 0.011 0.011 0.010
Izmir 0.013 0.013 0.012 0.012
Mexico City 0.024 0.023 0.023 0.025
Tokyo 0.042 0.041 0.038 0.037

Table 2.8: Mean recall of the top-10 itineraries recommendation. The high-
est values of each city are in bold.



Chapter 3
Global Citation Recommendation

The number of scienti�c articles published every year has exhibited an
exponential increase and it is likely that this trend will continue [Mabe,
2003, Larsen and Von Ins, 2010]. The vastness of information poses a chal-
lenge to researchers as it increases the time that they must spend on �nding
relevant papers to their speci�c research projects. This is particularly true
in areas of study where they have little knowledge of the related work.
Scholarly search engines, reference management tools, and academic social
networks provide recommendations for scienti�c publications that might be
of their interest.

In this chapter we summarize the research presented in [Ayala-Gómez
et al., 2018] where we consider the problem of recommending a list of rel-
evant papers given an abstract as an input. Our work seeks to answer the
research questions RQ2.1, RQ2.2, and RQ2.3. This chapter is organized
as follows: introduction to the problem, setting, working data set, proposed
approach, evaluation methodology, experimental results, and conclusions.

My contributions to our research in [Ayala-Gómez et al., 2018] was in the
problem formulation, data collection, data exploration, proposed approach,
recommender systems implementation, and experimentation.

3.1 Global Citation Recommendation

Citation recommendation is the task of recommending citations given a cor-
pus. [He et al., 2010] identi�ed two types of research paper recommenda-
tions: Global Recommendations and Local Recommendations. In the global
citation recommendation task the goal is to �nd relevant articles to a given
corpus as a whole. In the local citation recommendation task the goal is

55
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to �nd related papers in the literature for local contexts (e.g., paragraphs,
sentences).

The state-of-the-art research on global citation recommendation focuses
on di�erent settings, including cases where rich user metadata is available
(e.g., user pro�le, publications, citations, reads). Modeling recommender
systems using pro�les requires users to create a pro�le, associate it with
the published articles, and extract the citations from the papers. This is
troublesome, as the whole corpus is often not publicly available and may
be di�cult to parse (e.g., PDF). Furthermore, previous publications might
be irrelevant to a current topic of research, for example, when a researcher
works on a new topic, or collaborates with other researchers, or has no
history at all. We can avoid these problems by ignoring the user pro�le,
and instead, asking the researchers for an abstract of their new paper that
we consider as the description of the information need.

This section describes methods for expanding semantic features from
the abstract of a scienti�c article to train a top-k recommender system for
publications. We investigate a variant of the global recommendations task:
�nding papers that are relevant to a short description (abstract) of a new
paper, provided as input. By solving this task we help researchers who work
in a new area with a certain idea about the problem and approach, but
have limited knowledge of related literature.

An essential contribution of our proposed approach is to expand the se-
mantic features of the given abstract using knowledge graphs (Section 1.5).
We show that by using the semantic features we improve the quality of
the candidate set generation and the top-10 recommendation measured by
nDCG@10. New elements of our method include (1) expanding the se-
mantic features with knowledge graphs by using the Lucene search engine
for candidate generation, and (2) using learning-to-rank over the abstract-
candidate features.

3.2 Literature Review

A recent survey of citation recommendation is presented in [Beel et al.,
2016]. 70% of the surveyed methods used tf-idf [He et al., 2010, Huang
et al., 2014, Gollub et al., 2013]. Enriching the content of the paper is
done in [Middleton et al., 2001, Paraschiv et al., 2016, Beel et al., 2013b].
Graph based approaches compute research paper rankings to �nd the most
central or popular papers using a citation or author graph [Baez et al.,
2011, Hess, 2006, Liang et al., 2011, Arnold and Cohen, 2009, Jack, 2012,
Zhou et al., 2008, He et al., 2010, Strohman et al., 2007, Bethard and



3.3. NOTATIONS 57

Jurafsky, 2010]. Current research on using knowledge graphs to expand
the semantic features of the research papers is scarce. Authors in [Wu
et al., 2016] research the extraction of semantic entities from the text using
Wiki�er [Cheng and Roth, 2013, Ratinov et al., 2011] but do not study
the global citation recommendation task. The authors of [Alzoghbi et al.,
2016] propose a model that computes pairwise features between users and
papers, and then train a learning to rank model. This model learns the
user preference over the candidate papers.

Our work is di�erent from the previously mentioned results in several
aspects. We use the abstract to specify the information need and exploit
the semantic added value of knowledge graphs for building global citation
recommendations. We propose an approach that uses knowledge graph
features in the following steps. First, we use DBpedia Spotlight to map the
terms in the text to DBpedia entities URIs, and we extract the entities and
properties. Second, we propose generating a candidate set using Lucene's
More Like This method. This method queries for relevant papers using
the DBpedia entities and terms in the abstract. Third, from a ground-
truth data set, we compute abstract-candidate pairwise features, and mark
the pairs where the candidate was cited by the paper as relevant. We use
LambdaMART (Section 1.2.2), a learning to rank model that uses the pair-
wise features, to predict the labeled relevance. We show that our proposed
approach improves the quality of the candidate set, measured by recall, and
the top-10 recommendations, measured by nDCG@10.

3.3 Notations

We de�ne the global citation recommendation task as a learning to rank
task. Let X be the training set of triplets in our ground-truth data set
de�ned as:

X =
⋃
i∈I

{< ai, c, r(c|ai) >}, (3.1)

where ai is the abstract of paper i in our ground-truth data set I for which
we know its citations Ci, c is a candidate paper from the set of candidates
CSi that could be recommended, and r(c|ai) is the relevance score, de�ned
as:

r(c|ai) =

{
1 if c ∈ Ci
0 otherwise.

(3.2)

The goal is to learn a scoring function f that approximates the relevance
r̂(c|ai) = f(X) for c ∈ CSi. The resulting r̂ is used to sort the elements in
CSi and build top-k recommendations for ai.
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3.4 Working Data set

We compile a ground-truth data set of papers that is used to train and
evaluate our global citation (or, in other words, reference) recommender.

We combined data from two large publicly available data sets. The �rst
is CiteSeerX [Li et al., 2006], an open-access repository of about 10M papers
from which we use the title and abstract. The second data set is the MAG
[Sinha et al., 2015], a publicly available set of 127M scienti�c papers, from
which we use the metadata, and the list of citations. We match the papers
in the two data sets by the edit distance of their lower-case title. By merging
the two data sets we obtained a collection of approximately 2.2M research
papers, 6.7M authors, and 24M citations. We only consider the 4.7M
citations to papers in our data set. We include a cleaning phase to remove
outliers (e.g., papers with more than 2.9K authors, 9.6K citations). The
cleaning removes papers published before 1973, papers with more than 20
authors and 100 references (i.e., citing more than 100 papers), and entities
with a frequency below the median are ignored. After cleaning, the total
number of papers is 385K.

We extract semantic features for each paper in the ground-truth data set
by mapping the abstracts to DBpedia [Auer et al., 2007] (Section 1.5). The
mapping is done using DBpedia Spotlight [Mendes et al., 2011]. The output
of this process is a set of DBpedia resources in the title and abstract. We
refer to them as entities. For each paper we also collect the union of RDF
objects associated with its entities and refer to them as its properties. An
example of the links between papers, entities, and properties is shown in
Figure 3.1.

In total we extracted approximately 270K distinct entities, which ac-
count for 25M annotations and 1.7M unique properties. To summarize,
each paper in the resulting working data set is associated with the fol-
lowing features: title, abstract, set of citations, set of entities, and set of
properties. Table 3.1 presents statistics of the clean data set that contains
385K papers. Tables 3.2 and 3.3 present the Top-10 authors, entities, and
properties. Figure 3.2 shows popular co-occurrences for the Top-10 entities
of Table 3.2 (i.e., entities mentioned in the same abstract).

3.5 Proposed Approach

We describe the main steps of our proposed approach for building global
citation recommendations. In the �rst step we build a candidate set by
�nding similar papers using the terms in the given abstract and the an-
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Figure 3.1: An example of two papers and their relation via the http:

//purl.org/dc/terms/subject property. The paper titles are in large
orange font, the entities Ei are in blue font. Entity properties Pi are in
small black font. In this example, new knowledge is discovered by the link
between Dominating_Set and Path_(graph_theory).

Authors Citations Abstract Length Entities
Mean 3 3 693 9
SD 2 3 198 5
Min. 1 1 0 1
25% 2 1 542 6
50% 3 3 667 9
75% 4 5 832 13
Max. 19 50 3.7K 53

Table 3.1: Statistics of the cleaned data set. The abstract length is in
characters.

http://purl.org/dc/terms/subject
http://purl.org/dc/terms/subject
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Figure 3.2: Larger text (blue) are the Top-10 entities. Smaller text (black)
are entities co-occurrences (i.e., papers mentioning both entities). For sim-
plicity, we show just 10 co-occurrences for each of the top entities.

Top-10 Authors Top-10 Entities
Tania Vu Algorithm
Jiawei Han Protein
Nicholas G. Martin Species
Gonzalo Navarro Gene_expression
Lei Zhang DNA
Hanspeter Seidel Evolution
Terrence J. Sejnowski Mathematical_optimization
Philip S. Yu Graph_theory
Moshe Y. Vardi Mutation
Christos Faloutso Gene

Table 3.2: Most of the authors and entities are related to the �elds of
computer science, mathematics, and bio-informatics. Note that in this table
the authors and entities are not related per row.
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Top-10 Properties
http://purl.org/dc/terms/subject
http://www.w3.org/1999/02/22-rdf-syntax-ns#type
http://www.w3.org/2002/07/owl#Thing
http://dbpedia.org/class/yago/PhysicalEntity100001930
http://dbpedia.org/class/yago/Object100002684
http://dbpedia.org/class/yago/YagoLegalActorGeo
http://dbpedia.org/class/yago/YagoPermanentlyLocatedEntity
http://dbpedia.org/class/yago/Abstraction100002137
http://dbpedia.org/class/yago/Whole100003553
http://dbpedia.org/class/yago/YagoLegalActor

Table 3.3: DBpedia also links to other knowledge graphs like YAGO and
other resources (e.g., purl � permanent URLs).

notated entities. For similarity search, we use Lucene's More Like This
functionality. Figure 3.3 presents the relation between all elements in the
ground-truth data set. In the second step we form the training set as de-
�ned in Equation 3.1 and compute the pairwise features given in Table 3.4.
Finally, we use the training data set to train LambdaMART, a learning to
rank method that learns how to score the candidates according to their rel-
evance described in Section 1.2.2. The overview of our proposed approach
is presented in Figure 3.4.

3.6 Evaluation Methodology

We split the data set based on the publication date of the papers using
two di�erent approaches. Split random per year uses 80% of the papers
published in a year for training, and holds the remaining 20% for testing to
evaluate the performance of the model to recommend citations for papers
in the testing set. Split on next year measures how well the model predicts
citations for the papers of the coming year.

We compared our proposed approach with the pairwise tf-idf score and
Lucene's More Like This methods as baselines. The quality of the recom-
mendations is measured using nDCG@10. The LM-all model had the best
performance con�rming that the proposed approach provides signi�cant
improvements compared to the baselines.
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Figure 3.3: Properties of paper i. The paper is associated to DBpedia
entities that allow us to connect to other papers with common entities.
We use the entities in combination with the abstract's terms for querying
Lucene's MLT method to generate a candidate set CSi for paper i.

Figure 3.4: Our proposed approach for building global citation recommen-
dations at a glance. Top: the training phase; Bottom: the recommendation
phase.
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Feature Description
MLT Score Lucene's method for scoring candidates

based on the most relevant terms and enti-
ties.

Entities tf-idf tf-idf score for the common entities.
Properties tf-idf tf-idf score for the common properties.
Abstract tf-idf tf-idf score for the common terms.
Combined tf-id The sum of the entities tf-idf, properties

tf-idf, and abstract tf-idf
Highest tf-idf Label of the highest tf-idf score
Lowest idf-idf Label of the lowest tf-idf score
Candidate Age Years passed since the candidate paper was

published. For evaluation, the year used for
the candidate age is the split year. For rec-
ommendation, it would be the present year.

Indegree Total number of papers citing the candidate,
before the year of training or recommenda-
tion.

Indegree w/ Decay The indegree with a decay according to the
candidate age as:

indegreedecay(c|ai) =
indegreec|ai
log(agec|ai )

.

Table 3.4: Pairwise features between the abstract and the candidates.

Model Acronym Features
Lucene's More
Like This

MLT Relevant terms in abstract ∪ en-
tities

Abstract tf-idf
Score

ATF Sum of common tf-idf score

LambaMART
No Enti-
ties/Properties

LM-w/o Candidate age, indegree w/ de-
cay, indegree, abstract tf-idf

LambdaMART
All

LM-all All the features described in Ta-
ble 3.4

Table 3.5: The LambdaMART models represents our proposed approach.
The score generated by ATF and MLT is used to build the top-k recom-
mendations.



64 CHAPTER 3. GLOBAL CITATION RECOMMENDATION

Features R
ec
a
ll
@
1
0

R
ec
a
ll
@
2
0

R
ec
a
ll
@
5
0

R
ec
a
ll
@
1
0
0

R
ec
a
ll
@
5
0
0

R
ec
a
ll
@
1
0
0
0

Abstract 0.37 0.41 0.47 0.52 0.62 0.66
Entities 0.37 0.40 0.46 0.50 0.59 0.62
Abstract ∪ Entities 0.39 0.43 0.49 0.54 0.64 0.67

Table 3.6: Features used for building the candidate sets.

3.6.1 Empirical Results

Table 3.6 presents the recall of the candidate set approach at di�erent set
sizes. We observed an increase in coverage when using the terms in the
abstracts and the annotated entities.

Table 3.7 presents the results for the evaluation on random split per year
and Table 3.8 shows the results for evaluation on the next year. In both
cases we found that LM-all had the best performance. This shows that
expanding the semantic features of the given abstract using the entities
and properties contributes to a better recommendation.

The feature importance for the models is presented in Figure 3.5 mea-
sured by how often the features were used in the MART trees. The Inde-
gree w/ Decay had the highest importance, meaning that popular papers
are more relevant than unpopular ones. MLT Score appeared with high
relevance, showing that similar papers are relevant. The candidate's age
importance indicates that the recency of the papers a�ects its relevance.
The entities tf-idf appeared as more relevant than the abstract tf-idf, vali-
dating that the expanded semantic features added predictive value. Finally,
the relevance of the knowledge graph is shown in the combined tf-idf and
properties tf-idf.
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LM-all MLT ATF LM-w/o
Split Year
1996 0.402 0.344 (+16.9 %) 0.262 (+53.7 %) 0.292 (+37.7 %)
1997 0.449 0.409 (+10.0 %) 0.326 (+38.1 %) 0.307 (+46.5 %)
1998 0.390 0.390 (+0.0 %) 0.300 (+29.8 %) 0.291 (+34.0 %)
1999 0.401 0.364 (+10.2 %) 0.274 (+46.5 %) 0.292 (+37.2 %)
2000 0.411 0.391 (+5.0 %) 0.261 (+57.3 %) 0.282 (+45.8 %)
2001 0.382 0.347 (+10.2 %) 0.268 (+42.6 %) 0.289 (+32.0 %)
2002 0.368 0.330 (+11.5 %) 0.252 (+46.1 %) 0.284 (+29.5 %)
2003 0.380 0.347 (+9.5 %) 0.245 (+54.7 %) 0.274 (+38.4 %)
2004 0.335 0.308 (+8.8 %) 0.211 (+58.6 %) 0.236 (+42.2 %)
2005 0.327 0.297 (+10.1 %) 0.212 (+54.0 %) 0.250 (+30.5 %)
2006 0.318 0.293 (+8.6 %) 0.207 (+53.6 %) 0.235 (+35.2 %)
2007 0.316 0.290 (+8.9 %) 0.194 (+62.5 %) 0.226 (+40.1 %)
2008 0.310 0.286 (+8.6 %) 0.194 (+60.1 %) 0.223 (+39.1 %)
2009 0.300 0.265 (+13.2 %) 0.189 (+58.6 %) 0.228 (+31.8 %)
2010 0.316 0.286 (+10.6 %) 0.194 (+62.9 %) 0.229 (+38.3 %)
2011 0.306 0.281 (+8.9 %) 0.194 (+57.9 %) 0.218 (+40.0 %)
2012 0.303 0.268 (+12.9 %) 0.174 (+74.2 %) 0.211 (+43.4 %)
2013 0.292 0.252 (+15.8 %) 0.167 (+74.4 %) 0.207 (+41.0 %)
2014 0.294 0.251 (+17.2 %) 0.175 (+68.0 %) 0.215 (+36.8 %)
2015 0.256 0.212 (+21.0 %) 0.151 (+69.7 %) 0.193 (+33.2 %)

Table 3.7: nDCG@10 for the models evaluated on the year random split.
The numbers in parenthesis indicate the gain of the LM-all in comparison
to the baseline.

LM-all MLT ATF LM-w/o
Eval. Year
1997 0.458 0.373 (+22.7 %) 0.287 (+59.7 %) 0.338 (+35.7 %)
1998 0.420 0.369 (+13.7 %) 0.260 (+61.2 %) 0.308 (+36.4 %)
1999 0.427 0.374 (+13.9 %) 0.280 (+52.2 %) 0.316 (+34.9 %)
2000 0.417 0.384 (+8.6 %) 0.271 (+53.8 %) 0.314 (+33.0 %)
2001 0.391 0.356 (+10.0 %) 0.263 (+48.6 %) 0.295 (+32.8 %)
2002 0.378 0.336 (+12.6 %) 0.253 (+49.7 %) 0.286 (+32.3 %)
2003 0.365 0.327 (+11.5 %) 0.238 (+53.4 %) 0.271 (+34.6 %)
2004 0.346 0.312 (+10.8 %) 0.222 (+56.1 %) 0.257 (+34.7 %)
2005 0.334 0.301 (+11.1 %) 0.218 (+53.7 %) 0.252 (+32.5 %)
2006 0.325 0.292 (+11.6 %) 0.209 (+55.6 %) 0.241 (+34.7 %)
2007 0.324 0.290 (+11.7 %) 0.202 (+60.4 %) 0.238 (+36.1 %)
2008 0.313 0.279 (+12.3 %) 0.196 (+59.7 %) 0.230 (+36.1 %)
2009 0.312 0.276 (+13.1 %) 0.192 (+62.4 %) 0.228 (+37.2 %)
2010 0.318 0.284 (+12.0 %) 0.198 (+60.5 %) 0.232 (+37.5 %)
2011 0.306 0.271 (+12.7 %) 0.188 (+62.3 %) 0.221 (+38.2 %)
2012 0.300 0.263 (+14.0 %) 0.177 (+69.4 %) 0.215 (+39.8 %)
2013 0.296 0.255 (+16.2 %) 0.176 (+68.5 %) 0.214 (+38.1 %)
2014 0.295 0.259 (+14.0 %) 0.176 (+67.7 %) 0.215 (+37.1 %)
2015 0.281 0.235 (+19.8 %) 0.168 (+67.2 %) 0.212 (+32.6 %)

Table 3.8: nDCG@10 for the models evaluated on the following year of the
training. The numbers in parenthesis indicate the gain of the LM-all in
comparison to the baseline.
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Figure 3.5: The feature importance is measured by how many times each
feature was used by LambdaMART in the trees' splits. The plot is sorted
from top to bottom. Darker color means a greater contribution to the
model.



Chapter 4
Session Based Item-to-Item

Recommendation

In previous chapters we showed how Web recommender systems assist users
to navigate through possible relevant items. Most of the recommender
systems depend on a long history of interactions among users. However,
in practice, extensive user history is not always available; for example,
when the user browses anonymously without signing in. Moreover, some
items (e.g., news, viral content, expensive electronics, and movies) might
be relevant only during the current user session. Recommender systems
rely on the items recently viewed for such cases. This task is called session
based item-to-item recommendation.

Generating item-to-item recommendations by �people who viewed this,
also viewed� (1.1.4) works well for popular items. However, these meth-
ods perform poorly for rare (i.e., infrequent) items with short transaction
history.

In this chapter we summarize the research presented in [Daróczy et al.,
2018] where we consider the problem of recommending a list of relevant
next items for a given item in a user session. Our research contributes
to answering the questions RQ3.1, RQ3.2, and RQ3.3. This chapter
is organized as follows: introduction to the problem, data set, proposed
approach, evaluation methodology, and experimental results.

My contribution to our work in [Daróczy et al., 2018] was on the data
extraction, data exploration, recommender systems implementation, and
experimentation.

67
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4.1 Infrequent Item-to-item Recommendation

via Invariant Random Fields

In Section 1.1.4 we presented collaborative �ltering methods, and described
how to build such models based on user-item interactions. Content based
recommender systems (1.1.3) use item properties to build recommenda-
tions. Several practitioners [Koenigstein and Koren, 2013, Pilászy et al.,
2015] argue that in real-life, most of the recommendations are built using
implicit feedback, with short user history, and most are item-to-item based.
Our proposed model focuses on solving the task of recommending a list of
relevant items to a user based on the items consumed in the current session
[Sarwar et al., 2001b, Linden et al., 2003]. An intuitive approach is to count
the item pair frequencies that accounts for the times a user has moved from
a current item i to a next item i. This works for popular transitions, how-
ever, for infrequent items require breaking ties (transitions with the same
frequency), and also use a similarity metric to balance the item low sup-
port. Moreover, we have to consider that new items will appear (i.e., the
cold start case [Schein et al., 2002]).

The main idea of our approach is to utilize the known, recent, or popular
items for item-to-item recommendation via multiple representations. As a
starting point we compute the item transition pairs. Then, we utilize the
entire training data, and not just the item-item conditional probabilities.
Our item-to-item model is able to use single or combined similarity mea-
sures such as Jaccard or cosine based on collaborative, content, multimedia
and metadata information. We evaluate our approach by generating top-k
recommendations for a current item, and measure the Recall and DCG on
the next item.

Our item-to-item recommender model uses a set of arbitrary item pair
similarity measures (e.g., content-based similarity). We use the pairwise
similarity values and potentially other model parameters θ to model the
item i as a random variable p(i|θ). From p(i|θ), we will infer the distance
and the conditional probability of pairs of items i and j by using all infor-
mation in θ.

4.2 Literature Review

Recommender systems are surveyed in [Ricci et al., 2015]. The �rst item-
to-item recommender methods used a similarity metric to �nd the near-
est neighbors or association rules [Sarwar et al., 2001b, Linden et al.,
2003, Desrosiers and Karypis, 2011, Davidson et al., 2010]. Both classes of
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Data set 25% 50% 75% Max

Books 1 1 2 1,931
Yahoo! Music 4 9 23 160,514
MovieLens 29 107 300 2,941
Net�ix 56 217 1,241 144,817

Table 4.1: Co-occurrence quartiles. We remove pairs above the 75% of the
co-occurrence frequency distribution.

methods perform poorly if the last item of the session has a low item tran-
sition support (e.g., rare or recent items). [Hidasi and Tikk, 2012] consider
transitions (sequentially) as a context, and their approach uses pairwise as-
sociations as features in an alternating least squares model. They mention
that they face the sparsity problem in setting minimum support, con�dence,
and lift of the associations, and they used the category of last purchased
item as a fallback. Closest to our work is the EIR model [Koenigstein and
Koren, 2013] that embeds the item-item transitions in item latent factors
used to build recommendations by �nding the nearest latent factors for a
given item latent factor. Recently, recurrent neural networks [Cho et al.,
2014] to build item-to-item models [Quadrana et al., 2017].

4.3 Data sets used in the experiments

We used the following openly available data sets in our experiments: Net�ix
[Bennett et al., 2007b], MovieLens [Harper and Konstan, 2016], Ziegler's
Books [Ziegler et al., 2005], and Yahoo! Music [Dror et al., 2012].

Similar to [Koren et al., 2009] we simulate calculate item transitions from
pairs of items consumed by the users in the data sets. For example, if a user
consumed items a, b and c we create three pairs: [(a, b), (b, c), (c, a)]. We
do this for all the users by considering that the items were consumed in one
single session, and then we calculate the frequency of each pair. Figure 4.1
and Table 4.1 shows that most of the co-occurrence in the data sets are
infrequent. 75% of the pairs have low item support. This observation shows
how important is to be able to build recommendations based on infrequent
items. We focus only on infrequent items by �ltering out the items with
high support (i.e., co-occurrence pairs with a frequency above the 75% of
the distribution).
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Figure 4.1: The KDE for the item co-occurrence count in the data sets.
From left to right and top to bottom: Books, MovieLens, Net�ix, Yahoo!
Music.
We observed that the KDE saturates in items that are infrequent. That

is, most of transition pairs occure rarely in the data sets.
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Symbol Explanation
i The current item in the user session
j The next item that followed i in the session
f∗ The frequency in the data set (e.g., fi is the

frequency of item i)
dist(∗, ∗) The distance (similarity) between a pair of

items (e.g., dist(i, j) is the distance between
items i and j)

θ The model parameters
S = {i1, i2, . . . , iN} A sample of items

U Potential function of the similarity graph
Z(θ) Partition function of U
Gi The Fisher score of item i
F (θ) The Fisher information matrix
E The Expected value

K(i, j) The Fisher Kernel
distF (i, j) The Fisher Distance

Table 4.2: Relevant de�nitions for our proposed approach for item-to-item
recommendations.

4.4 The Proposed Approach

To explain our model, �rst we explain the concept of similarity graph. Then,
we use Fisher Information for computing item similarity.

Table 4.2 contains the de�nitions used in our proposed approach.

Similarity Graph

We de�ne a similarity graph as a weighted graph. For item i we compute
the distance between i to other items in ∈ S and use this similarity as the
weight. We consider item i as a random variable generated by a Markov
Random Field. Lets assume that we are given a Markov Random Field gen-
erative model for p(i|θ). The Hammersley-Cli�ord theorem [Hammersley
and Cli�ord, 1971] states that the distribution of p(i|θ) is a Gibbs distribu-
tion, which can be expressed by a potential function U over the maximal
cliques as:

p(i | θ) = e−U(i|θ)/Z(θ), (4.1)

where U(i | θ) is the energy function and

Z(θ) =
∑
i

e−U(i|θ) (4.2)
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Figure 4.2: Similarity graph of item i with sample items S = {i1, i2, ..., iN}
of distances dist(i, in) from i.

is the sum of the exponent of the energy function over our generative model.
Figure 4.2 de�nes the simplest similarity graph and this can be described

using the energy function (4.1) as:

U(i | θ = {α1, .., αN}) :=
N∑
n=1

αndist(i, in), (4.3)

where the hyper-parameter set θ is the weight of the elements in the sample
set.

We can add the next item j to the similarity graph as shown in Fig-
ure 4.3. In the pairwise similarity graph the maximal clique size increases
to three. To capture the joint energy with parameters θ = {βn} we use
a heuristic approximation similar to the pseudo-likelihood method [Besag,
1975]. We approximate the joint distribution of each size three clique as
the sum of the individual edges as:

U(i, j | θ) :=
N∑
n=1

βn(dist(i, in) + dist(j, in) + dist(i, j)). (4.4)

Similarity Measures

There are many distances and divergence measures that can be used in the
energy function (4.4). These measures yield the natural baseline methods
for item-to-item recommendation. Table 4.3 presents the methods used as
similarity for item transitions. Additionally, one can measure the similarity
of the items based on their content (e.g., metadata, text, title) using tf-idf
or Jensen-Shannon divergence [Fuglede and Topsoe, 2004].
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Figure 4.3: Pairwise similarity graph with sample set S = {i1, i2, ..., iN} for
a pair of items i and j.

Metric De�nition

Cosine similarity (Cos) cos(i, j) =
fij√
fifj

Jaccard similarity (JC) JC(i, j) =
fij

fi+fj−fij
ECP ECP (j|i) =

fij
fi+1

, where one is a smoothing
parameter

Table 4.3: Distances and divergences used in the similarity graph.

Fisher Information

We are using a similarity graph to encapsulate the relation between the cur-
rent item in the user's session, a candidate item, and a sample set. However,
we need to de�ne a metric that allows us to encapsule how relevant the whole
similarity graph is. This metric will help us to rank the candidate items and
build the recommendation. We use the Fisher information to measure the
amount of information that an observed random variable X carries about
an unknown parameter θ of a distribution that models X. The Fisher in-
formation is the foundation of our proposed approach for recommending
items. In this section, we brie�y introduce the Fisher information. More
details about theory and applications of the Fisher Information in machine
learning can be found in [Daróczy, ].

The general parametric class of probability models p(i|θ), where θ ∈
Θ ⊆ R`, can be viewed as a (statistical) manifold MΘ, provided that the
dependence of the potential on Θ is su�ciently smooth. By [Jost and
Jost, 2008] MΘ can be turned into a Riemann manifold by giving an inner
product (kernel) at the tangent space of each point p(i|θ) ∈MΘ, where the
inner product varies smoothly with p. The inner product allows us to de�ne
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the so-called Fisher metric on M . According to [Cencov, 2000], the Fisher
metric exhibits a unique invariance property under some maps which are
quite natural in the context of probability. One can use the Fisher kernel
as an attempt to introduce a natural comparison of the items on the basis
of the generative model [Jaakkola and Haussler, 1999].

We start de�ning the Fisher kernel over the manifoldMΘ of probabilities
p(i|θ) as in Equation (4.1) by considering the tangent space. The tangent
vector:

Gi = ∇θ log p(i|θ) =

(
∂

∂θ1

log p(i|θ), . . . , ∂
∂θl

log p(i|θ)
)

(4.5)

is called the Fisher score of item i. The Fisher information matrix is a
positive semi-de�nite matrix de�ned as:

F (θ) := Eθ(∇θ log p(i|θ)∇θ log p(i|θ)T ), (4.6)

where the expectation is taken over p(i|θ). In particular, the nm-th entry
of F (θ) is

Fnm =
∑
i

p(i|θ)
(

∂

∂θn
log p(i|θ)

)(
∂

∂θm
log p(i|θ)

)
.

Thus, to capture the generative process, the gradient space of MΘ is
used to derive the Fisher vector, a mathematically grounded feature repre-
sentation of item i. The corresponding kernel function:

K(i, j) := GT
i F
−1Gj (4.7)

is called the Fisher kernel. Gi gives the direction where the parameter
vector θ should be changed to �t item i the best [Perronnin and Dance,
2007]. We prove a theorem for our kernels on a crucial re-parametrization
invariance property that typically holds for Fisher kernels [Janke et al.,
2004].

Theorem 1. For all θ = ρ(µ) for a continuously di�erentiable function ρ,
Kθ is identical.

Proof. The Fisher score is:

Gi(µ) = Gi(ρ(µ))

(
∂ρ

∂µ

)
(4.8)
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and therefore:

Kµ(i, j) = Gi(µ)F−1
µ Gj(µ)

= Gi(ρ(µ))

(
∂ρ

∂µ

)(
Fρ(µ)

(
∂ρ

∂µ

)2
)−1

Gj(ρ(µ))

(
∂ρ

∂µ

)
= Gi(ρ(µ))F−1

ρ(µ)Gj(ρ(µ)) = Kρ(i, j).�

The theorem states that the kernel will not depend on the hyper-parameters
θ.

Based on the similarity graphs introduced in Section 4.4 and by tak-
ing advantage of the invariance properties of the Fisher metric, we propose
two ranking methods for item-item transitions that we describe in Sec-
tion 4.4.1 and 4.4.2.

4.4.1 Item-Item Fisher Conditional Score (FC)

Our �rst item-to-item recommender uses the similarity information in the
item-item transition conditional probability computation by using Fisher
scores as in Equation (4.5). By the Bayes theorem:

Gj|i = ∇θ log p(j | i; θ) = ∇θ log
p(i, j | θ)
p(i | θ)

= ∇θ log p(i, j | θ)−∇θ log p(i | θ), (4.9)

we need to determine the joint and the marginal distributions for a partic-
ular item pair.

Let us calculate the Fisher score of (4.5) with p(i|θ) of the single item
generative model de�ned by (4.3):

Gk
i (θ) = ∇θk log p(i|θ)

=
1

Z(θ)

∑
i

e−U(i|θ)∂U(i | θ)
∂θk

− ∂U(i | θ)
∂θk

=
∑
i

e−U(i|θ)

Z(θ)

∂U(i | θ)
∂θk

− ∂U(i | θ)
∂θk

.

(4.10)

By (4.1), our formula can be simpli�ed as:

Gk
i (θ) =

∑
i

p(i | θ)∂U(i | θ)
∂θk

− ∂U(i | θ)
∂θk

= Eθ[
∂(U(i|θ)
∂θk

]− ∂U(i|θ)
∂θk

.

(4.11)
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For an energy function as in equation (4.3), the Fisher score of i has a
simple form:

Gk
i (θ) = Eθ[dist(i, ik)]− dist(i, ik), (4.12)

and similarly for equation (4.4):

Gk
ij(θ) = Eθ[dist(i, ik) + dist(j, ik) + dist(i, j)]

−(dist(i, ik) + dist(j, ik) + dist(i, j)).
(4.13)

If we add (4.12) and (4.13) into (4.9), several terms cancel out and the
Fisher score becomes:

Gk
j|i = Eθ[dist(j, ik) + dist(i, j)]− (dist(j, ik) + dist(i, j)). (4.14)

The distance in Equation (4.14) are available at the moment of computa-
tion. The expected values are estimated using the training data via as the
average distances from the training data.

The Fisher score resembles how well the model �ts the data, thus we can
recommend the best �tting next item j∗ based on the norm of the Fisher
score,

j∗ = arg min
j 6=i

||Gj|i(θ)||, (4.15)

we use `2 norm in our experiments.

4.4.2 Item-Item Fisher Distance (FD)

Our second model ranks the next item by its distance from the last one,
based on the Fisher metric. Using the Fisher kernel K(i, j), the Fisher
distance is formulated as:

distF (i, j) =
√
K(i, i)− 2K(i, j) +K(j, j). (4.16)

Thus, we need to compute the Fisher kernel over our generative model as
in (4.7). The computational complexity of the Fisher information matrix
estimated on the training set is O(T |θ|2), where T is the size of the training
set. To reduce the complexity to O(T |θ|) we can approximate the Fisher in-
formation matrix with the diagonal as suggested in [Jaakkola and Haussler,
1999, Perronnin and Dance, 2007]. Hence, we will only use the diagonal of
the Fisher information matrix:

Fk,k = Eθ[∇θk log p(i|θ)T∇θk log p(i|θ)]

= Eθ[(Eθ[
∂U(i | θ)
∂θk

]− ∂(U(i | θ)
∂θk

)2].
(4.17)
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For the energy functions of equations (4.3) and (4.4), the diagonal of
the Fisher kernel is the standard deviation of the distances from the sample
S. We use the Fisher vector of i (4.3) as:

Gki = F−
1
2Gk

i ≈ F
− 1

2
kk G

k
i

=
Eθ[dist(i, ik)]− dist(i, ik)

E
1
2
θ [(Eθ[dist(i, ik)]− dist(i, ik))2]

.
(4.18)

The �nal kernel function is:

K(i, j) = GT
i F
−1Gj ≈ GT

i F
−1
diagGj

= GT
i F
− 1

2
diagF

− 1
2

diagGj =
∑
k

Gki Gkj .
(4.19)

By substituting into (4.16) the recommended next item after item i will be:

j∗ = arg min
j 6=i

distF (i, j). (4.20)

4.4.3 Multimodal Fisher score and distance

We could also expand the model to handle additional distances with a
simple modi�cation to the graph of Figure 4.2. We expand the points of
the original graph into new points Ri = {ri,1, .., ri,|R|} corresponding to
R representations for each item in in Figure 4.4. There will be an edge
between two item representations ri,` and rj,k if they are the same type
of representation (` = k) and the two items are connected in the original
graph. This transformation does not a�ect the maximal clique size and
therefore the energy function is a simple addition:

U(i | θ) =
N∑
n=1

|R|∑
r=1

αnrdistr(ir, inr). (4.21)

If we expand the joint similarity graph to a multimodal graph the energy
function is:

U(i, j | θ) =
N∑
n=1

|R|∑
r=1

βnr(distr(ir, inr)

+distr(jr, inr) + distr(ir, jr)).

(4.22)

Let Gir be the Fisher score for any distance measure r ∈ R. The
multimodal graph is the concatenation of the unimodal Fisher scores as:

Gmulti
i = {Gi1, .., Gi|R|}, (4.23)
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Figure 4.4: The single and multimodal similarity graph with sample set
S = {i1, i2, ..., iN} and |R| modalities.

Data set Items Users Training

pairs

Testing

pairs

Net�ix 17,749 478,488 7,082,109 127,756
MovieLens 3,683 6,040 670,220 15,425

Yahoo! Music 433,903 497,881 27,629,731 351,344
Books 340,536 103,723 1,017,118 37,403

Table 4.4: Data sets used in the experiments.

and therefore the norm of the multimodal Fisher score is a simple sum over
the norms:

||Gmulti
i || =

|R|∑
r=1

||Gir||. (4.24)

The calculation is similar for the Fisher kernel of equation (4.18), and the
multimodal kernel can be expressed as:

Kmulti(i, j) =

|R|∑
r=1

Kr(i, j). (4.25)

4.5 Evaluation Methodology

To generate the training and testing set we place most of the users in a
training set and the rest of the users in the testing set. We generate the
co-occurrence pairs as described in Section 4.3. The number of training and
testing pairs and the properties of the data sets can be seen in Table 4.4.
During testing, the evaluation was performed over a sampled set of 200
items as in [Koenigstein and Koren, 2013] for all three metrics and solved
ties arbitrary.

We performed experiments on the four data sets described in Section 4.3.
As baseline methods we use the four item-item similarity measures from
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Table 4.3, and we also implemented the EIR of [Koenigstein and Koren,
2013]. For content similarity we mapped the movies in the MovieLens data
set to DBpedia (1.5), and compute the Jaccard similarity between two items
using the nodes connected to the movies.

We conducted experiments by adding 200 sampled items to the testing
item to evaluate recommendations. That is, given the current item in a
session i and a known co-occurrence j we randomly add 200 items and rank
them based on the score of the models. The best models should preserve
j on the top of the sorted list. We use Recall and DCG to measure the
quality of the recommendations.

4.6 Experimental Results

This section presents di�erent experiments related to the size of the sam-
ple set, the modalities used (e.g. implicit, content), the performance on
infrequent items, and the overall performance. FC refers to 4.4.1, and FD
to Section 4.4.2. In case of multimodal the model use both content and
collaborative similarity values.

Sample Set. The similarity graphs are de�ned via the set of items used
as samples as shown in Figure 4.3. We choose the most popular items in
the training set as elements for the sample set. Figures 4.5 and 4.6 show
that the recommendation quality saturates at a certain sample set size.
Interestingly, for FD Books, the recall and DCG deteriorate as the sample
set increases. Possible reasons are the choice of sample set selection (i.e.,
most popular items), and the number of items in the sample set compared
to the number of items in the data set. For the rest of the experiments, we
set the size of the sample set to 20 for the remaining experiments, as the
performance does not increase much after 20.

Performance of Similarity Functions. Another relevant parameter of
the similarity graphs is the choice of the similarity functions. Table 4.5
presents the performance of the di�erent similarity functions. Overall, Jac-
card similarity was the best performing and we used it for the rest of our
experiments.

Performance on Infrequent Items. One of the main challenges in the
�eld of recommendation systems is the �cold start� problem, therefore we
examine the performance in case of low item support. Figure 4.7 shows the
advantage of the Fisher methods for infrequent items. As support increases,
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Figure 4.5: For most of the models, the sample set size improves Recall
until it saturates at 50. In this example we use Jaccard similarity.
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Figure 4.6: For most of the models the sample set size improves DCG until
it saturates at 50. In this example we use Jaccard similarity.
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Method Recall@20 DCG@20

Cosine 0.0988 0.0553
Jaccard 0.0988 0.0547
ECP 0.0940 0.0601
EIR 0.1291 0.0344
FC Cosine 0.1020 0.0505
FD Cosine 0.1578 0.0860
FC Jaccard 0.1770 0.1031

FD Jaccard 0.1866 0.1010
FC ECP 0.0940 0.0444
FD ECP 0.1626 0.0856
FC EIR 0.0861 0.0434
FD EIR 0.1068 0.0560

Table 4.5: Experiments with combination of collaborative �ltering for the
least frequent (25%) conditional items of the MovieLens data.

Method Recall@20 DCG@20

Collaborative baseline 0.139 0.057
Content baseline 0.131 0.056
FC content 0.239 0.108
FD content 0.214 0.093
Multimodal 0.275 0.123

Table 4.6: Experiments on MovieLens with DBpedia content using the
Jaccard similarity.

best results are reached by blending based on item support. If the current
session ends with an item of high support, we may take a robust baseline
recommender. If the support is lower, less than around 100, Fisher models
can be used to compile the recommendation.

Modalities: Implicit Feedback and Content. Table 4.6 shows our
experiments with DBPedia content as a modality on MovieLens. For sim-
plicity, we set the size of the sample set for both Fisher models to 10. The
overall best performing model is the multimodal Fisher with Jaccard sim-
ilarity, while every unimodal Fisher method outperform the baselines. By
using equation (4.25), we could blend di�erent modalities such as content
and feedback without the need of setting external parameters or applying
learning for blending.

Summary of Performance vs Baselines. Tables 4.7�4.5 presents the
overall performance of the models. The results in Table 4.7 show that the
linear combination of the standard normalized scores of the Fisher methods
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Figure 4.7: Recall@20 as the function of item support for the Net�ix data
set.



84CHAPTER 4. SESSION BASED ITEM-TO-ITEMRECOMMENDATION

outperforms the best unimodal methods (Fisher with Jaccard) for Net�ix
and Books, while for MovieLens and Yahoo! Music, Fisher distance with
Jaccard performs best.
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Metric Baseline & Max. MovieLens Books Yahoo! Net�ix

proposed

method

Freq. Music

R
e
c
a
ll
@
2
0

Jaccard 25% 0.13
50% 0.18
75% 0.12∗ 0.20

EIR 25% 0.12 0.10 0.13
50% 0.11 0.10 0.11
75% 0.10 0.12

FD Jaccard 25% 0.18 0.23

50% 0.19 0.23

75% 0.14 0.20

FC + FD 25% 0.14 0.30

50% 0.14 0.30

75% 0.13 0.31

D
C
G
@
2
0

ECP 25% 0.05
50% 0.05
75% 0.05

EIR 25% 0.06 0.05 0.12
50% 0.06 0.05 0.12
75% 0.06 0.05 0.12

FD Jaccard 25% 0.10 0.11

50% 0.11 0.11

75% 0.08 0.10

FC + FD 25% 0.08 0.17

50% 0.08 0.17

75% 0.08 0.17

Table 4.7: Summary of experiments results for the four data sets. Max.
Freq. means the maximum frequency that was allowed for the infrequent
items to have. For most methods there are (up to rounding errors) two best
baseline and two best Fisher models, except for Recall where a third method
(Cosine) appears in the cell marked by a star (∗). The best methods are
usually FD Jaccard and FC + FD.



Chapter 5
Conclusions

5.1 Location-Based Social Networks

The following is a summary of the contributions from [Ayala-Gómez et al.,
2017, Ayala-Gómez et al., 2018] in relation to the research questions of this
dissertation.

RQ1.1 - How do preferences change when users are alone vs. when
they are in a group? To answer this question we collected and analyzed
a data set consisting of check-ins where friends that are together are explic-
itly mentioned. This di�erentiates our work to other existing approaches
where groups are synthetically formed, for example, by considering users
co-located within an hour. With this data set, we compared time, distance,
and category preferences using the check-ins for users and groups.

We found the following observations. Groups move less than users and
their check-ins are less frequent. Based on the analysis of time and dis-
tance between check-ins, we observed that 75% of the user check-ins occur
between 2.5 days and within a distance of 10 kms. However, 75% of the
groups check-ins happen between 8 days and within 5 kms. 50% of the
groups move just 1 km between their check-ins. Groups in LBSNs are
small. Most of the check-ins are made by groups of two people. Groups
with size greater than twelve people are rare.

We highlighted the di�erence between categorical and location prefer-
ences of users and groups based on their ranking preferences using Kendall-
tau rank correlation. We showed that users are willing to move to new
locations, as groups prefer areas other than their members. In Figure 2.7
we can observe that users needs to travel to parts of the city that they are
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not usually going. The KDE of the average weighted distance saturates
between 5-10 kms.

Moreover, groups prefer other types of venues than their members. In
Figure 2.4 we observed that top categories of users are di�erent from top
categories of their groups. The Kendall-tau most dense part is around 0.4.

RQ1.2 - How to recommend a list of POIs for groups of users in
LBSN in the areas that a group prefers? Our proposed approach
to building recommendations called GGR includes: i) POI pre-�ltering, ii)
category and location feature engineering, and iii) recommender systems
training based on group check-ins.

Based on our experiments we observed that training recommender sys-
tems for groups works better than combining individual recommendations
(1.3.1). This was expected, as we previously show that the behavior of users
and groups di�er. A better approach is to train a model based on group in-
formation only. The results for comparing iALS for groups vs. aggregating
for individual users in Figure 2.11 show the superiority of group-based over
individual recommendations. Moreover, in Figs. 2.12�2.14 we noticed that
the geographical KDE improves the performance of the recommendations
for all the cities. Finally, both geographical and categorical features are
important, as models with either categorical or geographical information
performed better than the same model without these features.

RQ1.3 - How to recommend a sequence of POIs for groups of
users in LBSNs? In Section 2.2 we show that LBSNs contain contextual
features of time and category transitions that a�ects the itinerary planning.
Moreover, the relevance of the context of time and transition between types
of POIs changes per venue types.

Our proposed approach is to construct a weighted graph where nodes
are the candidate POIs that could be included in the itinerary. The edges
have two weights, value and cost. The value is given by a recommender
system that ranks the POI, and the cost is calculated by how far the POI
is plus the average staying time in the venue type.

By experimenting with well-known recommender systems we show that
iALS is a good option for building recommendations based on group pro-
�les. Additionally, the sum of individual recommendations appeared as the
best strategy for combining individual scores. Including the category type
for selecting the candidates improved the quality of all the recommender
systems. The proposed MCTS models for itinerary planning had greater
or equal performance than the greedy baseline measured by precision and
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recall.

5.2 Global Citation Recommendation

The following is a summary of the contributions from [Ayala-Gómez et al.,
2018] in relation to the research questions of this dissertation.

RQ2.1 - How to expand sematic features of scienti�c abstracts
using knowledge graphs? DBpedia Spotlight allowed us to expand the
semantic features of the text. From the annotated DBpedia entities we
extracted two new features: entities and entities properties. These features
contributed to building top-k global citation recommendations.

RQ2.2 - Given an abstract of a new paper mapped to a knowledge
graph, how to �nd a set of candidate papers to be cited? We used
the expanded semantic features to improve the quality of the candidate set
generation. Table 3.6 shows that Lucene's More Like This method has a
higher recall when the relevant terms in the abstract and the entities are
combined. This means that the entities help Lucene to formulate a better
query to retrieve possible relevant candidates.

RQ2.3 - Given an abstract of a new paper mapped to a knowledge
graph, and a set of candidate papers, how to build top-k recom-
mendations of papers to cite? We de�ned this problem as a list-wise
Learning to Rank task. We de�ned features that characterize the relation
of a given abstract and a papers returned by the similarity search function-
ality of the Lucene search engine. We considered cited papers relevant and
others irrelevant. Then, we trained LambdaMART to learn a model that
predicts the pairs relevance.

Table 3.7 and 3.8 show that our proposed approach performs well in
papers published during the same year of training and also in the next year.
These results con�rm that the approach of building the candidate set by
content similarity and �tting LambdaMART to the features characterizing
the relation of the papers leads to an nDCG higher than the baselines.

Tables 3.7 and 3.8 show that the model LM-all performs signi�cantly
better than LM-w/o. Moreover, Figure 3.5 shows that the Entities tf-idf
is of high importance, as it is among the most frequently chosen by the
LambdaMART model. These results show that the expanded semantic
features are helping the model to di�erentiate what makes a candidate to
be relevant for the given abstract.
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5.3 Session Based Item-to-Item Recommenda-

tion

Our proposed approach for the item-to-item recommendation is based on
the last item visited in the current user session. We proposed Fisher infor-
mation based global item-item similarity models for this task and reached
signi�cant improvements over existing methods in cases of infrequent item-
to-item transitions. The following is a summary of the contributions from
[Daróczy et al., 2018] in relation to the research questions of this disserta-
tion.

RQ3.1 - How to use the similarity information in the item-item
transition conditional probability for a given infrequent-item? Our
�rst proposed model is called Item-Item Fisher Conditional Score (FC). It
estimates the transition probabilities based on the potential function of the
simple similarity graph and the pairwise similarity graph. In Table 4.5 we
show that the FC model performs the best when it uses the Jaccard simi-
larity and has a better performance than the baselines. We experimented
with content-based similarity by mapping the NetFlix dataset to DBPe-
dia, where FC performed better than the other approaches as presented in
Table 4.6.

RQ3.2 - How to rank the next item by its distance from an in-
frequent item? Our second proposed model is called Item-Item Fisher
Distance (FD). This model computes the Fisher distance between the given
item and a possible next item. Table 4.5 shows that the FD performs the
best when it uses the Jaccard similarity, and has a better performance than
the baselines. The FD model performs better than the baselines and the
FC model as presented in Table 4.7. Furthermore, we combined the scores
of the FC and FD models and show that the linear combination performs
better than their individual scores.

RQ3.3 - How to handle di�erent similarity metrics between the
items to improve the infrequent item-to-item recommendations?
We propose a way to combine di�erent similarity metrics by creating mul-
tiple nodes and edges in the similarity graph according to the di�erent
modalities. We were able to compute content and collaborative similarities
for the MovieLens data set. Table 4.6 shows that the multimodal model
performed better than the FC and FD models.
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5.4 Implications and Future Work

In this section we discuss how our contributions could be used as assump-
tions, ideas for improvement, and possible future work.

Recommendations for Groups in Location-Based Social Networks.
Recommendations for groups in LBSN should be tailored for group pref-
erences. The recommended list of POIs should be in-line with the group
preferences in order to be useful. Our �ndings suggest that this is feasi-
ble at least for the known areas that a group prefers and for building an
itinerary given a starting POI. However, there are other possible POIs
recommendations tasks. For example, recommending new areas or recom-
mending relevant places for new groups. A limitation of our research was
the lack of data available for researching groups of users in LBSN. Future
work could be to understand the reasons why the models perform di�erent
for the di�erent cities, and to try the contextual information with recent
developments such as autoencoders and deep neural networks.

Research Paper Recommendations. Researchers could save time by
receiving a list of recommended papers related to the subject they are re-
searching in a paper. We presented experimental results on using knowledge
graphs to build global citation recommendations. We show that expand-
ing the semantic features of a paper using knowledge graphs is helpful for
building the candidate set and training the model.

Given the importance of semantic features, an obvious next step would
be to try a similar approach for local citation recommendations. More-
over, it would be interesting to try data sets containing topics from other
disciplines (e.g, medicine). Another direction could be building �vertical�
recommender systems �t to the semantics of di�erent �elds (e.g., DBLP,
PubMed). Finally, more advanced weighting methods (e.g., Okapi BM25)
could help on balancing the incorrectly annotated entities.

Item-to-Item recommendations. The implications of being able to
recommend items even in the lack of user pro�les are signi�cant. As both
legislation and the users themselves move towards protecting their privacy
on the Web, the need of recommender systems able to handle session based
recommendations will increase. We could investigate the task of session
based item-to-item recommendation task in an o�ine setting. However,
researching the problem in an online setting could help us measure the per-
formance of the models in an environment where new items and transitions
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occur. A possible future direction is to combine the Fisher Information
together with sequence to sequence learning models (e.g., RNN), and using
the session context in the similarity graph to generate a sample set that
improves the quality of the recommendations.
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