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Introduction

Machine learning is one of the most rapidly growing areas of computer science, with

the ambitious goal of modeling human cognition. However, since it is a relatively

young field, many details are unexplained yet. Machine learning methods often em-

ploy distributed or compositional representations, meaning that the representations

of inputs or states are divided into components that capture important aspects. The

exact definition of these components varies from method to method; different tasks

require different building blocks. Some methods aim at finding relevant components

– also called features – to represent a given task and reason about it by reuniting the

building blocks once again.

Probably the most prominent example of compositionality is language; the ba-

sic components of language are words that can be combined in many ways to form

sentences. Compositionality in languages presumably reflects compositionality in our

way of thinking, our mental representations. Therefore, it is natural, that compo-

sitional representations are utilized by many areas of computer science. But how

do humans learn to represent a given task? For example, how does a chess player

learn where to focus its attention on the chessboard? Often, when modeling human

thinking on a higher level, rules of the form ‘if some condition holds then it implies

some action or utility’ are used. In such rules, the condition is usually a conjunction

of primitive assertions, while separate rules may realize disjunctions of primitive as-

sertions. One such rule in chess could be ‘if the enemy can take one of my pieces and

I cannot take a piece of his in return then it is disadvantageous for me’.

The basic components used in this dissertation to represent knowledge about a

task are analogous to such rules, building on combinations of state variables used to

describe the task. This work aims to investigate the properties and utility of such

components and representations built upon them.

Throughout this thesis, combinatoriality and compositionality mean two opposing,

yet strongly related concepts. By compositional, we usually think of something that

can be composed or inferred from its components. For example, the meaning of a

sentence can be more or less inferred from the meaning of the words contained in it,

although their order and exact grammatical relations may alter the precise meaning.
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On the other hand combinatorial usually means that such a decomposition does

not apply. For example, combinatorial optimization in mathematics deals with prob-

lems where states, formulated as combinations of variables, need to be evaluated and

it might happen that all possible combinations must be evaluated to find an optimum,

since slightly different combinations may have very different values associated.

However, as is argued in this thesis, these two opposing concepts complement each

other nicely. Put simply, if we extract the inherent combinatoriality from a problem,

what remains is compositional. Returning to our example with language, if we learn

what combinations of words have special meaning, then we can infer the rest from

the meaning of the parts, that is, utilizing compositionality.

Methods

The starting point of the investigation of compositional representations is language,

where the development of a compositional lexicon is modeled using language games.

These compositional language games are built around the idea that participating

agents have a compositional representation of state, about which they wish to com-

municate. The next step that the thesis investigates is the utility of such represen-

tations in modeling decision making. For such purposes, the rigorous mathematical

framework of reinforcement learning is used, especially its compositional extension,

named factored reinforcement learning. Finally, inspired by structure learning in fac-

tored reinforcement learning tasks, methods are developed for the general task of

approximating functions in a compositional manner, putting emphasis on finding the

appropriate components. For the description of the algorithms and methods devel-

oped in this thesis, a mathematical model is used, briefly introduced next.

Basic Mathematical Model

Compositionality in mathematics is often modeled with linear functions: the weighted

sum of component functions. Thus, the basic mathematical tool used to formalize

fundamental ideas is the linear approximation of functions over the Cartesian product

of state variables, using variable combinations as component functions. If we translate
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the above idea of extracting combinatoriality from a task to this domain, we get:

if we find out which combinations of state variables have special values associated

with, we may approximate the function as the sum of values associated with these

combinations – the extracted components. This philosophy is reflected in the basic

learning architecture and methods developed in this thesis.

Let X = X1×· · ·×Xd be the Cartesian product of d variables describing the domain

of a task. Most machine learning methods involve some function f : X → R to be

approximated either directly or indirectly. For example supervised learning tasks such

as regression or classification explicitly aim at learning a mapping, while reinforcement

learning aims at learning optimal agent behavior through indirect reinforcements,

however, solution methods are based on the learning of various mappings such as

state transitions upon actions, or state evaluations that describe the long term utility

of states. That is, in most cases, the essence of the learning task can be traced back

to function approximation. The simplest form of function approximation is to write

the function in a linear form:

f̂(x) =
n∑

i=1

wiφi(x) = wT φ(x) ,

where x ∈ X , and φ : X → R
n is a vector of n component functions known as features,

and w ∈ R
n is the vector of associated parameters (weights) to be learned. If the set

of features is sufficiently rich, arbitrary functions can be well approximated with the

above architecture. The speciality of the architecture used in this thesis is how these

features are defined.

As mentioned in the introduction, the components used here are in the form of

state variable combinations. More formally, let I ⊂ {1, . . . , d} be an arbitrary index

set. Denote by |Xi| the number of values that (the discrete) variable Xi can take, and

assume without loss of generality that it takes on values {1, . . . , |Xi|}. Let the integer

vector k ∈ N
|I| be such that 1 ≤ kj ≤ |XIj

| for all j = 1, . . . , |I|, that is, kj denotes

the value taken by variable XIj
. Then, the binary feature

φk(x) := δ
( |I|∧

j=1

XIj
= kj

)

is a combination feature of state x, where δ is the Kronecker function, evaluating to

1 if its argument is true and 0 otherwise.
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This definition of combination feature is generalized to continuous state variables

by means of fuzzy representation and replacing the conjunction of variables taking

specific values with the product of probabilities corresponding to fuzzy ‘basis’ val-

ues. Alternatively, the generalization can happen by taking products of (continuous,

real) state variables themselves, resulting in monomials as features and the overall

architecture becoming an approximating multivariate polynomial.

The above model of linear function approximation with combination features can

be thought of as a neural network architecture with one internal layer containing

combination or product features.

Theses

My results can be grouped into three areas, arising from the methods introduced

in the previous section: modeling compositional language development, exploring the

utility of compositional representations in decision making, and developing algorithms

for feature generation in function approximation.

Compositionality of Language

In compositional language modeling, I have developed an agent architecture and learn-

ing algorithm focusing on compositional internal representation in agents, embedded

into the language game approach [10]. In this approach, utterances are generated

and parsed in response to observations, and the goal is to co-develop a joint lexicon

to name observations. The architecture introduces two important new ideas related

to compositionality: the utility of the so called reconstruction principle in case of

compositional representations, and a simple model for the tuning of compositional

representations during co-learning. The reconstruction principle, implemented as a

reconstruction neural network, is a method to generate and parse utterances: an ut-

terance is parsed (understood) in a way that it results in an internal representation

that would most probably generate (reconstruct) the utterance.
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Agent architecture for compositional language games. Structure of two agents

A1 and A2. Internal representations h are formed by categorizing input x (transfor-

mation G), which is parameterized by probabilities and may differ in the two agents.

Transformations Q and W describe generation and parsing utterance u respectively,

utilizing the reconstruction principle. Agents tune their transformations Q, W and G

during language games, in which one of them ‘names’ an input and the other ‘listens’.

Furthermore, I have investigated instability problems of co-learning, arising from

multiple agents learning together, their learning depending on that of each other.

Thesis 1. The advantages of compositional language in lexicon co-develop-

ment based on compositional internal representation

• I have shown that co-learning in simple communication scenarios may easily

diverge if communication costs are involved. I have also shown, that if agents

model each other, this problem can be alleviated [4]. The reconstruction principle

is a way of modeling linguistic behavior

• I have demonstrated with simulations, that when the reconstruction principle is

utilized, agents agree on a consistent lexicon in all the investigated cases, while

agreement is often not reached without the reconstruction principle [2] [3]

• I have demonstrated with simulations, that the development of a compositional

lexicon scales orders of magnitude better with the size of the internal represen-

tation and the number of agents than that of a holistic lexicon [2] [3]

• I have demonstrated with simulations, that if input categorization differs in

agents, it can be tuned to become more similar and result in more efficient com-

munication in case of compositional languages, but not for holistic ones [2] [3]
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Compositionality in Reinforcement Learning

Reinforcement learning [11] is a framework for modeling sequential decision making,

built around Markov decision processes (MDP). In the core of many learning algo-

rithms is a value function that the agent learns to evaluate states and actions. Basic

algorithms have been developed for the case when the agent maintains a separate util-

ity value for each of its possible states. This approach becomes intractable for large

state spaces of realistic tasks. If, however, the state space of the agent is described

by a Cartesian product of variables, and the dependence among these variables is

loose, more compact task descriptions and solution methods become available. The

resulting framework is called factored reinforcement learning [6]. In this case, value

functions may be well approximated in a factored form, which, as I have shown, is

equivalent to the linear model based on combination features introduced above.

Agent architecture for factored reinforcement learning. The Markovian state

space is composed of state variables extracted from observations by long term memory

maps. The transition (P ) reward (R) and value (V ) functions are composed of local

scope functions. Action selection is accomplished utilizing these functions.

A popular and practically interesting branch of solution methods is based on

simulated experience, in which the agent learns incrementally while interacting with
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the real world. So called temporal difference learning is the most prominent example

of such methods. Although various approaches to factored reinforcement learning

exist in the literature, temporal difference methods seem to have been neglected.

Thesis 2. Convergence properties of factored temporal difference learning

• I have illustrated the connection between combination features and state space

partitioning, and showed that approximate learning in a factored MDP is struc-

turally related to exact learning in an auxiliary non-factored MDP

• I have proven convergence results for various incremental approximation meth-

ods in factored MDPs, including factored temporal difference learning. In the

core of these results is the linear approximation to the value function

• I have demonstrated with simulations, that factored temporal difference learning

can be exponentially faster than its traditional tabular counterpart [1]

• I have demonstrated with simulations, that a particular recurrent neural network

(Echo State Network [9]), which is a temporally extended linear approximator,

is suitable for reinforcement learning in non-Markovian environments [5]

Compositionality in Function Approximation

Inspired by the utility of combination features in factored reinforcement learning,

the selection of combination features for function approximation in Cartesian state

spaces is considered in general. Starting from structure learning in factored MDPs

based on regression tree building [7], existing methods are mapped to combination

feature generation for linear function approximation, or equivalently, to a neural

network building method. The linear function approximator formulation enables to

further develop the method towards an incremental version of stepwise regression

(or equivalently, orthogonal least squares approximation [8]). Incrementality in this

sense means that the features to be selected are not known a-priory, but are generated

incrementally, in order of increasing complexity of the combinations.

Two major branches of algorithms are developed: one explicitly based on orthog-

onal features (leading to approximation with multivariate Legendre polynomials in
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the continuous case), and one that orthogonalizes features implicitly, via orthogonal

least squares approximation. Use of explicitly orthogonal features yields simpler al-

gorithms, however, it is restricted to special cases when the state space is sampled

uniformly, implying that all input variable combinations are legal.

Thesis 3. Algorithms for the incremental generation of combination fea-

tures for the approximation of discrete and continuous functions

• I have proven that in case of discrete input variables, if all combinations are

legal inputs, an orthogonal feature matrix can be explicitly constructed. In the

continuous case the resulting features are instantiations of Legendre polynomials

• I have devised an algorithm that incrementally generates and selects orthogonal

combination features for function approximation, and demonstrated the utility

of the approach with computer simulations

• I have devised an algorithm that utilizes implicit orthogonalization to incremen-

tally and greedily generate, reorder and prune combination features based on

their gain in the approximation architecture. I have demonstrated on various

examples that very accurate approximations are generated using only a few fea-

tures, much better than with regression trees
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Most relevant combination features extracted for the approximation of the

reward function in the game of Tic-Tac-Toe. The approximator was fed with 27

binary input variables, three for each cell, indicating whether the cell contains an ×,

an � or is empty. Relevant combination features correspond to 3-combinations of the

same symbol in a row, column or diagonal, as the rules of the game would suggest.
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