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1 Introduction

One of the main consequences of the “Age of Internet” is the enormous amount of electronic data, mostly

in the form of text. In the last two decades we observe increasing need for very efficient content-based

document management tasks including document classification (or alternatively text categorization or

classification), the process of labeling documents with categories from a predefined set. Although the

history of text categorization dates back to the introduction of computers, it is only from the early 90’s

that text categorization has become an important part of the mainstream research of text mining, thanks

to the increased application-oriented interest and to the rapid development of more powerful hardware.

The efficiency, scalability and quality of document classification algorithms heavily rely on the rep-

resentation of documents. Among the set-theoretical, algebraic and probabilistic approaches, the vector

space model [10] representing documents as vectors in a vector space is used most widely. Dimensional-

ity reduction of the term vector space is an important concept that, in addition to increasing efficiency by

a more compact document representation, is also capable of removing noise such as synonymy, polysemy

or rare term use. Examples of dimensionality reduction include Latent Semantic Analysis (LSA) [2] and

Probabilistic Latent Semantic Analysis (PLSA) [5].

The central concept of this thesis is Latent Dirichlet Allocation (LDA) [1], a generative document

model capable of dimensionality reduction as well as topic modeling. LDA models every topic as a

distribution over the words of the vocabulary, and every document as a distribution over the topics,

thereby one can use the latent topic mixture of a document as a reduced representation.

In our research, we applied various LDA models to Web document classification. First, we compared

LDA to LSA based on different kinds of vocabularies and links, and we evaluated a hybrid latent variable

model that combined the latent topics from both LSA and LDA. Then, we proposed an explicit topic

model, called multi-corpus LDA (MLDA), which, in contrast to the classical LDA, is able to assign

category-dependent topic mixtures to Web documents. We showed that MLDA is more accurate by a

thorough evaluation based on the ODP Web Directory. Next, we developed linked LDA, a fully gener-

ative model of web documents taking linkage into account. The experimental results demonstrated the

superiority of our method compared to state of the art link based models. One of the main drawbacks

of LDA is its poor scalability to large corpora, which is the direct consequence of the Gibbs Sampler

within the model. We proposed three different approximate strategies to speed up the sampling process

accompanied with only a slight deterioration in performance. Finally, we conducted experiments with

our previously developed models — MLDA and linked LDA — in the Web Spam classification subtask.
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2 Background

Our results are based on Latent Dirichlet Allocation (LDA), a powerful generative latent topic model.

We have a vocabulary V consisting of V terms, a set T consisting of K topics and M documents of

arbitrary length. For every topic k ∈ T a distribution �ϕk on V is sampled from Dir(�β), where Dir(�β) is a

V -dimensional Dirichlet distribution, �β ∈ R
V
+ is a smoothing parameter. Similarly, for every document d

a distribution �ϑd on T is sampled from Dir(�α), where Dir(�α) is a K-dimensional Dirichlet distribution,

�α ∈ R
K
+ is a smoothing parameter.

The words of the documents are drawn as follows: for every word position n of document m a topic

zm,n = k is drawn from �ϑm, and then a term wm,n = t is drawn from �ϕk and filled into that position. The

notation is summarized in the widely used Bayesian Network representation in Figure 1.

Figure 1: LDA as a Bayesian Network

However, we have to “invert” the generative process and generate the model parameters from given

observations (corpus), or in other terms we have to make model inference. We use Gibbs sampling [4]

for this purpose. Gibbs sampling is a Markov chain Monte Carlo algorithm for sampling from a joint

distribution p(�x), �x ∈ R
N , if all conditional distributions p(xi|�x¬i) are known where �x¬i = (x1, . . . , xi−1,

xi+1, . . . , xN). In LDA the goal is to estimate the distribution p(�z|�w) for �z ∈ T N , �w ∈ VN where
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N =
∑M

i=1 Ni denotes the number of word positions in the documents, hence Gibbs sampling makes use

of the values p(zm,n = k|�z¬(m,n), �w) for m ∈ [1, M ], n ∈ [1, Nm]:

p(zm,n = k|�z¬(m,n), �w) ∝ N
¬(m,n)
kt + βt∑V

v=1(Nkv + βv) − 1
· N

¬(m,n)
mk + αk∑K

z=1(Nmz + αz) − 1
(2.1)

Nkt denotes the count of term t in topic k, similarly Nmk denotes the count of topic k in document m. The

superscript ¬(m,n) denotes that position n in document m is excluded from the corpus when computing

the corresponding count. After a sufficient number of iterations we stop with the current topic assignment

sample �z. From �z, the variables �ϕk and �ϑm are estimated as:

ϕk,t =
Nkt + βt∑V

v=1(Nkv + βv)
, ϑm,k =

Nmk + αk∑K
z=1(Nmz + αz)

. (2.2)

After the model is built, we make unseen inference for every new, unseen document d. The topic

distribution �ϑd of d can be estimated exactly as in (2.2) once we have a sample from its word-topic

assignment �z d. Sampling �z d can be performed with a similar method as above, but now only for the

positions i in d:

p(zd
i = k|�z d

¬i, �w) ∝ Ñ¬i
kt + βt∑V

v=1(Ñkv + βv) − 1
· N¬i

dk + αk∑K
z=1(Ndz + αz) − 1

(2.3)

The notation Ñ refers to the union of the whole corpus and document d.

3 New results

Claim 1 Comparative Analysis of LSA and LDA [C4]

We discuss the application of two text modeling approaches, LSA and LDA for Web page classification.

We report results on a comparison of these two approaches using different vocabularies consisting of

links and text. Both models are evaluated using varying numbers of latent topics. Finally, we evaluate a

hybrid latent variable model that combines the latent topics resulting from both LSA and LDA. This new

approach turns out to be superior to the basic LSA and LDA models.

We study the classification efficiency of the LSA and LDA based latent topic models built on different

vector space representations of Web documents. Generally, the vector space is spanned over documents

words. We refer to this representation as text based. However, in a hyperlinked environment, one can

represent documents with their in- and outneighbors as well, naturally defining a link based representa-

tion.
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Claim 1.1 Experimental results

We use a thoroughly prepared subset of the Open Directory Project (ODP) [] Web directory.

To a given page, we assign its main category label from the ODP category hierarchy. After

generating our models, we use the Weka machine learning toolkit with 10-fold cross valida-

tion to run two different binary classifiers: C4.5 and SVM, separately for each category. The

key results are as follows:

• LDA outperforms LSA by 8% in F-measure and 5% in AUC.

• Link based representation is weaker than text based, however the combination of the

two performs the best. This reveals the possibility that different representations capture

different pieces of information hidden in the documents. The improvement of a text

and link based representation over a simple text based one is 27% in F-measure and 7%

in AUC, respectively.

• LDA and LSA models capture different aspects of the hidden structure of the corpus

and the combination of these models can be highly beneficial. The improvement of an

LDA-LSA hybrid model over LSA is 20% in F-measure and 7% in AUC, while over

LDA is 11% in F-measure and a 2% in AUC.

Claim 2 Multi-corpus LDA [C2]

We introduce and evaluate a novel probabilistic topic exploration technique, called Multi-corpus Latent
Dirichlet Allocation (MLDA), for supervised semantic categorization of Web pages. The appealing

property of MLDA is that right after unseen inference the resulting topic distribution directly classifies

the documents. This is in contrast to, say, plain LDA, where the topic distribution of the documents

serves as features for a classifier.

Claim 2.1 Development of our MLDA model

MLDA is essentially a hierarchical method with two levels: categories and topics. Assume

we have a supervised document categorization task with m categories. Every document is

assigned to exactly one category, and this assignment is known only for the training corpus.

For every category we assign separate topic collection, and the union of these collections

forms the topic collection of LDA. In LDA a Dirichlet parameter vector �α is chosen for every

document so that topics assigned to the document words are drawn from a fixed multinomial

distribution drawn from Dir(�α). In MLDA, we require for every training document that this

Dirichlet parameter �α has component zero for all topics outside the document’s category. In
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this way, only topics from the document’s category are sampled to generate the document’s

words. This is equivalent to building separate LDA models for every category with category-

specific topics. For an unseen document d the fraction of topics in the topic distribution of

d that belong to a given category measures then how well d fits into that category. As a

Dirichlet distribution allows only positive parameters, we will extend the notion of Dirichlet

distribution in a natural way by allowing zeros.

Claim 2.3 Vocabulary term selection and ϑ-smoothing with Personalized PageRank

We perform a careful term selection based on the term frequency calculated for each different

category and on the entropy of the normalized term frequency vector over the categories.

The goal is to find terms with high coverage and discriminability. There are several results

published on term selection methods for text categorization tasks [3, 7]. However, we do not

directly apply these here, as our setup is different in that the features put into the classifier

come from discovered latent topics, and are not derived directly from terms.

After the model inference is over, every document has an estimated topic distribution �ϑ.

Averaging these �ϑ’s over the documents gives a distribution vector �̂ϑ, estimating the overall

presence of the topics in the corpus. We call �̂ϑ the observed importance distribution of the

topics in the corpus.

There is a possibility that MLDA infers two very similar topics in two distinct categories.

In such a case it can happen that multi-corpus unseen inference for an unseen document

puts very skewed weights on these two topics, endangering classification performance. To

avoid such a situation, we apply a modified 1-step Personalized PageRank on the topic space,

taking topical similarity and the observed importance into account. The proposed method is

as follows.

Fix a document m. After unseen inference, its topic distribution is �ϑm. We smooth �ϑm by

recomputing the components of �ϑm as follows. For all topics h ∈ K, replace ϑm,h by

ϑnew
m,h = c · ϑm,h +

∑
j∈K\h

Sj ·
ϑ̂j

JSD(ϕj, ϕh) + ε
· ϑm,j (3.1)

where c is a smoothing constant, �̂ϑ is the observed importance distribution, ε is a small value

to avoid dividing by zero, ϕj, ϕh are the corresponding word distributions representing topics

j and h, respectively and JSD is the Jensen-Shannon divergence function. Note that c = 1

corresponds to no ϑ-smoothing. Sj is chosen in such a way that the contribution of ϑm,j to
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the rest of the topics satisfies

∑
h∈K\j

Sj ·
ϑ̂j

JSD(ϕj, ϕh) + ε
· ϑm,j = (1 − c)ϑm,j, (3.2)

which makes sure that ϑnew
m,j is a distribution. The consequence of ϑ-smoothing is if two topic

have very similar distributions (that is, JSD ≈ 0), then the corresponding weights will be

balanced, therefore decreasing the classification error.

Claim 2.4 Experimental results

We use the same Web document collection as in Claim 1.1. We compare the classification

performance of MLDA with that of several baseline methods. We also test the effective-

ness of our proposed term selection and ϑ-smoothing. In the MLDA model, one can easily

exploit the statistics of the hierarchical category structure of the Web collection, therefore

experiments on this feature are done as well. MLDA can be used as a direct classifier, since

the inferred topic distribution gives an estimation of how well the document fits into the

category. The key results are as follows:

• Improvement in running time over LDA. In addition MLDA can be run in parallel.

• 15% increase in AUC with MLDA based direct classification over tf × idf based linear

SVM.

• A slight 2% increase in AUC by choosing the number of subcategories of the main

category as the number of latent topics.

• 10% increase in AUC by combining a careful vocabulary selection and the ϑ-smooting

heuristic over a “heuristic-free” MLDA baseline.

Claim 3 Linked LDA [C1]

We propose linked LDA, a novel influence model that gives a fully generative model for hyperlinked

documents, such as a collection of Web pages. We demonstrate the applicability of our model for classi-

fying large Web document collections. In our setup, topics are propagated along links in such a way that

linked documents directly influence the words in the linking document. The inferred LDA model can be

applied to dimensionality reduction in classification similarly to Claims 1 and 2. In addition, the model

yields link weights that can be applied in algorithms to process the graph defined by Web hyperlinks; as

an example, we deploy link weights extracted by linked LDA in stacked graphical learning [6].
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Claim 3.1 Development of our linked LDA model

The key idea is to sample the topic of a position in a document in two steps: first we sample

either an outlink or the document itself, then sample a topic from the document topic distri-

bution corresponding to the outlink. Finally we sample a word from the word distribution

belonging to the chosen topic. The generative process is summarized in Figure 2.

Figure 2: Linked LDA as a Bayesian Network

Our model also relies on the LDA distributions �ϕk and �ϑm. We introduce an additional

distribution �χm on the set Sm, which contains the document m and its outneighbors. �χm is

sampled from Dir(�γm), where �γm is a positive smoothing vector of size |Sm|.

We develop a Gibbs sampling inference procedure for linked LDA. The goal is to estimate

the distribution p(�r, �z|�w) for �r ∈ DN , �z ∈ T N , �w ∈ VN where N =
∑M

i=1 Ni denotes the

set of word positions in the documents. In Gibbs sampling one has to calculate p(zm,n =

k, rm,n = l|�z¬(m,n), �r¬(m,n), �w) for m ∈ [1, M ], n ∈ [1, Nm]. We derive the following update
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equation:

p(zm,n = k, rm,n = l|�z¬(m,n), �r¬(m,n), �w) ∝

N
¬(m,n)
lk + αk

K∑
z=1

(Nlz + αz) − 1

· N
¬(m,n)
ml + γl

Sm∑
r=1

(Nmr + γr) − 1

· N
¬(m,n)
kt + βt

V∑
v=1

(Nkv + βv) − 1

, (3.3)

where Nlk is the number of words in document l with topic k, similarly Nml denotes the

number of words in document m influenced by outneighbor l ∈ Sm, and Nkt is the count of

word t in topic k in the corpus.

Similarly to LDA, we stop after a sufficient number of iterations with the current topic as-

signment sample �z, and estimate �ϕk and �ϑm as in (2.2), and �χm by

χml =
Nml + γml

|Sm|∑
r=1

(Nmr + γmr)

. (3.4)

Claim 3.2 Experimental results

In our experiments, we use the host-level aggregation of the WEBSPAM-UK2007 crawl

of the .uk domain. We perform topical classification into one of the 14 top-level English

language categories of the ODP. We make the following experiments in order to study the

behavior of the linked LDA model:

• We experimentally show the convergence of the log-likelihood of the model.

• We experimentally show a strong correlation between the model log-likelihood and the

AUC.

• We compare linked LDA with a standard LDA model: linked LDA outperforms LDA

by about 4% in AUC of classification.

• We compare linked LDA with link-PLSA-LDA [8], the state of the art link based topic

model. In this experiment, we use different link weight functions derived from the χ

distribution of linked LDA, from link-PLSA-LDA and the cocitation graph as well. We

perform the experiments with a stacked graphical learning classification scheme. The

best model was linked LDA; it improves the classification over link-PLSA-LDA by 3%

in AUC.
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Claim 4 Fast Gibbs samplers

We develop LDA specific boosting of Gibbs samplers resulting in a significant speedup in our exper-

iments. The crux in the scalability of LDA for large corpora lies in the understanding of the Gibbs

sampler for inference. Originally, the unit of sampling or, in other terms, a transition step of the under-

lying Markov chain, is the redrawing of one sample for a single term occurrence in the Gibbs sampler

to LDA [4]. The storage space and update time of all these counters prohibit sampling for very large

corpora. Since however the order of sampling is neutral, we may group occurrences of the same term in

one document together. Our main idea is then to re-sample each of these term positions in one step, and

to assign a joint storage for them. We introduce three strategies:

Claim 4.1 Aggregated Gibbs Sampler

We calculate the conditional topic distribution F as in Equation (2.1) for the first occurrence

i of a word in a given document. Next we draw a topic from F for every position with

the same word without recalculating F , and update all counts corresponding to the same

word. In this way, the number of calculations of the conditional topic distributions is the

number of different terms in the document instead of the length of the document, moreover,

the space requirement remains unchanged. This can be further improved by maintaining the

aggregated topic count vector for terms with large frequency in the document, instead of

storing the topic at each word.

Claim 4.2 Limit Gibbs Sampler

This sampling is based on the “bag of words” model assumption suggesting that the topic

of a document remains unchanged by multiplying all term frequencies by a constant. In the

limit hence we may maintain the calculated conditional topic distribution F for the set of all

occurrences of a word, without drawing a topic for every single occurrence. Equation (2.1)

can be adapted to this setting by a straightforward redefinition of counts N . Similarly to

aggregated Gibbs sampling, limit sampling may result in compressed space usage depending

on the size and term frequency distribution of the documents.

Claim 4.3 Sparse Gibbs Sampler

Sparse sampling with sparsity parameter � is a lazy version of limit Gibbs sampling where we

ignore some of the less frequent terms to achieve faster convergence on the more important

ones. On every document m with dm words, we sample dm/� times from a multinomial dis-

tribution on the distinct terms with replacement by selecting a term by a probability propor-

tional to its term frequency tfw in the document. Hence with � = 1 we expect a performance
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similar to limit Gibbs sampling, while large � results in a speedup of about a factor of � with

a trade-off of lower accuracy.

Claim 4.4 Results

• We prove that the heuristics have rationale, because they all have the required distribu-

tion p(�z|�w) as their unique stationary distribution.

• We compare the running time of the proposed heuristics with the standard Gibbs Sam-

pling and with a recently developed fast Gibbs Sampler [9]. We measure an astonishing

10 − 11 times speedup over the fast sampler with only 1% decrease in terms of AUC.

• We experimentally show the convergence of the model log-likelihood of the various

samplers and the strong correlation between the model log-likelihood and the AUC.

Claim 5 Web Spam Filtering [C3, C5]

We participated in the Web Spam Challenge contest in 2008. The goal of the Web Spam Challenge series

is to identify and compare machine learning methods for automatically labeling Websites as spam or

normal. We made experiments with both MLDA and linked LDA and we ran our tests on the WEBSPAM-

UK2007 dataset. The organizers provided baseline content and link based features, thus we were given

a controlled environment to measure the performance of our models. In both cases, we applied feature

combination schemes in order to improve classification performance. In the case of MLDA, we used

a logistic regression based combination, whilst in case of linked LDA, we combined the results of the

different classifiers by the random forest classifier.

Claim 5.1 Experimental results with MLDA [C3]

In MLDA, we build two separate LDA models, one for the spam and one for the normal

Web pages, then we take the union of the resulting topic collections and make inference with

respect to this aggregated collection of topics for every unseen document d. Finally, the total

probability of spam topics in the topic distribution of an unseen document gives a prediction

of being spam or honest. The key results are as follows:

• We reached a relative improvement of 11% in AUC over the baseline classifiers and we

ranked fourth in the competition with an AUC = 0.80.

Claim 5.2 Experimental results with linked LDA [C5]

In case of linked LDA, we simply apply our model to get the topic distribution of the Web

pages, and then we perform spam classification. The key results are as follows:
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• We tested linked LDA on the same corpus and we compared our results to the winner

of 2008. Our random forest based combinations achieve an AUC = 0.854, while the

winner’s result was AUC = 0.848.
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