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A B S T R A C T

A central goal of Natural Language Processing (NLP) and of Artificial
Intelligence (AI) in general is the creation of conversational agents.
In order for a conversational agent to pass the Turing test and be
called intelligent, it has to be open domain: it has to be able to con-
verse about nearly anything [151]. It follows that methods that represent
word meaning to support conversational agents should also be as gen-
eral and comprehensive as possible.

A good starting point to determine the desirable characteristics of
such a method is grounding in dialogue [19]: maintaining the com-
mon ground necessary for mutual understanding between partici-
pants. Errors in grounding [13, 56, 111] can make conversation dif-
ficult to maintain or can even cause it to completely break down.
The analysis of these errors point to three beneficial characteristics
for the method, two of which are components of comprehensiveness:
the method should be robust to work with corrupted or unintelligible
words due to e.g., Automatic Speech Recognition (ASR) errors, and it
should be open so it can assign meaning to almost any word regard-
less the domain. It should also be transparent: the representation it
assigns to words should be easy to understand for human users.

In the first part of the dissertation, I propose a method designed
according to these principles. As open word interpretation is a funda-
mental, unsolved problem of NLP, I relax this condition: the method
is flexible in that the meaning representation it assigns to words is
more graded than a single sense, and it can assign meaning to words
whose meaning is unknown using related concepts. I call the method
Robust and Flexible Word Explanation (RFWE). The method has been
incorporated into a webportal to help participants from different sci-
entific disciplines establish common ground and communicate better.

I estimate the RFWE interpretation vectors with a fast neural net-
work architecture, which is important for real world applications.
Lastly, I introduce a method based on RFWE to determine unintelligi-
ble words from their textual contexts, like the words not understood
by ASR in a dialogue system.

In the second part, I demonstrate the usefulness of word meaning
in practice on problems closely connected to dialogue systems: the
automatic generation of word puzzles and next utterance classifica-
tion, where the task is determining the correct next response in a
conversation.
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A B S Z T R A K T

A természetes nyelvek gépi feldolgozásának és a mesterséges intelli-
genciának egyaránt központi célja a párbeszédre képes ágensek kifej-
lesztése. Ahhoz, hogy egy ilyen ágens megfeleljen a Turing-teszten és
intelligensnek nevezhessük, nem lehet témaspecifikus: bármilyen té-
máról képesnek kell lennie beszélgetni [151]. Emiatt egy, a párbeszéd-
re képes ágenseket támogató, szavak jelentését reprezentáló módszer-
nek a lehető legáltalánosabbnak kell lennie.

Ahhoz, hogy meghatározzuk egy ilyen módszer jellemzőit, a pár-
beszédben lekötés [19], azaz az egymás megértéséhez szükséges közös
fogalmi sík fenntartásának problémája adhat támpontokat. Ha hibák
adódnak a lekötésben, a párbeszéd nehezen folytatható, vagy akár
teljesen meg is akadhat [13, 56, 111]. Ezeknek a problémáknak az
elemzése arra mutat, hogy a módszernek két szempontból kell általá-
nosnak lennie. Egyfelől robusztusnak kell lennie, azaz működnie kell
olyan szavakkal is, amiknek ismeretlen vagy hibás az alakja (például
ha a beszédfelismerő komponens hibázik egy dialógusrendszerben).
Másfelől nyíltnak kell lennie, azaz szinte minden szóhoz jelentésrep-
rezentációt kell tudnia rendelni témakörtől függetlenül. Ezen felül az
átláthatóság is fontos szempont: a szavakhoz rendelt reprezentációk-
nak a felhasználók által érthetőnek kell lennie.

Disszertációm első részében egy, a fenti elvek alapján kialakított
módszert mutatok be. Mivel a tetszőleges szavak értelmezése a ter-
mészetes nyelvek gépi feldolgozásának egy megoldatlan alapproblé-
mája, a nyíltság kritériumát gyengítem a rugalmasság kritériumára. Ez
azt jelenti, hogy a módszer a szokásos egy fogalomnál rugalmasabb
jelentésreprezentációt rendel a szavakhoz, és ismeretlen jelentésű sza-
vakhoz is képes jelentésreprezentációt rendelni kapcsolódó fogalma-
kat felhasználva. A módszer alkalmazásra került egy webportálon
különböző tudományos diszciplínákból érkező felhasználók kommu-
nikációjának segítésére.

A módszer által szavakhoz rendelt jelentésvektorokat egy neurális
hálóval hatékonyan közelítem. Ez a fentihez hasonló alkalmazások
esetén fontos. Végül bemutatok egy, a szójelentés reprezentáló mód-
szer módosításával kapott módszert ismeretlen alakú szavak megha-
tározására a kontextusukból.

A második részben a szójelentés reprezentáló módszerek gyakorla-
ti hasznosságát demonstrálom két, a dialógusrendszerekhez szorosan
kötődő problémán: szójátékok automatikus generálásán és a követke-
ző válasz osztályozásán, ahol a feladat egy párbeszédben a következő
helyes válasz meghatározása.
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András Lőrincz. “Determining Unintelligible Words from their
Textual Contexts.” In: Procedia - Social and Behavioral Sciences
73 (2013). Proceedings of the 2nd International Conference on
Integrated Information (IC-ININFO 2012), Budapest, Hungary,
30 August - 3 September, pp. 101–108. doi: 10.1016/j.sbspro.
2013.02.028.

xi

http://dx.doi.org/10.1016/j.sbspro.2013.02.028
http://dx.doi.org/10.1016/j.sbspro.2013.02.028




If you spend too much time thinking about a thing,
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— Bruce Lee
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1
I N T R O D U C T I O N

A central goal of Natural Language Processing (NLP) and of Artificial
Intelligence (AI) in general is the creation of conversational agents. On
the dawn of AI research, Alan Turing defined the intelligent computer
as one that can fully imitate a human being in a conversation and is
indistinguishable from him [151].

Turing argues that his test can include almost any field of the hu-
man endeavor, as the conversation could be about anything we wish.
One of the first systems that implemented a conversational agent,
ELIZA [158], employed a trick to circumvent Turing’s criterion: it
simulated a Rogerian psychotherapist, so it didn’t have to have knowl-
edge about the real world. Thanks to this, it was capable of fooling
people into believing that it’s a human being even though it was a
simple rule-based system. Lots of similar so-called chatbots were de-
veloped since then – for example, to compete for the Loebner prize
[86] – but passing the Turing-test remained elusive.

Another, more application-oriented type of dialogue system helps
its user accomplish a particular task. These systems are built both by
companies and universities. An example of the former is the “How
may I help you?” dialogue system deployed by AT&T that routed
more than 15 million phone calls per month [46, 48]. An example
of the latter is the Mercury system developed at MIT that provides
telephone access to an online flight database [133].

A common feature of these systems is that they are only usable in
the narrow domain of the particular task they were built to solve. Cre-
ating one involves a lot of engineering work, as most of the required
knowledge that is embedded into the system must be handcrafted
[67]. For example, Apple Siri – perhaps the most widely known di-
alogue system that came out in recent years – also works in narrow
subdomains, like booking a table at a restaurant. These subdomains
correspond to manually compiled so-called active ontologies, identi-
fied based on keywords in the query supplied by the user [6]. These
application-oriented dialogue systems also fall short of Turing’s idea
to be able to communicate about anything we might wish.

However, dialogue systems are becoming more and more ubiqui-
tous on mobile and home devices with many thousands of chatbots
besides the Big Four (Amazon Alexa, Apple Siri, Google Assistant
and Microsoft Cortana) [26]. Much effort is put into improving these
systems, much of it centered around Amazon’s Alexa Prize [125].

Domain specific dialogue systems “interpret” the intention of the
user using a domain specific semantic grammar. For example, in a
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2 introduction

flight information system, this simple grammar is used to extract the
departure date, source city, destination city, etc. This is very far from
the general problem of representing word meaning. In fact, the prob-
lem of word meaning – just like general conversational agents – is
already considered an AI-complete problem [94, 106]: many believe
that as soon as it is solved, the problem of building an intelligent
computer would also be solved.

Dialogue systems that aim to be open domain has not yet made
sufficient progress to concern themselves with the deep problem of
interpreting words, probably because the task of interpreting words
may already be just as hard as general conversational agents. How-
ever, research in both psychology and dialogue systems indicates that
word meaning may help dialogue systems succeed, or it may even be
their most important missing component.

In a conversation, continually maintaining the common ground be-
tween the participants – grounding – is crucial for mutual understand-
ing [19]. Grounding is also critical for dialogue systems to success-
fully participate in the conversation and interpret the intention of
the user. Errors that disrupt the common ground can dramatically
decrease the expected probability of task success [13] and can even
make the whole conversation break down [56].

The most effective ways to reduce the effect of grounding errors are
to provide more insight into the inner workings of the system [13] by
explaining its state, or making the meaning of the utterances clear [56].

Grounding errors can occur on different levels [13, 111]: either the
utterance of the user is not recognized or misunderstood by the sys-
tem, or it is recognized but falls outside its domain. The first kind of
error may occur because of an ASR error, or – in case of a text-based
dialogue system – because the user mistyped something. The second
kind of error occurs because the dialogue system is too limited by its
domain to handle the utterance.

In order to facilitate communication, the meaning of words should
be represented in a form that is easy to understand for both ma-
chine and human participants. One solution is to represent mean-
ing using the concepts of Wikipedia [41, 96] to make them human-
interpretable or explicit. I represent meaning with explicit Wikipedia
concepts throughout the dissertation.

Based on these observations, a method to represent word meaning
for open domain dialogue systems should be:

1. Robust: the method should work with words that are not rec-
ognized or misrecognized by ASR or mistyped in a chat-based
dialogue system.

2. Open: the method should be able to assign meaning to any word
regardless of its domain: it should not be constrained at all. This
also means that the method should be able to interpret words
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with novel meaning like neologisms. As this would pose an AI-
complete problem, a more relaxed criterion is that the method
should be flexible, so the meaning representation it assigns to
words is more graded than a single sense and it can assign some
related meaning to a word that denotes an unknown concept.

3. Transparent: the representation of word meaning should be easy
to understand for the human users of the system.

Current methods do not consider all of these criteria (Chapter 3),
so a novel approach is needed. I introduce a method called Robust
and Flexible Word Explanation (RFWE) designed from the ground up
to meet these criteria. Robustness is achieved by not taking the sur-
face form1 of the word into account at all: the method considers the
target word2 unintelligible. Not using the surface form also makes the
method more flexible: it can interpret unknown words with known
meaning. Additionally, the method can assign a mixture of related
concepts to words that denote an unknown concept. Structured sparsity
[8, 160] is used to cope with the large-scale combined disambiguation
problem that arises because of the unintelligible target word. Making
the interpretation vectors sparse – having only a small number of
concepts – makes them more transparent than Explicit Semantic Anal-
ysis (ESA).

Thesis 1. I introduced a method called RFWE to interpret
word tokens that was designed from the ground up to
be robust, flexible, and transparent [118, 119]. I applied a
structured sparsity inducing regularization to manage the
increased scale and difficulty of the combined disambigua-
tion problem. The method is capable of interpreting words
in terms of a small number of Wikipedia concepts that
are easy to understand for human users. I demonstrated
its ability to interpret unintelligible words and words that
denote unknown concepts. If the meaning of the word is
unknown (i.e., not present in the dataset), the method de-
scribes it as a mixture of already known concepts (Chap-
ter 4).

The method has been applied in a practical real-world
application [92]. I lead a team that created a multidisci-
plinary crowdsourcing web portal where we used RFWE

to improve grounding between the participants and thus
help them communicate more effectively (Section 4.4).

RFWE needs two steps: compiling the dictionary and computing the
representations (prediction). Compiling the dictionary can be done

1 the form of a word as it appears in the text
2 the word to be explained with Wikipedia senses
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very quickly. The prediction step – computing the RFWE representa-
tions – involves solving a nonsmooth convex optimization problem
that is relatively slow for a real-world application like the word expla-
nation feature on a webportal, as many users could use the feature
concurrently. Neural networks can be used to estimate the represen-
tation three orders of magnitude faster.

Thesis 2. We developed a method to predict the active
groups efficiently in structured sparse representations [88]3.
This allowed me to quickly estimate the RFWE representa-
tions, which is particularly important in practical interac-
tive applications like the aforementioned web portal or a
conversational agent (Chapter 5).

Determining unintelligible word tokens not understood by ASR in
spoken dialogue systems [13] or Optical Character Recognition (OCR)
in case of scanned documents [156] is a similar problem to the prob-
lem of RFWE. The core difficulty is that the word token is unknown,
which leads to a hard classification problem with many possible clas-
ses (candidate words). RFWE is similar: the meaning of the target word
is produced as a mixture of many different senses.

Thesis 3. I developed a method as a modification of RFWE

to determine unintelligible words in textual contexts [122].
Two examples of unintelligible words in practice are ASR

errors in spoken dialogus systems and OCR errors (Chap-
ter 6).

For both open domain dialogue systems and word meaning, meth-
ods that involve lots of handcrafting engineering work are not feasi-
ble: putting all the necessary knowledge into the system by hand is
nearly impossible because of the knowledge acquisition bottleneck
[42]. Consequently, the methods must be data-driven, minimizing
handcrafting work and taking advantage of huge datasets. End-to-
end dialogue systems [134] learn the whole dialogue system from
corpora, thus minimize the domain expert engineering required for
the system. This is a very promising approach that could make great
progress towards open domain dialogue systems.

Open domain dialogue systems are still beyond the reach of current
technology. To demonstrate the practical utility of word meaning for
dialogue, I employ word meaning in two related applications. The
first application is generating word puzzles from corpora. The corpus
is unlabeled, minimizing human effort. The documents are processed
by topic models [11] and sets of related words are obtained using

3 The authors of the paper are in alphabetical order. We demonstrated the method on
simulated experiments, temporal coherence in natural image series, and estimating
the RFWE representations. My contributions are the implementation and validation
of the model, and applying it to estimate the RFWE representations.
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ESA. The puzzles are built from these sets and less related words.
The method is domain-independent and is demonstrated across two
domains.

Thesis 4. I developed a domain-independent method [117,
121] to generate word puzzles from an unlabeled corpus
of documents by representing the documents with topic
models and the meaning of individual words with ESA

(Chapter 7).

The second application is improving next utterance classification
for end-to-end dialogue systems. The task is to choose the correct
next utterance in a dialogue given the utterances so far. The method
works by extending word embeddings with explicit word meaning
in the form of ESA, thus it can be applied with minimal modification
to the architecture of the neural network. As the background knowl-
edge is general, the method can be applied across multiple domains.
I demonstrate it on 6 different Internet Relay Chat (IRC) corpora.

Thesis 5. I developed a domain-independent method that
extends word embeddings used in dialogue systems with
ESA interpretation vectors [120]. I evaluated the method
on the next utterance classification task in different do-
mains on IRC chatlogs. We collected and processed the
chatlogs using a software system specifically developed
for this task by my MSc student and myself (Chapter 8).





Part I

D I A L O G U E S Y S T E M S A N D W O R D M E A N I N G

I review dialogue systems and methods that assign mean-
ing representations to words with an emphasis on open
domain dialogue systems. In a conversation, continually
maintaining the common ground between the participants
– grounding – is crucial for mutual understanding. Prob-
lems in understanding can stem from different reasons on
different levels. An ideal system would be robust to cope
with errors in input, open so the user’s utterance does not
fall outside its domain, and transparent so the user can
detect problems with grounding. These criteria translate
directly for a word meaning method for open dialogue
systems. Such a method should be robust to deal with mis-
understood or unintelligible words, open or at least flexible
enough to assign meaning to words with novel meaning,
and transparent so users of the dialogue system can inter-
pret the meaning representation directly.





2
D I A L O G U E S Y S T E M S

Building systems that can converse with humans in a natural way
has always been a pivotal aim of AI research, so much so that Turing
based the definition of the intelligent computer on the foundations of
dialogue [151] on the dawn of AI.

Although the goal of building an intelligent computer has not yet
been achieved, significant progress has been made in many areas of
speech and language understanding, thanks to the use of data driven
models. However, this progress has not translated into breakthroughs
for dialogue systems. Most practical systems today are still hand-
crafted and built through engineering and expert knowledge [134].
These systems are domain specific, limited to work only in the do-
main(s) of the expert knowledge. Ordering airline tickets or making
a reservation at a restaurant through a dialogue system, although
useful, is still very far from the vision of Turing.

Although true open domain dialogue systems that can converse
about anything are still far away, progress has been made from differ-
ent directions. Chatbots try to pass the Turing test by appearing in-
telligent by utilizing various tricks. A common critique of these bots
is that their goal is to fool the human users, and they don’t really
understand anything at all.

Another, new approach is end-to-end dialogue systems: learning
the whole dialogue system from a corpus of dialogues. These data-
driven systems are promising, and are slowly making progress from
domain specificity to open domain dialogue systems. One day, they
may be able to converse about diverse things in a natural way.

In this chapter, I briefly review dialogue systems and the progress
towards open domain dialogue systems. More complete treatments
of dialogue systems can be found in [67, 134].

2.1 overview

To describe the architecture of a dialogue system, I adopt the ap-
proach of Serban et al. [134], as they also allow for end-to-end dia-
logue systems. I review this exciting new development in Section 2.3.1,
and extend a closely related benchmark problem with explicit word
meaning in Chapter 8.

The standard architecture of a dialogue system (Figure 1) consists
of a

1. Speech Recognizer or ASR: Only needed in Spoken Dialogue
Systems, transforms speech to text automatically.

9
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2. Language Interpreter: Interprets the natural language utterance
of the user. The result is the user’s interpreted intent or dialogue
act. For example, in a flight reservation system like [133], a user
could want to give the preferred departure date of the flight.

3. Dialogue State Tracker: Maintains the state of the dialogue or a
distribution over possible states based on the interaction so far.

4. Dialogue Response Selection: Decides what to do next based on
the dialogue state. Typical responses include outputting infor-
mation, asking for more information, or asking for clarification
to handle errors.

5. Natural Language Generator: Produces natural language out-
put from the selected response.

6. Text to Speech Synthesis: Only needed in Spoken Dialogue Sys-
tems, synthesizes speech from text.

Speech
Recognizer

Text to Speech
Synthesis

Language
Interpreter

Natural Language
Generator

Dialogue State
Tracker

Dialogue
Response
Selection

Dialogue System

Hi!

Figure 1. Architecture of a dialogue system.

One turn of dialogue progresses as follows. The user has an in-
tended dialogue act, for example, he would like to give the preferred
departure date of his flight. He puts this intention into words, and
speaks the words (or types them in case of a text-based system with-
out a Speech Recognizer). If it is part of the system, the Speech Recog-
nizer tries to recognize this acoustic signal and produce the string of
words that was said. The Language Interpreter interprets this string
of words and gives the interpreted dialogue act of the user. This can
differ from the user’s intended dialogue act: errors can happen both
here and in ASR.

After the system has the user’s interpreted dialogue act, the Dia-
logue State Tracker updates the dialogue state based on this and pos-
sibly past inputs. In the example of the frame-based Mercury system
[133], the slot of the departure date would be filled in the frame (I re-
view frame-based systems briefly in Section 2.2). The Dialogue State
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Tracker can also provide a distribution over possible states instead of
just the most probable state.

Based on the dialogue state, the Dialogue Response Selection com-
ponent decides what to do next: it could decide to output some infor-
mation, prompt the user for more input (e.g., the departure city), or
handle errors by asking the user to clarify. Once the system has the
response in its own internal representation, the Natural Language
Generator translates this to natural language for the user. This natu-
ral language response is either output to the screen, or, in the case of
a Spoken Dialogue System, is synthesized and output as speech.

2.2 domain specific dialogue systems

Although my dissertation is only concerned with open domain dia-
logue systems, I describe domain specific dialogue systems briefly:
practically all commercial dialogue systems in use today are domain
specific, handcrafted by domain experts and engineers [134]. Of course
this is because the technology for truly open domain dialogue sys-
tems does not yet exist.

These systems are usually task-oriented: dialogue is used to accom-
plish a task, like booking a flight, finding a restaurant, or maintain-
ing a shopping list. The language interpreter is usually implemented
with a domain specific semantic grammar that aims to recognize the
relevant domain specific categories in the text. For flight reservation,
these categories would include departure date, source city, destination
city, airline, etc.

The simplest of these systems are finite state based. The dialogue
is described as a finite state machine where the states represent the
questions the system asks and the transitions represent the actions
based on the user’s answers. These types of systems, although in-
flexible, are quite easy to use; they have been widely used to design
dialogue systems, usually through toolkits that simplify the process,
like the Center for Spoken Language Understanding (CSLU) toolkit
[95, 147].

It is easy to see that these dialogue systems are entirely systems di-
rected: the system controls a flow of the dialogue as it is encoded in the
state machine. The user just answers the questions as he progresses
through the states in the state machine, maybe with some additional
options to go back or start over.

Frame based dialogue systems provide a more flexible model. Here,
the state of the dialogue is represented as a frame with slots to be filled.
The slots are filled with information provided by the user during the
dialogue. For example, in a flight reservation system like Mercury,
the frame could consist of the slots (source, destination, date, airline)
[133]. The goal of the dialogue is to fill each of these slots. A filled
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frame could be (source: Budapest, destination: Barcelona, date: 2018. 05.
20., airline: Lufthansa).

The system is more flexible than finite state based systems because
the slots do not have to be filled in a predetermined order. The di-
alogue can be mixed-initiative: instead of completely determined by
the system, the dialogue flow is jointly directed by the system and
the user. The user can even provide information for multiple slots at
once, either in addition to the requested information, or after an open
prompt such as “How may I help you?” [133].

As the more flexible systems can progress in multiple different
ways from one dialogue state to the next, dialogue control - the ques-
tion of what to do next - becomes more complex. For example, the
system has to decide whether to ask for new information or con-
firm the previous input of the user, what information to ask for next,
whether to use simple prompts that ask for a single slot to be filled
and progress in a more systems directed manner, or give more control
to the user, etc.

Dialogue control was traditionally handcrafted based on expert
knowledge and best practices. As this approach is cumbersome and
time-consuming, various statistical methods have been proposed. In
particular, Reinforcement Learning (RL) [146] has been applied to di-
alogue control with great success. In these systems, designers do not
have to specify the whole behavior of the system, only the goals in
terms of rewards.

In one of the first approaches of RL to dialogue control, Levin, Pier-
accini, and Eckert [81] formalized dialogue as a Markov Decision Pro-
cess (MDP), where the state st included all the relevant variables to
determine the next action at time t, and the rewards consisted of
three components: the duration of the dialogue, the cost of external
resources (database retrieval), and the effectiveness of system output
to the user. The authors conclude that RL found a complex strategy
for dialogue control very similar to ones developed by various human
expert groups.

The problem with MDPs for dialogue systems is that the states of
the system are taken to be fully observable. This is not the case how-
ever, as the system can easily misinterpret the intention of the user
(Section 2.4). Williams and Young [159] applied Partially Observable
Markov Processs (POMDPs) [69] to handle these uncertainties. Instead
of maintaining a known dialogue state directly, a POMDP maintains a
belief state as a distribution over all dialogue states to capture these
uncertainties. The author’s system outperformed three handcrafted
systems in case of ASR errors. The authors argue that tracking con-
flicting evidence by maintaining multiple hypotheses for the slots in
the frame makes the system more robust.

A domain specific system can be capable of handling multiple do-
mains. In the queen’s communicator [110], domain experts are im-
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plemented as software agents. The system can switch between these
during the conversation according to the flow of the dialogue.

2.3 open domain dialogue systems

Domain specific dialogue systems are the norm because they can be
built by domain experts and building them is relatively simple, at
least compared to the enormous challenges a truly open domain di-
alogue system presents. Open domain dialogue systems are a much
harder problem state-of-the-art technology is only beginning to tackle.

The reason for this – already described by Turing [151] – is that
free dialogue that can include any field of the human endeavor is
so difficult and all-encompassing a task that any computer that can
successfully do it can be said to be intelligent, that is, capable of fully
imitating and not distinguishable from a human being. These systems
are not task-oriented by definition, as the conversation could be about
anything imaginable.

Although open domain systems are still far away, progress has been
made towards them from different directions. Chatbots try to appear
intelligent by trying to fool the human participant of the conversa-
tion. Perhaps the first such system was ELIZA [158], written in Lisp
[2, 109]. This program – and many others after it – employed a trick
to circumvent the problem of not having common sense and knowl-
edge about the real world: it matched the conversation scenario and
the participant to the underlying technology of a simple rule-based
pattern matching system. It simulated a Rogerian psychotherapist,
who could turn back most interactions to the human participant (e.g.,
by repeating the utterance of the user, with possible pattern-based
additions like “I’m sorry to hear that <previous utterance>.”). The sce-
nario also masked the very narrow domain of the conversation, as it
implicitly encouraged the human participants to stay in the domain.
Thanks to this, the system could make the participants believe they
were interacting with another human being.

An even more extreme example is the PARRY system [23], which
introduced Artificial Paranoia (AP) by simulating a paranoid patient
so well as to fool clinicians thinking it was a real patient.

The Loebner prize [86] is a yearly competition for such chatbots,
where the goal is explicitly to pass the Turing-test. A frequent criti-
cism of these systems is that they only appear to converse, but there
is no actual language understanding or interpretation going on: most
of the systems are pattern matching and rule based [1]. A good ex-
ample is Mitsuku, a three times winner or the Loebner prize (2013,
2016, 2017), and a rule based system written in Artificial Intelligence
Markup Language (AIML).

As we go from domain specific to open domain systems, more and
more real world knowledge needs to be covered, so handcrafting the
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system becomes less and less feasible. There have been numerous ap-
proaches to extend the system with data-driven components so that
it can work in multiple domains. A related, easier task, open domain
question answering has seen tremendous advances thanks to data-
driven technology, culminating in the defeat of human contestants in
a game of Jeopardy! by IBM Watson [37]. This gives hope that open
domain dialogue systems may be in our reach someday.

Data can be incorporated into these systems in two ways: either by
having some data-driven components of the system, or by making
the whole system data-driven. This latter approach is very promising,
and much research has been devoted to it recently (Section 2.3.1).

An interesting chatbot architecture was proposed by Higashinaka
et al. [55], which had many components devoted to the different
tasks in a dialogue system (e.g., dialogue act estimation, predicate-
argument structure analysis, utterance ranking, utterance generation).
These components were data-driven. They found that their system
performed better than a simple retrieval-based system, but worse
than a rule-based system produced by about two and a half months
of engineering work.

2.3.1 End-to-end dialogue systems

End-to-end dialogue systems are the ultimate data-driven systems:
everything is learned from the data “end to end”. These systems are
still mostly domain specific, but are actively making progress towards
more general systems. They may be the most promising approach, as
they can extend their reach towards being open domain through more
data.

End-to-end systems have two important properties [134]:

1. They do not have any subcomponents, the system is learned as
a whole, end to end. As a consequence, they do not need inter-
mediate training data (e.g., to learn dialogue act estimation).

2. They optimize all model parameters with respect to a single
objective function.

The end-to-end dialogue system can work in two ways: it can either
select a response from a set of possible responses, or it can generate
new responses from the corpus. An example of the former is the sys-
tem proposed by Shibata, Nishiguchi, and Tomiura [137]. This system
retrieved responses from documents on the Web to allow idle con-
versation about movies. Even though it was a simple retrieval-based
system, it could still generate a natural response to the user 29% of
the time, and an acceptable response 38% of the time.

An early example of generating new responses is the system of
Ritter, Cherry, and Dolan [128]. They used phrase based Statistical
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Machine Translation (SMT) to generate original responses from a Twit-
ter corpus instead of simply finding and retrieving suitable answers.
Their approach outperformed two retrieval based baselines and pro-
duced responses which were preferred over actual human responses
by the annotators 15% of the time.

The most promising current systems use (recurrent) neural net-
works. Vinyals and Le [154] used the sequence to sequence frame-
work [145] to train their model end-to-end to predict the next sen-
tence given the previous sentences in the conversation. They evalu-
ated their system on two datasets. On a domain specific IT helpdesk
dataset, they found that the system could sometimes provide a use-
ful solution to a technical problem. On a more open domain dataset
of movie transcripts, the system could sometimes converse naturally
and perform simple common sense reasoning.

A frequent problem with sequence to sequence end-to-end dia-
logue systems is that they tend to generate generic, trivial responses
like “I don’t know”. Li et al. [82] tackle this problem by introduc-
ing an objective function that promotes diverse answers. Serban et al.
[135] model complex within-sentence dependencies with a hierarchi-
cal latent variable neural network architecture to get meaningful and
diverse on-topic responses.

2.4 grounding

During a conversation, the participants have to continually ensure
that they understand each other well enough for their current pur-
poses: they have to maintain their common ground through the conver-
sation, and keep track of its moment-by-moment changes [19]. The
process by which they coordinate to continually update their com-
mon ground is called grounding [19–22].

Grounding is critical for dialogue systems: without it, the system
cannot know the intention of the user. Errors can easily disrupt the
common ground, and so dramatically decrease the expected proba-
bility of task success in a dialogue system [13]. They can even make
the whole conversation break down [56].

Paek and Horvitz [111] implemented a computational model of
grounding in their architecture for dialogue systems called Quartet
as part of the Conversational Architectures project. They distinguish
four levels of communication between a speaker S and a listener L
where problems with grounding can occur:

1. The speaker S attempts to open a channel of communication
at the channel level to L by an utterance or other action, like a
gesture. L must pay attention to S for communication to occur.

2. At the signal level, S presents a signal to L (e.g., an utterance),
which L must identify and receive correctly.
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3. The understanding of the semantic content of signals occurs at
the intention level. L determines the intention of S.

4. At the conversation level, S proposes some joint activity which
L considers and engages in by providing a relevant response
conditioned on the activity.

Their system uses Bayesian networks to reason about uncertainties
in grounding at these four levels of mutual understanding. It also im-
plements a number of strategies to manage these uncertainties and
repair mutual understanding, like “Display confusion”, “Seek clarifi-
cation”, or “Declare intention before action”.

Bohus and Rudnicky [13] further examine errors in grounding,
their frequency, and their effects for domain specific dialogue sys-
tems in the framework of Paek and Horvitz [111]. They distinguish
misunderstandings and non-understandings, and identify four major
sources of errors according to the four levels of communication:

1. Out-of-application (conversation level): The user’s utterance falls
outside the domain of the application (e.g., the user asks a room
reservation system about the weather), or inside the domain but
outside the scope (e.g., the user asks for a route not in a bus in-
formation system).

2. Out-of-grammar (intention level): The user’s utterance is out-
side the scope of the simple grammar (e.g., the user says “erase
reservation”, but the grammar only recognizes “cancel reserva-
tion”).

3. ASR error (signal level): The user’s utterance is not recognized
correctly.

4. End-pointer error (channel level): The audio signal is not seg-
mented correctly by the end-pointer.

Their classification can be further reduced to two coarser levels: ei-
ther the utterance of the user is not recognized or misunderstood
by the system, or it is recognized but falls outside its limits (do-
main or scope). The first kind of error occurs because of an ASR er-
ror, or – in case of a text-based dialogue system – because the user
mistyped something. From another point of view, the system is not
robust enough to deal with these unintelligible inputs. The second kind
of error occurs when the utterance falls outside the domain or scope.
The dialogue system is too limited by its domain to handle the utter-
ance. The system is not open enough.

They measured the frequency of the different kinds of grounding
errors in a controlled experiment. As the experiments were scenario-
driven, they encountered almost no cases where the user’s utterance
fell outside the domain of the application. However, there were a
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fairly large number of errors (about 30% of all errors) where the ut-
terance fell outside the scope or the grammar. Most of the errors were
due to ASR. Today, the distribution would be probably different with
less recognition errors and more domain-related errors because of
recent advances of ASR technology [57].

They experimented with different error recovery strategies. Besides
changing the dialogue strategy and moving on, the most successful
strategies were the ones that provided some help or insight into the
inner workings of the system, by offering a full explanation of the sys-
tem’s state or by listing terse available options. This is in line with
Jokinen [66] who says that the transparency of a dialogue system is
very important for it to achieve communicative competence.

Higashinaka et al. [56] analyze errors in chat-oriented dialogue sys-
tems, which are much more open than domain specific dialogue sys-
tems. They determined different error types automatically by cluster-
ing annotations of dialogue transcripts. They discovered three error
types that could make the dialogue completely break down: “Not un-
derstandable”, “Ignore user question”, and “Unclear intention”. They
suggest that the most helpful thing to do to avoid dialogue break-
downs is to make the meaning of the utterances of the dialogue system
clear.





3
R E P R E S E N T I N G W O R D M E A N I N G

Human language is inherently ambiguous. For example, the word bar
is used in a different sense in the sentences “I passed the bar exam.”
and “I went to the bar in the evening.”. Different approaches have
been proposed to resolve these ambiguities by assigning some repre-
sentation of meaning to the words.

Representing word meaning – like open domain dialogue systems
– is a fundamental, very hard problem in AI that goes back to its roots
[157]. In fact, it is considered an AI-complete problem equivalent to
the Turing test [94].

Approaches that assign meaning to words generally rely on the
distributional hypothesis. According to the distributional hypothesis,
words that occur in the same contexts tend to have similar meanings [38,
53]. In the example “I passed the bar exam.”, we can determine the
meaning of the word bar based on its context. However, if we leave
out the word exam, the meaning of bar becomes more ambiguous, as
we can pass both a bar exam and an establishment, although we pass
them in a different sense.

The research I reviewed in Section 2.4 shows that grounding is cru-
cial for conversation and dialogue systems, and suggests that the
most beneficial thing for grounding is making the meaning of the
utterances clear. Based on this research, I identified three important
criteria for grounding in dialogue systems: robustness, openness, and
transparency.

These criteria can be directly translated to features a word mean-
ing representation method for open domain dialogue systems should
have:

1. Robustness means that the method should work with words
that are misunderstandings or non-understandings. I call these
words unintelligible.

2. Openness means that the method should be able to assign mean-
ing to any word regardless of its domain: it should not be con-
strained at all. This also means that the method should be able
to interpret words with novel meaning like neologisms.

3. Transparency means that the representation of word meaning
should be easy to understand for human users of the system:
it should be transparent.

The criterion of openness is very strong and implies solving the
problem of word meaning current method are still far away from.

19



20 representing word meaning

I introduce the weaker condition of flexibility to mean that the mean-
ing representation the method assigns to words is more graded than
a single sense, and it can assign at least some related meaning to a
word with novel meaning. Here, novel meaning means that the word
denotes a concept that is unknown to the method. This can be a genuine
neologism or just a concept the method has no explicit information
about in its knowledge base.

Flexibility can be seen as a way to cope with the knowledge acquisition
bottleneck [42]: Although putting all the necessary knowledge into the
system by hand is impossible, we can still say something about the
meaning of the word utilizing our current knowledge.

Some critiques of Word Sense Disambiguation (WSD) (Section 3.2.1)
and word senses also point to the importance of flexibility. Erk, Mc-
Carthy, and Gaylord [34] suggest that a graded notion of word mean-
ing is more appropriate than tagging each word with a single sense.
In their experiments, annotators rate the applicability of the candidate
senses for the word on a scale of 1–5. They suggest that evaluating
WSD systems on a task of graded rather than categorical meaning char-
acterization may make sense. Passonneau et al. [112] reinforce this
notion when they find that human annotators often disagree when
annotating with a single sense.

In this chapter, I review different approaches of representing word
meaning. I also consider the methods according to the criteria of ro-
bustness, flexibility, and transparency, and identify aspects that could
be useful for a method for open domain dialogue systems.

When we talk about word meaning, the most important distinction
to make is between word types and word tokens. Word tokens are
instances of word types. In other words, word tokens are the concrete
occurrences of word types in the text. In “A rose is a rose is a rose”,
there are three word types (a, rose, is), but eight word tokens. Methods
that assign meaning to words can be distinguished by whether they
interpret word types (Section 3.1) or word tokens (Section 3.2).

3.1 meaning of word types

Word types exist on their own without a context. In practice, methods
that assign meaning to word types interpret words in some concrete
text – word tokens – but they consider only their type, not their con-
text. So they assign exactly the same meaning to two word tokens
if they are the occurrences of the same word type regardless of the
context they are in.

As the meaning representation assigned to the word is always the
same, the different senses the word can be used in are blended into
one in this representation. For example, in the concept vector ESA (Sec-
tion 3.1.1) assigns to the word tree in the sentence “The tree has four
nodes and three edges”, both the senses Tree (graph theory) and
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Tree (plant) would be present, although the word clearly denotes
the concept from graph theory.

An interesting extension of word type interpretation towards inter-
preting word tokens are multi-prototype models of word meaning
[63, 127], a hybrid approach where a word can have multiple proto-
types (word meaning vectors) and the prototype is assigned based on
the context of the word.

3.1.1 Explicit Semantic Analysis

Explicit Semantic Analysis (ESA) uses a special corpus in which each
document describes a certain concept to assign meaning to word
types. The authors of ESA used the articles of the English Wikipedia
as a concept repository because it is comprehensive and constantly
improved. They also built a semantic interpreter from the Open Di-
rectory Project for comparison, and found Wikipedia to give better
results.

The basic assumption of ESA is that if a word appears in a Wikipe-
dia article, then that article (seen as a concept) represents the meaning
of the word to some degree. The strength of this relation is shown by
the frequency of the term in the Wikipedia article. The method con-
structs a matrix C, where each row corresponds to a word type, and
each column to a Wikipedia concept. The columns are the term vec-
tors of the articles in Wikipedia: the weight in cij is the tf-idf score of
word i in article j:

cij = tfidf(i, j) = tf(i, j) idf(i) ,

where tf is the term frequency (the frequency of the word in the
article) and idf is the inverse document frequency (representing the
importance of the word based on the number of documents it appears
in), defined as

idf(i) = log
|D|

df(i)
,

where |D| is the number of documents, and df(i) is the number of
documents word i appears in.

The assumption used here is that words that appear in less docu-
ments are probably more important. The tf-idf weights in a column
represent the importance of words for a given document, and each
document describes a concept; therefore, the tf-idf weights in a row
represent the semantic importance of concepts for a given word. The
ith row of this matrix is called the concept vector or interpretation vector
of word i.

Consider the word tree. In the concept vector assigned to it, there
are many concepts with high weights, such as the concepts Leaf, Oak,
and Tree (graph theory), because the word tree appears frequently
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in these articles. It is easy to see how concept vectors can be used
to measure semantic relatedness: for example, in the concept vector
of the word vertex, the weight for Tree (graph theory) is also high,
therefore, the cosine similarity of the two concept vectors (for the
words tree and vertex) will also be relatively high.

ESA has been applied to many tasks successfully, from Information
Retrieval (IR) [32] to electronic career guidance [49]. There are also
multiple extensions to the standard ESA model, such as CL-ESA (a
cross-language version) [141], and TSA (an extension which takes the
temporal correlation of words into account) [124].

3.1.2 Neural word embeddings

Deep learning has been applied to diverse NLP problems with great
success recently [77]. A key component to apply deep learning to NLP

problems are distributed word representations. Traditionally words
in rule-based and statistical NLP are regarded as atomic symbols, or
– in vector space terms – one-hot vectors where a single element that
corresponds to the word is one, and all the other elements are zero.
This is a localist representation where most pairs of vectors are orthog-
onal.

In contrast, neural networks need and use representations where
the vectors are dense and meaning is distributed in the vector. The
elements of these vectors usually don’t have any specific meaning:
the meaning of the word is represented by the vector as a whole.
The words are embedded into a vector space, and their syntactic and
semantic relationships are encoded by their vector representation in
this space. In general, similar words are closer to each other. These
representations can be obtained using different methods [150]; the
most successful approaches use neural networks to obtain neural word
embeddings.

Distributed representations have been very important for neural
networks since the beginnings of the field [131]. The precursor to
current models is the neural probabilistic language model of Bengio
et al. [10]. They proposed to improve language models by taking the
similarity of words into account (for example, to generalize from “A
cat is walking in the bedroom” to “A dog was running in a room”
based on the similar meaning of the words).

Their method associated a distributed representation with each
word in the vocabulary. The probability of word sequences was ex-
pressed in terms of these vectors. The word representations and the
probability function was learned simultaneously. The word represen-
tations were stored in a matrix with a word vector in each row at
the input-to-hidden layer connections (this is done the same way in
most methods for neural word embedding). They improved perplex-
ity compared to a smoothed trigram model by 10%−20%. They argue
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that the main reason for the improvement was distributed word rep-
resentations and that they could improve other NLP applications too.

Collobert et al. [24] demonstrated this by using a unified neural
network architecture and learning algorithm in different NLP tasks
like part-of-speech tagging, chunking, named entity recognition, and
semantic role labeling. They introduced a procedure to learn word
embeddings from unlabeled data by training a network to compute a
higher score for legal phrases than for illegal phrases. Their work is
an important milestone as they produced word embeddings whose
nearest neighbors were clearly related syntactically and semantically,
and showed that the same word embeddings can be successfully used
across various tasks.

The most frequently used word embeddings today are word2vec

[98, 99] and Glove (Global vectors for word representation) [115]. A
very interesting feature of these methods is their ability to capture
syntactic and semantic regularities in language [97]. For example, if
we denote the vector for word i with xi, then xapple − xapples ≈
xcar− xcars. This even holds for certain semantic relations, for exam-
ple, xking − xman + xwoman ≈ xqueen. These analogies can be used
to evaluate word embedding methods by computing the vector off-
sets: to answer the analogy question of apple:apples to car:?, compute
the vector of y = xapples − xapple + xcar, and find the embedding
vector most similar to it in cosine similarity . The answers can be eval-
uated in various datasets compiled specifically for this purpose [97,
99].

Instead of learning word embeddings as part of NLP tasks like pre-
vious approaches, Mikolov et al. [99] put the emphasis on learning
good vector representations for words in word2vec. They trained shal-
low neural networks to compute word representations directly and ef-
ficiently. They proposed two methods, continuous bag of words and
skip-gram. The networks were trained to predict the current word
based on the context or to predict the context based on the current
word, respectively. They achieved better results than previous ap-
proaches in syntactic and semantic analogy tasks and a sentence com-
pletion task.

Pennington, Socher, and Manning [115] brought together the local
context window approach like word2vec with the global matrix factor-
ization approach like Latent Semantic Analysis (LSA) to combine the
advantages of both: capturing the global statistics of the corpus better
and doing better on the word analogy task. They did this by training
a weighted least squares model on global word-word co-occurrence
counts. Their model outperformed word2vec and other models on
word analogy, word similarity, and named entity recognition tasks.
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3.2 meaning of word tokens

Methods that interpret word types blend all the different senses the
word could be used in into a single word interpretation vector: they
always assign the same meaning to a word in text regardless of its con-
text. Methods that interpret word tokens try to disambiguate between
these different meanings a word in text could be used in depending on
its context.

3.2.1 Word sense disambiguation

The canonical problem of computational word meaning is Word Sense
Disambiguation (WSD) [106]. The problem is to assign the correct
word sense to the target word in context. The senses are chosen from
a sense inventory that contains the senses separated by word type, so
each word type determines a small set of senses. The task is to assign
the correct sense out of this small set to the target word in the text.
WordNet [100] is a very popular choice for the sense inventory.

There are different approaches to WSD. Supervised learning is per-
haps the most prevalent technique. The problem is regarded as a clas-
sification task, where the word senses are the classes. The word sense
is assigned to the target word based on its surface form, its context,
and possibly additional external knowledge sources. The context is
processed and a number of features are produced, like the words in
the context or their part of speech tags (see e.g., [78]). As different
words can be used in different senses, the classes depend on the tar-
get word. For example, the candidate senses of the word almond are
different from the candidate senses of the word bus.

Knowledge based methods employ knowledge resources to assign
senses to words in context. Perhaps the most influential of these is
the Lesk algorithm [80]. This method assumes that as words used
in the same context are related, the textual definitions of their cor-
rect senses in a dictionary will be related too. The words are disam-
biguated by selecting the set of senses with the largest overlap in
their textual definitions. Recently, graph based methods have gained
prevalence. Navigli and Lapata [107] demonstrated that given rich
sense inventories like WordNet enriched with thousands of related-
ness edges, even simple measures such as the degree of nodes are
sufficient to obtain state-of-the-art performance. Another interesting
graph based approach proposed a unified architecture for both WSD

and entity linking (Section 3.2.2) based on random walks and densest
subgraph heuristics [103]. They demonstrated state-of-the-art perfor-
mance across six gold standard datasets.

Lastly, unsupervised methods [113] can be considered as a way
to cope with the knowledge acquisition bottleneck [42], as they do
not need large annotated datasets. Instead of labeling each word oc-
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currence with a sense, they discriminate among word meanings: they
divide them into classes where words with different meanings are in
different classes. The most frequent approach clusters word tokens
in context, where the clusters correspond to the different meanings
of the word. New word occurrences are classified into these induced
clusters.

3.2.2 Wikification

Wikification aims to help users and computers alike in understanding
texts by enriching them with encyclopedic knowledge in the form of
links to Wikipedia articles [96]. Usually, Wikification consists of two
phases: link detection and link disambiguation. The detection phase iden-
tifies the terms and phrases from which links should be made. The
disambiguation phase – which is more relevant for word meaning
– identifies the appropriate Wikipedia article for each detected term
to link to. For example, the term bank could link to an article about
financial institutions or river banks.

Mihalcea and Csomai [96] introduced the concept of Wikification:
they proposed a method to automatically enrich text with links to
Wikipedia articles. They used keyword extraction to detect the most
important terms in the text, and disambiguated them to Wikipedia
articles with supervised learning using the contexts. The disambigua-
tion task was regarded as WSD with Wikipedia as the sense inventory.
Each Wikipedia page corresponded to a word sense, and the links
were regarded as sense annotations.

Milne and Witten [101] proposed an improved method that utilized
the commonness of Wikipedia senses and their relatedness to the con-
text of the target word to disambiguate it. They balanced these two
features taking the quality of the context into account, and incorpo-
rated the context also in the detection phase.

Kulkarni et al. [75] disambiguated terms by taking global coher-
ence into account: they assumed that coherent documents refer to
entities from one or a few related topics or domains. Their goal was
aggressive high-recall annotation: to add as many links as possible to
help indexing and mining tasks. Ratinov et al. [126] proposed a sim-
ilar system called Glow, which used several local and global features
to obtain a set of disambiguations that are coherent in the whole text.

These later papers refer to the task of Wikification as linking entities
to Wikipedia. Wikification can be seen as a special case of the more
general entity linking task [50], which links entity mentions to the
corresponding nodes in a knowledge base. In the case of Wikification,
this knowledge base is Wikipedia.
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3.3 analysis of the methods according to the criteria

I have reviewed different approaches for interpreting word tokens
and word types, and established three criteria for such a method
for open domain dialogue systems: robustness, flexibility, and trans-
parency. Now I examine how well these approaches conform to these
criteria.

3.3.1 Robustness

Robustness is an important property for dialogue systems as errors
(e.g., in ASR or mistyping) can easily corrupt the target word, render-
ing methods that rely on it incorrect in case of misunderstandings
or unusable in case of non-understandings (when the target word is
completely unintelligible).

The reviewed approaches all rely on the target word being correct.
In WSD, Wikification, and entity linking, the small set of candidate
senses or entities are all selected based on the target word. If the
target word is unintelligible or corrupted, they either don’t have a
sense pool to choose from and become unusable, or they choose from
the wrong sense pool and make errors. ESA and word embeddings
also assign the vector representation to the word type based on its
surface form.

3.3.2 Flexibility

Flexibility in assigning senses is important when the method encoun-
ters some concept unknown to it: a concept it has no explicit knowl-
edge about. This could be a truly novel concept that did not exist
before, or it may be a concept that is just missing from the sense
inventory.

Flexibility is achieved by the reviewed methods to a different extent.
On one end of the spectrum is WSD, where usually a single sense is
assigned to the target word from a very limited pool of candidate
senses. Typically there are less than a dozen candidate senses for each
target word. Wikification and entity linking are similar as the pool of
candidate senses is small, but they are better as they use Wikipedia
instead of a typical smaller sense inventory. This increases the size of
the sense inventory considerably to possibly millions of concepts, and
also makes sure that it is dynamic: Wikipedia is constantly extended
with new concepts.

The methods for word types I reviewed – word embeddings and
ESA – fare somewhat better in this respect as they are both vector
based representations. ESA represents each word type as a vector of
concepts, so there is a chance that the senses related to the new con-
cept will be present in the interpretation vector. The coverage of word
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embeddings depends on the training data used to produce them.
However, they cannot assign a vector to a word type with a novel
surface form as they are not robust – this also severely limits their
flexibility.

3.3.3 Transparency

Regarding transparency, most of the methods fare well. Wikification,
entity linking and WSD produce human-understandable representa-
tions. ESA produces explicit representations using the concepts of Wi-
kipedia, but the representations are not completely transparent as an
interpretation vector can consist of thousands of concepts, making it
difficult to interpret.

In general, word embeddings transform the word into an opaque
dense vector whose goal is to work with machine learning algorithms
and which cannot be interpreted by people. A way to alleviate this
problem is to make the dimensions of the embedding more inter-
pretable by using an external knowledge source such as Wordnet
[100] or ConceptNet [83] for retrofitting [35, 142]. Another approach
that does not require backround knowledge is sparsifying the word
embeddings [36, 104].





Part II

W O R D M E A N I N G F O R W O R D T O K E N S

I introduce a method to interpret word tokens that was
designed from the ground up to be robust, flexible, and
transparent. I demonstrate its ability to interpret unintel-
ligible words and words whose meaning is not explicitly
present in the sense inventory. As we will see, having a
robust method that works on unintelligible words intro-
duces complexities to the learning problem. I will address
these complexities with a structured sparsity inducing reg-
ularization. I apply Recurrent Neural Networks (RNNs) to
estimate the word meaning representations in a single
feedforward step, which yields a speedup of three orders
of magnitude compared to the original method with con-
vex optimization. I demonstrate two applications: a word
explanation feature for grounding on a web portal and
determining unintelligible words in text.





4
R O B U S T A N D F L E X I B L E W O R D E X P L A N AT I O N

In the preceding chapter, I established three criteria – robustness, flex-
ibility, and transparency – for word meaning, and reviewed existing
approaches in light of these. In this chapter, I introduce a method to
interpret word tokens designed from the ground up to meet these
criteria.

To achieve flexibility and transparency, the method interprets words
as weighted mixtures of Wikipedia senses. To achieve robustness, the
method does not take into account the target word at all. Because of
this, the number of possible senses are orders of magnitude larger
than in e.g., WSD. The learning problem becomes harder as the num-
ber of spuriously similar contexts increases. I introduce structured
sparsity to reduce the effect of these spurious similarities. I perform
large-scale evaluations where the method disambiguates among up
to 1000 Wikipedia senses at once.

4.1 motivation

The method should be robust, flexible, and transparent. Wikification
and ESA are the chief motivating approaches for transparency. Simi-
larly to them, I use Wikipedia as the repository of concepts or senses
to interpret words with. This ensures that the method is explicit: it
represents meaning with human-interpretable concepts.

Similarly to Mihalcea and Csomai [96], I regard Wikipedia as a sense
inventory, where each link can be thought of as a sense-annotated
word. In each link, the anchor text of the link – the word – is anno-
tated with the target Wikipedia page: the sense.

Wikipedia as a sense inventory has many advantages: it is human-
interpretable, its coverage of concepts is much higher than a typical
sense inventory, it is continuously evolving, it has comprehensive def-
initions for most senses (the Wikipedia articles), and it is a very rich
source to compile datasets from for machine learning: the senses have
long textual descriptions, there is a rich link structure, etc. This rich-
ness of data has enabled ESA to succeed [41].

Robustness is harder to achieve. Wikification and ESA concern them-
selves only with correct and known words: misspelled words, words
misunderstood or not understood by ASR, mixed up words like ho-
mophones (e.g., carat vs carrot) fall outside their scope. These words
are different in that the connection between their surface form and
their meaning is broken: the surface form cannot be used to reason
about the meaning. To handle all these cases, I regard the target word
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as unintelligible: the method does not take into account the target word at
all.

Not taking the surface form of the target word into account also
helps with flexibility in cases where an unknown surface form is associ-
ated with an already known meaning. For example, the method could
interpret a neologism where a new word gets associated with an al-
ready known sense (e.g., neologisms created by clipping: professor
→ prof, facsimile→ fax [4]).

In the more involved case, the meaning of the word is also unknown
to the method: it is not present in the sense inventory. In many cases,
these words can be explained by multiple senses. A striking example
is neologisms created by blending, like edutainment (from education
and entertainment) and netiquette (from network and etiquette) [4].
Even in less clear-cut cases, finding a set of senses closely related to
the novel meaning could help users and computer algorithms to un-
derstand it. I add flexibility to the method by interpreting each word
as a mixture of senses.

Generalizing to unintelligible words introduces a new difficulty
(Figure 2). As we cannot rely on the surface form of the target word,
the complexity of the disambiguation problem increases. Current methods
that interpret word tokens treat the disambiguation of different word
types independently. My method cannot formulate an independent
problem for each surface form; it has to disambiguate among hun-
dreds or thousands of senses at once instead of about a dozen senses.
This vast number of candidate senses results in a large-scale learning
problem.

The willow is on
the river bank.

Bank

Bank (geography)

The apple fell
from the tree.

Apple

Apple Inc

Traverse the
leaf nodes.

Leaf

Leaf vertex

Leaf spring

(a) Separate disambiguation problems

Bank

Bank (geography)

Apple

Apple Inc

Leaf

Leaf vertex

Leaf spring

I bought a tablet
from ???.

(b) Combined disambiguation problem

Figure 2. Separate and combined disambiguation problems. When assign-
ing word meaning, most methods consider the disambiguation
of each word as a separate problem (Figure 2a). For example, in
WSD, usually distinct classifiers are trained for each word. As a
consequence, the methods need to disambiguate between a small
number of senses. I consider the target word unintelligible, so the
method has to disambiguate orders of magnitude more senses at
once (Figure 2b). This makes the learning problem considerably
harder.
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Most methods that disambiguate words apply the distributional hy-
pothesis (Chapter 3). Because the disambiguation problem without us-
ing the surface form is large-scale, exceptions to the distributional
hypothesis occur more frequently. Let us call two contexts spuriously
similar if they are similar but belong to words that denote different
senses. The number of spuriously similar contexts tends to increase
inherently with the number of candidate senses. There is more chance
to select a wrong sense from among 1000 senses than from among 10:
the learning problem becomes considerably harder.

To counter the effect of spurious similarities, I use the distributional
hypothesis in a novel way. I introduce structured sparsity [8] to di-
minish the effect of spurious similarities of contexts by matching the
structure of the regularization to the structure of the problem.

Structured sparsity also makes the method transparent. ESA is ex-
plicit, but not transparent: an interpretation vector in ESA can con-
tain many concepts, which can make the vectors hard to understand.
Sparsifying the interpretation vectors makes them transparent as they
consist only of the most relevant concepts, and the number of these
concepts can be controlled conveniently by adjusting the degree of
sparsification.

I call the method Robust and Flexible Word Explanation (RFWE): it
is robust as it can interpret unintelligible words without relying on their
surface form, it is flexible as it can interpret novel words as a weighted
mixture of Wikipedia senses, and it is transparent as it explains words
with a small number of human-interpretable concepts.

These features neatly combine to produce something that is more
than its parts: a method capable of explaining unintelligible and novel
words to users with existing concepts. These words are particularly
hard to interpret, but they are also the words that need explaining
the most.

4.2 robust and flexible word explanation

RFWE explains novel words as weighted mixtures of Wikipedia senses.
Particularly, the method assigns a vector of coefficients to each novel
word – an explanation vector – where each coefficient corresponds to a
single Wikipedia sense.

The explanation vector is determined in two steps (Figure 3). First,
I formulate a linear model with a structured sparsity inducing regu-
larization and compute a representation vector α. In the second step,
this representation vector is condensed to yield the explanation or
interpretation vector.

I start with a set of Wikipedia senses the novel word could be in-
terpreted as. For each sense or concept, I collect a number of contexts
from Wikipedia. A context of a sense consists of the N non-stopword
words occurring before and after the anchor text of the link that
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Figure 3. The two steps of the method. In the first step, a group sparse rep-
resentation vector is computed from the input context using group
Lasso. This vector is condensed into an explanation vector in the
second step. The colors represent the groups.

points to the corresponding Wikipedia page. For example, the anchor
text bar could point to (and be tagged with) Bar_(law), Bar_(unit),
Bar_(establishment), etc. There can be at most 2N words in a con-
text.

The presented method makes use of a collection of such contexts ar-
ranged in a word-context matrix D [152]. In this matrix, each context
is a column represented as a bag of words vector v of word frequen-
cies, where vi is the number of occurrences of the ith word in the
context.

To compute the representation vector α, the context x ∈ Rm of the
target word is approximated linearly with the columns of the word-
context matrix D = [d1, d2, . . . , dn] ∈ Rm×n, called the dictionary
in the terminology of sparse coding. The columns of the dictionary
contain contexts, each labeled with the sense li ∈ L the context was
collected for. Multiple contexts can be, and usually are, tagged with
the same sense: li = lj is possible. There are m words in the vocabu-
lary, and n contexts in the dictionary.

The representation vector α consists of the coefficients of a linear
combination

x ≈ α1d1 +α2d2 + . . .+αndn ,

or more succinctly,

x ≈ Dα .
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Figure 4. The word-context matrix D labeled with senses. Each column is a
context of a Wikipedia sense (e.g., Bank_(geography), Bank). Each
element Dij of the matrix holds the number of occurrences of the
ith word in the jth context. For example, the word river occurs
two times in the 9th context, which is the first context labeled with
Leaf.

For each target word, whose context is x ∈ Rm, a representation
vector α = [α1;α2; . . . ;αn] ∈ Rn is computed.

I introduce the structured sparsity inducing regularization by orga-
nizing the contexts in D into groups (Figure 4). Each group contains
the contexts annotated with a single sense. Sparsity on the groups
is realized by computing α with a group Lasso regularization [160]
determined by the labels.

The groups are introduced as a family of sets G = {Gl}l∈L ⊆
2{1,...,n}. There are as many sets in G as there are distinct senses in
L. For each sense l ∈ L, there is exactly one set Gl ∈ G that contains
the indices of all the columns di tagged with l. G forms a partition
over the column indices of D.

The representation vector α of the target word whose context is x
is computed as the minimum of the loss function

min
α∈Rn

1

2
‖x − Dα‖22 + λ

∑
l∈L

wl‖αGl‖2 , (1)

where αGl ∈ R|Gl| denotes the vector where only the coordinates
present in the set Gl ⊆ {1, . . . ,n} are retained.

The first term is the approximation error, the second one realizes
the structured sparsity inducing regularization. Parameter λ > 0 con-
trols the tradeoff between the two terms. The parameters wl > 0

denote the weights for each group Gl.
Having λ = 0 would yield the Ordinary Least Squares (OLS) cost

function:

min
α∈Rn

1

2
‖x − Dα‖22 . (2)
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If each group is a singleton (i.e., G = {{1}, {2}, . . . , {n}}) the Lasso [149]
is recovered:

min
α∈Rn

1

2
‖x − Dα‖22 + λ

n∑
i=1

wi|αi| . (3)

For the sake of simplicity, I represent each sense with the same
number of contexts: there are an equal number of columns in D for
each label l ∈ L (|G1| = |G2| = · · · = |G|L||). The weights wl of the
groups are set to 1.

In the second step, the target word is disambiguated to a mixture
of Wikipedia senses based on the weights in this vector. I utilize the
group structure to condense the vector α ∈ Rn to a vector s ∈ R|L|

where each coordinate corresponds to a single sense. The explanation
vector is obtained by summing the weights in each group Gl ∈ G. The
weight for each sense l ∈ L in the mixture is

sl =
∑
i

(αGl)i .

The structured sparsity inducing regularization fulfills three pur-
poses. Firstly, it allows us to conveniently condense the representation
vector α to the explanation vector s based on the groups. Secondly,
it allows us to explain each target word with only a few senses, pro-
viding transparency (Section 4.1). Explaining words with a few senses
is also particularly important in applications where human users in-
terpret the results, like a word explanation feature on a web portal
(Section 4.4).

Thirdly, and most importantly, the structured sparsity inducing reg-
ularization allows us to reduce the effect of spurious similarities of
contexts in the large-scale disambiguation problem, as it selects whole
groups of contexts (Figure 5).

Each group Gl ∈ G contains contexts tagged with the same sense
l ∈ L, and only a few groups can be selected. The 2-norm in the
loss function favors dense representations: it tries to represent each
selected sense densely in the representation vector α. The method
tends to choose representations where most of the contexts are active
in the group of a selected sense over representations where only a few
contexts are active. Intuitively, a context that is similar to the context
of the target word only by accident – the context in the group of an
incorrect sense – won’t be selected, as most of the other contexts in its
group will be dissimilar, and so inactive. In the group of the correct
sense, most of the contexts will be similar and active, so that will be
selected instead.

An important consequence of reducing the effect of spurious sim-
ilarities is increased accuracy in large-scale problems compared to
other algorithms, as we will see in the next section.
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Figure 5. Spurious similarities and structured sparsity – intuition. There are
three groups. The spuriously similar contexts are marked with yel-
low. Consider the input context “The willow is on the river bank.”,
where the word to be interpreted is bank. As the context contains
the words river and willow, it is much more likely to belong to the
sense Bank_(geography) (the river bank sense) than to the sense
Bank (the financial institution sense). Due to the regularization,
only a few groups can be selected, and each group will be dense:
most of the contexts will be active in a group. In the first group
there are more contexts that are similar to the input context, so
the first group is much more likely to be selected than the second
group with the spuriously similar context.

4.3 empirical evaluation

I evaluate the proposed method on two tasks for the two types of
novel words. In the first task, I use the method to interpret words
whose connection between their surface form and their meaning is
broken, but the sense they denote is present in the sense inventory:
an unintelligible word that denotes a known concept. These include
misspelled words, certain neologisms, errors introduced by ASR, and
the like (Section 4.1).

In the second task, I interpret words with novel meaning: an un-
intelligible word that denotes an unknown concept. These are words
for whom there are no correct senses in the sense inventory. I show
that the meaning of these words can be approximated by mixtures of
related senses. I compare the quality of the explanation vectors to the
bag of words contexts by measuring the quality of the clustering they
induce.

4.3.1 Datasets

The datasets used in these experiments are obtained by sampling
the links in Wikipedia. Each dataset consists of contexts tagged with
senses (c1, l1), (c2, l2), . . . . Each tagged context is obtained by process-
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ing a link: the bag of words vector generated from the context of the
anchor text is annotated with the target of the link.

I use the English Wikipedia database dump from October 2010. Dis-
ambiguation pages, and articles that are too small to be relevant (i.e.,
have less than 200 non-stopwords in their texts, or less than 20 incom-
ing and 20 outgoing links) are discarded. Inflected words are reduced
to root forms by the Porter stemming algorithm [123].

To produce a dataset, a list of anchor texts are generated that match
a number of criteria. These criteria have been chosen to obtain (i)
words that are frequent enough to be suitable training examples and
(ii) are proper English words. The anchor text has to be a single word
between 3 and 20 characters long, must consist of the letters of the
English alphabet, must be present in Wikipedia at least 100 times,
and must point to at least two different Wikipedia pages, but not to
more than 20. It has to occur at least once in WordNet [100] and at
least three times in the British National Corpus [79].

A number of anchor texts are selected from this list randomly, and
their linked occurrences are collected along with their N-wide con-
texts. Each link is processed to obtain a labeled context (ci, li).

To ensure that there are an equal number of contexts tagged with
each sense l ∈ L, d randomly selected contexts are collected for each
label. Labels with less than d contexts are discarded. As very simple
feature selection, I remove the words that appear less than five times
across all contexts, in order to discard very rare words.

4.3.2 Interpreting unintelligible words denoting known concepts

The first task is a disambiguation problem where the algorithm is
used to select a single correct sense from all the available senses in the
sense inventory. Given a context x ∈ Rm of a word, the goal is to
determine the correct sense l ∈ L. The performance of the compared
algorithms is measured as the accuracy of this classification.

I compare the explanation vectors computed with group Lasso to
three baselines: representations α computed with two different regu-
larizations (OLS (2) and the Lasso (3)) of the linear model described in
Section 4.2, and a Support Vector Machine (SVM). The SVM is a multi-
class Support Vector Machine with a linear kernel, used successfully
for Wikification in previous works [101, 126].

The explanation vector s yields a single sense by simply selecting its
largest coefficient. Similarly for OLS and the Lasso, the target word is
disambiguated to the sense that corresponds to the largest coefficient
in α. For the SVM, a classification problem is solved using the labeled
contexts (ci, li) as training and test examples. The columns of D are
used as training examples; the test examples are the same as for the
other methods.
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Figure 6. Dependency of the accuracy on the number of contexts per can-
didate sense. There are d − 1 such contexts in each step of the
cross-validation, as there is one test example for each sense. The
data points are the mean of values obtained on the five datasets.
The error bars denote the standard deviations. The results of OLS

are not illustrated as the standard deviations were very large. It
performs consistently below the Lasso.

The minimization problems of both the Lasso (3) and group Lasso
(1) are solved by the Sparse Learning with Efficient Projections (SLEP)
package [84]. For the SVM, I use the implementation of LIBSVM [18].

The algorithms are evaluated on five disjoint datasets generated
from Wikipedia, each with different senses. The datasets were gener-
ated after the filtering described in Section 4.3.1 by randomly samp-
ling the senses without replacement over the five datasets. I report
the mean and standard deviation of the accuracy across these five
datasets.

There are |L| = 1000 different senses in each dataset, and d = 50 con-
texts annotated with each sense. I evaluate the algorithms on datasets
of different sizes (i.e., d and |L| are different), generated from the orig-
inal five datasets by removing contexts and their labels randomly.

In accord with [78, 132], and others, I use a broad context, N = 20.
I found that a broad context improves the performance of all four
algorithms, possibly because it contains more information to disam-
biguate the unknown word than a narrow context.

Before evaluating the algorithms, I examined the effect of their pa-
rameters on the results. I found that the algorithms are robust: for
the Lasso, λ = 0.005, for the group Lasso, λ = 0.05, and for the SVM,
C = 1 was optimal in almost every validation experiment.

In the first evaluation, I examine the effect the number of training
examples per candidate sense has on the accuracy of the four algo-
rithms. The starting datasets consist of |L| = 500 senses with d = 10

contexts (or training examples) each. I use stratified 10-fold cross-
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Figure 7. Dependency of the accuracy on the number of candidate senses,
|L|. The data points are the mean of values obtained on the five
datasets. The error bars denote the standard deviations. The results
of OLS are not illustrated, as the standard deviations were very
large. It performs consistently below the Lasso.

validation to determine the accuracy of the classification: the dataset
is partitioned into 10 subsets (the same as d), where each subset con-
tains exactly |L| examples – one annotated with each sense. In one iter-
ation, one subset is used for testing, and the other 9 subsets form the
columns of D: there are |L| test examples and n = (d− 1)|L| columns
in D in each iteration.

To examine the effect of additional contexts, I add contexts to D for
each candidate sense, and examine the change in accuracy. In order
to evaluate the effect correctly (i.e., to not make the learning problem
harder), the test examples remain the same as with d = 10. In other
words, I perform the same cross-validation as before, except that I
add additional columns to D in each step. In Figure 6, I report the
results for d = 10, 20, 30, 40, 50.

In the second evaluation, I examine the accuracy of the algorithms
as the number of candidate senses |L| increases. As in the first evalua-
tion, there are d = 10 examples per candidate sense, and stratified 10-
fold cross-validation is performed. Then I raise the number of exam-
ples to d = 20 in the same way (i.e., the new examples are not added
to the test examples). I report the results for |L| = 100, 200, . . . , 1000
candidate senses in Figure 7.

The results are very consistent across the five disjoint datasets, ex-
cept in the case when the representation vector was computed with
OLS. The performance of OLS was the worst of the four algorithms,
and it was so erratic that I did not plot it in order to keep the figure
uncluttered.

For group Lasso and the SVM, additional training examples help
until up to 20 examples per sense (Figure 6), but only small gains can
be achieved by adding more than 20 examples.
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The Lasso-based representation does not benefit from new training
examples at all when there are many candidate senses. This may be
the effect of spurious similarities. As more and more contexts are
added, the less chance Lasso has to select the right sense from among
the candidates.

Classification based on explanation vectors computed with group
Lasso significantly outperforms the other methods, including SVM

(Figure 7). This demonstrates the effectiveness of the method: struc-
tured sparsity decreases the chance of selecting contexts spuriously
similar to the context of the target word.

4.3.3 Interpreting unintelligible words denoting unknown concepts

In this section, I apply the presented method to interpret words whose
meaning is novel: the concept the word denotes is unknown to the
method (Figure 8). In practice this means that there are no groups
corresponding to the concepts the target words are labeled with in
the dictionary D.

Cyborg

Organism

Borg (Star Trek)

RoboCop

Feedback

Technology

Biomechatronics

The Borg are ???,
just like RoboCop.

Figure 8. The task of interpreting unintelligible words denoting unknown
concepts. In the figure, the unintelligible word is cyborg, and its as-
signed concept in the dataset is Cyborg. The task is to interpret the
unintelligible word without the concept it is labeled with (Cyborg),
as a mixture of other concepts (shown as the various shades of
blue). In these experiments this means using a dictionary where
the group corresponding to the unknown concept (Cyborg) is not
present.

Words with novel meaning are simulated by making sure that there
is no context in the dictionary tagged with any sense the test ex-
amples are tagged with. Wikipedia senses in the set T and the con-
texts tagged by them constitute the test examples (i.e., the contexts
of words with novel meaning), while the senses in L together with
their contexts form D. The sets T and L, and so the examples for the
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words with novel meaning and D are disjoint: the test concepts are
unknown to the method.

The evaluation is based on the labeling of the test examples: for
each target word, we already know the sense it denotes. This labeling
determines a clustering of the resulting explanation vectors s ∈ R|L|:
two explanation vectors belong to the same cluster if and only if they
are tagged with the same sense. An example of this clustering can
be seen in Figure 10, where the test examples that are labeled with
the same sense – and thus belong to the same cluster – are marked
with the same color. The quality of the explanation vectors (the per-
formance of the presented method) is measured as the quality of this
clustering.

Clustering quality can be measured by various clustering valida-
tion measures [85]. For this evaluation purposes, I need to consider
different criteria than Liu et al. [85], as I do not evaluate the clustering,
but the data. My measure should be able to compare data in coordi-
nate spaces of different dimensions, and it should be somewhat sensi-
tive to noise and clusters of different density. On the other hand, the
capability to accurately tell the number of clusters in the dataset is not
important. Based on these criteria, I chose the well-known R-squared
measure. R-squared may be considered a measure of the degree of
difference between clusters and the degree of homogeneity between
groups [51, 136].
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Figure 9. Explanation vectors of words with novel meaning vs. the bag of
words contexts. The R-squared with the bag of words representa-
tion is constant, as it does not depend on the number of senses
in the explanation vector, |L|. The data points are the mean of 30

experiments. The thick error bars denote the standard errors of the
mean. The thin error bars denote the standard deviations.
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If X denotes all the test examples, c is the center of X, Ct(t ∈ T )
are the different clusters, and ct are the centers of the clusters, then
R-squared is

RS =

∑
x∈X
‖x − c‖22 −

∑
t∈T

∑
x∈Ct

‖x − ct‖22

 /∑
x∈X
‖x − c‖22 .

I obtain a single dataset for these evaluations by concatenating the
five datasets used in the first task into a larger dataset that contains
5000 senses. The disjoint sets T and L are randomly selected from
among these 5000 senses in each experiment.

Parameter λ was set to λ = 0.05, the same as in the first task. This
value yields explanation vectors with approximately 30 to 70 active
senses on average. There are d = 20 contexts for each sense. I inter-
pret |T | = 50 different senses in each experiment, so there are 1000
target words to interpret. Each experiment is repeated 30 times with
different randomly selected senses in both T and L. I report the mean,
its standard error, and the standard deviation.
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Figure 10. Embedding the representations computed by group Lasso into
two dimensions with t-Stochastic Neighbor Embedding. The
nodes annotated with the same sense – and marked with the
same color – are close to each other.

I compare the explanation vectors to the input bag of words con-
texts. For each sense t ∈ T , I use the same d = 20 contexts that were
transformed into the explanation vectors. For bag of words, I con-
ducted a single set of experiments, as the results do not depend on
the value of the parameter |L|. I report the results in Figure 9.

To provide further insight, I also embedded the representations
into two dimensions by t-Distributed Stochastic Neighbor Embed-
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ding [93], a low dimensional embedding algorithm (Figure 10). The
figure was generated using |T | = 10 test senses for better visualiza-
tion.

In these experiments I found that even when the correct sense of
the novel word is unknown, the explanation vectors perform better
than the bag of words contexts. This points to the possibility of im-
proving performance in natural language processing tasks by using
explanation vectors instead of a bag of words representation.

As the number of senses in the explanation vector increases, the
learning problem becomes harder, and the performance decreases –
similarly to the first task. Although there are more and more senses
to represent the meaning of the word with, these senses were selected
randomly from Wikipedia: the chance for senses that are closely re-
lated to the novel meaning to appear is too low to offset the effect of
the harder learning problem. Based on this intuition, there are promis-
ing directions for future improvement of the method (Chapter 9).

Prime number Existence Transformers (toy line)

Number Logos Humanoid

Karma Tram

Eternity Flash (comics)

Mushroom Cyborg

Hero

Table 1. Selected explanation vectors of novel words. Each column in the
table contains an explanation vector. The first row shows the sense
the explained novel word was originally annotated with. The rows
below contain the senses that were selected (i.e. were nonzero in
the explanation vector α). The senses are ordered according to their
aggregated (i.e., summed) weight in descending order from top to
bottom.

Even with selecting the senses randomly, I have observed some in-
teresting examples where the (unavailable) novel meaning was rep-
resented by a mixture of closely related senses (Table 1). For ex-
ample, for the novel meaning Prime_number, its hypernym, Number
was selected. For Existence, the method selected Logos, Karma, and
Eternity. The most interesting example is that of Transformers: it
was explained as a mixture of Humanoid, Tram, Flash_(comics), Cyborg,
and Hero. With a slight stretch of the imagination, Transformers are
Humanoid robots (Cyborg) that can change into vehicles (Tram), and
they are also Heroes that appear in comic books (Flash_(comics))
and animated series.
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4.4 facilitating multidisciplinary communication on a

web portal

The method has been applied to facilitate multidisciplinary commu-
nication in the European Robotic Surgery project [92]. The project
aimed to bring together surgeons, scientists, engineers, and inter-
ested readers. In order to serve this transdisciplinary endeavor, we
needed to promote grounding (Section 2.4) between the participants:
the mutual understanding of the concepts of different disciplines for
the members of the community.

Figure 11. Screenshot of the application of RFWE on a webportal. The word
explanation feature can be activated by double clicking words in
the Wiki. On the frontend user interface, the concepts returned
by RFWE along with their short explanation (collected from Wi-
kipedia) are displayed. Clicking on the name of a concept (in
blue) takes the user to the corresponding Wikipedia page. The
users can also rate the explanations using the small arrows next
to them.

A web portal was built with a Wiki similar to Wikipedia, in the
domain of robotic surgery. A frontend for RFWE can be activated on
the Wiki by double clicking words in it (Figure 11). On the frontend
user interface, the concepts returned by RFWE along with their short
explanation (collected from Wikipedia) are displayed. Clicking on the
name of a concept (in blue) takes the user to the corresponding Wiki-
pedia page. The users can also rate the explanations using the small
arrows next to them. The backend explains words using a dictionary
that was compiled from a selected list of concepts related to robotic
surgery.

The advantages of RFWE make it well suited to this application:

1. It is transparent, so it can explain words in a form that the users
can use and understand. Moreover, as each concept is collected
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from Wikipedia, there is a document – the Wikipedia page – for
each concept that explains it.

2. Robotic surgery is a relatively new and quickly developing do-
main. As the method is flexible, it can give some useful idea
about the meaning of the word to the user even if it denotes a
new concept (Section 4.3.3).

3. The method is robust, so it also works in case of misspellings on
the Wiki.

4. The dictionary of concepts was compiled specifically for this
domain. This process is quick as only the list of Wikipedia con-
cepts has to be compiled manually, the dictionary can be pro-
duced automatically from this list.

5. The dictionary can also include concepts from sources other
than Wikipedia, for example, from the robotic surgery Wiki it-
self.

4.5 summary

I introduced RFWE, a robust, flexible and transparent method to ex-
plain words with mixtures of small number of Wikipedia concepts. I
applied structured sparsity to cope with the challenges these criteria
imposed on the problem. The method can interpret unknown words
(e.g., a neologism like prof, or a word not recognized by ASR) where
the surface form of the word is unknown, and can explain words
that denote an unknown concept (e.g., a neologism like netiquette) as
mixtures of related known concepts.

The performance of the method was demonstrated on two tasks for
the two types of novel words. I found that the method was capable of
disambiguating between up to 1000 Wikipedia senses. Additionally,
I used the method to explain words with unknown meaning as a
mixture of other, possibly related senses. This mixture representation
compared favorably to the bag of words contexts.

An interesting future direction could be the generalizing the method
to other NLP problems. The method can work with arbitrarily labeled
text fragments just like with contexts of Wikipedia links. This more
general framework may have further applications, as the idea of distri-
butional similarity offers solutions to many natural language process-
ing problems. For example, categories may be assigned to documents
as in centroid-based document classification [52].



5
FA S T E S T I M AT I O N O F T H E R E P R E S E N TAT I O N

Applying RFWE in the real-world scenario of a web portal presents
an additional challenge: as we need to serve many users at once in
real time, we need to compute the representations quickly. Although
the only preparation RFWE needs before interpreting a word – com-
piling the dictionary – is very fast, computing a representation for a
given word is slower because of the nonsmooth convex optimization
in group Lasso.

In this chapter, I apply a jointly developed method to estimate the
representations [88]. The method builds upon existing work to esti-
mate sparse representations [47] , but instead of estimating the whole
representation, it estimates only the active groups of the representation.
Because of this improvement, the learning problem becomes much
smaller, prediction becomes faster, and we get the most important
information of RFWE – the active groups, or the senses the word is
explained as – in one step. This makes the method very efficient: I
achieve speedups of 1000 to 10000 times more examples computed
per second compared to the original method with group Lasso.

5.1 motivation

One of the insights drawn from the application of RFWE on a web
portal (Section 4.4) was that the speed with which the word mean-
ing representations can be computed can be a bottleneck. Obtaining
a representation (prediction) involves solving a nonsmooth convex
optimization problem due to group Lasso [9], which requires consid-
erable computing resources. The portal presents an additional prob-
lem: many users can use the word explanation feature of the portal
at once, so many of these representations have to be computed at
the same time. The computing resources needed can grow quickly
beyond what is available.

We have considered and implemented different ways to cope with
this problem. The first is caching the results of word explanation. The
representation is only computed for the first user of the feature, and
it is loaded from cache for the next users. The problem with this ap-
proach is that the cache needs to be updated every time someone
edits the Wiki page near a word whose explanation is cached. It also
adds some implementation difficulties: for example, we need to iden-
tify every word token individually in the Wiki. Finally, it potentially
involves storing an explanation vector for each individual word token
in the Wiki, making its space requirements considerably larger.

47
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Another proposed and implemented solution was to try to deter-
mine the meaning of the word using its surface form first. Similarly
to traditional WSD (Section 3.2.1), we built individual classifiers to
disambiguate the word based on its surface form. When no classifier
was found, or the confidence of the classifier was low, we switched to
RFWE. This solution is a tradeoff that trades some of the advantages of
RFWE for faster execution. The individual classifiers are fast because
they only work with a very limited number of senses (in the order of
ten instead of thousands), and they only return a single sense from
this limited set.

The approach I present in this chapter estimates the representa-
tions with a neural network. I show that shallow networks special-
ized for sparsity can already be used to estimate the representations
well. Keeping the network shallow ensures that the representations
can be computed very quickly.

5.2 estimating the representation

The first step to obtain the RFWE explanation vector of a word is
to compute the group sparse representation with group Lasso (Sec-
tion 4.2). This involves solving a nonsmooth convex optimization
problem; nonsmooth because of the group sparsity inducing 1-norm
in the second term of the loss function (1).

We solve the optimization problem with one of the fastest known al-
gorithms: the Fast Iterative Shrinkage-Thresholding Algorithm (FISTA)
[9]. The FISTA improves on its predecessor – the Iterative Shrinkage-
Thresholding Algorithm (ISTA) [9, 17, 27] – considerably in both com-
plexity and practical running time. However, it still remains an it-
erative process which can require many thousands of iterations to
compute a single representation [9].

One way to cope with this problem is using neural networks to pre-
dict group sparse codes. Once the training of the network is done, the
prediction phase can be very fast compared to the iterative methods.
Gregor and LeCun proposed Learned ISTA (LISTA) [47] to produce ap-
proximate estimates of sparse codes by training a feedforward neural
network with fixed depth.

Their network is trained on input vectors paired with optimal sparse
codes as targets. Because the network has fixed depth, the computa-
tional cost of predicting approximate sparse codes is also fixed and
can be set by adjusting the depth of the network. The network basi-
cally implements a truncated ISTA algorithm, with an adjustable num-
ber of steps. The activation function is the component-wise shrinkage
function of ISTA with a vector of thresholds θ

[hθ(v)]i = sign(vi)(|vi|− θi)+ ,

where the vector of thresholds θ is learned by the network.
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Figure 12. Estimating the active groups in contrast to the group sparse rep-
resentation. The obvious approach to estimate RFWE (Figure 3)
would be to estimate the group sparse representation and then
compute the explanation vector from that estimation (Figure 12a).
A better way is to estimate the active groups directly (Figure 12b),
significantly decreasing the complexity and the computational
cost.

The architecture of Gregor and LeCun allows code components to
compete to explain the input. This is important for sparsity: if two
components could explain the input equally well, only one will be
selected.

We extended LISTA for group structured problems, and I applied this
extended method to RFWE [88]. To estimate the explanation vectors
of RFWE, the obvious approach would be to predict the group sparse
codes and then compute the explanation vectors from them.

A better way is to estimate the active groups directly, that is, get the
concepts in the RFWE representations in a single step (Figure 12). The
inputs are the input contexts of RFWE, the targets are the active groups
– the concepts in the RFWE representation. As only the active groups
are estimated, the complexity and computational cost are hugely re-
duced: if there are k columns in the dictionary for each group, both
the hidden layer and the output layer will be k times smaller.

5.3 neural network architectures

I tried two architectures (Figure 13). For pre-training, an autoencoder
with tied weights was trained to approximate the input itself (Fig-
ure 13a). The matrix Wg represents the input-to-hidden layer con-
nections and the hidden layer-to-output connections are tied to WT

g.
The vector x contains the input and the vector b the predicted ac-
tive groups. The g in Wg indicates that the matrix maps to group
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indices. In the smaller architecture (Figure 13b), the input-to-hidden
layer connections of the autoencoder are tuned further, and the single
layer outputs the indices of the active groups directly, so the hidden
layer of the autoencoder becomes the output layer of the network.
In the larger architecture, (Figure 13c), the same connections Wg are
used to provide inputs to the square matrix (Sg), which maps groups
to groups and represents the interactions between groups. The two
matrices are trained together. The forward propagation of the larger
architecture is detailed in Algorithm 5.1. The smaller architecture is
identical except that it stops at b and does not propagate further
through Sg.

(a) Pre-training with the au-
toencoder

(b) Simple net-
work

(c) Modeling the interactions
between groups

Figure 13. Neural network architectures. Figure 13a: an autoencoder was
trained to map inputs to a hidden layer of the size of the number
of groups and then reconstruct the input. Matrices Wg and its
transpose WT

g form the network. Figure 13b: supervisory train-
ing tunes matrix Wg to predict the active groups in the repre-
sentation. Figure 13c: matrix Wg and the hidden layer to output
layer matrix Sg are trained together. The matrix Sg models the
interactions between groups.

Network training was performed via the backpropagation algo-
rithm using stochastic gradient descent with an adaptive learning
rate. I found large differences between methods both in speed and
performance; some methods are easily trapped in local minima. Ada-
grad [31] surpassed all other descent algorithms that I tried for this
data. The backpropagation for the larger architecture is detailed in
Algorithm 5.2. The targets – the active concepts in the RFWE represen-
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tation – are denoted by b∗. Backpropagation for the smaller architec-
ture is very similar except that we backpropagate from b. I initialized
the weights of both matrices from the uniform distribution. Initial
weights of the threshold vector θg were set to 0.

Algorithm 5.1: Forward propagation
Input: x, Wg, Sg, θg
Output: f, b, f ′, b ′

1 f = Wgx;
2 b = hθg(f);
3 f ′ = f + Sgb;
4 b ′ = hθg(f

′);

Algorithm 5.2: Backpropagation
Input: b∗, x, f, b, f ′, b ′, Wg, Sg, θg
Output: δWg, δSg, δθg

1 δb ′ = (b ′ − b∗);

2 δf ′ =
(
∂hθ(v)
∂v

∣∣
θ=θg,v=f ′

)
δb ′;

3 δθg =
(
∂hθ(v)
∂θ

∣∣
θ=θg,v=f ′

)
δb ′;

4 δf = δf ′;
5 δSg = δf ′bT ;
6 δb = STgδf ′;

7 δf = δf +
(
∂hθ(v)
∂v

∣∣
θ=θg,v=f

)
δb;

8 δθg = δθg +
(
∂hθ(v)
∂θ

∣∣
θ=θg,v=f

)
δb;

9 δWg = δfxT ;

Here we can see the benefit of predicting active groups instead
of the group sparse representations in more detail. If there are k
columns in the dictionary for each group, the savings are k times less
rows in Wg and k times less rows and columns in the matrix Sg, which
has k2 times less elements. As k is typically at least 20, and can go
into the hundreds, this represents multiple orders of magnitude less
computation compared to estimating the whole group sparse repre-
sentations.

5.4 empirical evaluation

5.4.1 The learning problem

The task is to predict the active groups in the RFWE representations
from the input textual contexts. Specifically, the dataset consists of
pairs (c, b), where c ∈ Rm is the textual context of a word to be inter-
preted in bag of words representation and b ∈ RL indicates the active



52 fast estimation of the representation

groups in the corresponding explanation vectors produced by RFWE.
Since each group corresponds to a Wikipedia concept (Section 4.2), b
indicates the Wikipedia concepts the word is represented with. Simi-
larly to the experiments in Section 4.3, the textual context of the word
means the 20 non-stopword words preceding and following the word
in the text.

List of bag of words contexts

Wikipedia

List of Wikipedia concepts

random or topical selection

collect contexts

The dictionary D group Lasso

List of (context, representation) pairs

List of examples in the dataset

determine the active groups

Figure 14. Generating a dataset for neural network training and evaluation.
A list of bag of words contexts are collected for a preselected list
of Wikipedia concepts. One part of these contexts forms the dic-
tionary. The other part turns into the training and test examples
for the neural network in two steps. First, the group sparse repre-
sentations are computed by group Lasso using the dictionary D.
Then, the active groups are determined for each representation to
obtain the targets of the network.

A dataset is generated as follows (Figure 14). First, a number of
contexts are collected from Wikipedia for a preselected list of Wiki-
pedia concepts. A group structured dictionary D = [d1, d2, . . . , dn] ∈
Rm×n is produced from a subset of these contexts to produce the
group sparse representations (Section 4.2). Each column di is labeled
with group label li ∈ Lwhere each group label corresponds to a Wiki-
pedia sense. Each column di is the context of the anchor text of a link
pointing to that article, in bag of words representation. For example,
if the anchor text is aircraft on the Wikipedia page Vehicle, and the
link points to the Wikipedia page Aircraft, then the column is pro-
duced from the context of the word aircraft on the page Vehicle, and
the corresponding group label is Aircraft. I only consider anchor
texts that consist of a single word.
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There are 20 columns in the dictionary for each group: n = 20 ∗ |L|,
so it is structured as D = [d(1)

1 , . . . , d(1)
20 , . . . , d(|L|)

1 , . . . , d(|L|)
20 ]. The dic-

tionary is normalized and the groups are individually orthogonal-
ized.

The examples in the dataset are computed from the remaining con-
texts (i.e., the contexts not selected for the dictionary). The concepts
of the dictionary and the examples are disjoint. Each example in the
dataset is computed by (i) computing a group sparse representation
α ∈ Rn for the context, and (ii) determining the active groups in the
representation. The representation vector α ∈ Rn of the word whose
bag of words context is x ∈ Rm is computed as the minimum of the
group Lasso loss function (1).

Vector b ∈ RL indicates the active groups. It is computed from α by
taking the 2-norm of each group in the representation α separately,
and producing a vector in which each coordinate is 1 if the 2-norm
of the corresponding group is non-zero and 0 otherwise. More pre-
cisely, the coordinate corresponding to a group with label l ∈ L is 1 if
‖αGl‖2 > 0, and 0 otherwise.

A dataset is produced by collecting a set of bag of words contexts
from Wikipedia and producing the vector b for each context c. The
contexts are the inputs and the vectors b of the active groups are
the targets. Each dataset consists of 200 000 training and 50 000 test
examples. All of the generated examples are normalized.

5.4.2 Datasets

I generated four datasets: two were obtained by random sampling,
and two were created to contain examples that belong to a single
topic (Table 2).

random sport football

Androcentrism Sport Football player

Collegium (ancient Rome) Team sport Association football

Weta Sports radio Non-League football

Konstfack Sp. Clube de Portugal Championship

Nizamabad, Telangana CBS Sports High school football

NTFS Sports agent College football

Vanguard Announcer Football League Championship

Radiodensity College athletics Scotland women’s nat. fb. team

Fortune (professional wrestling) Road (sports) Safety (gridiron football score)

Khanate of Kazan Division (sport) Safety (Am. and Can. fb. pos.)

Table 2. Some example Wikipedia concepts from the dictionaries of three
datasets. For the topical dictionaries, the most relevant concepts are
shown. For the random dataset, ten randomly selected concepts are
shown. I only included one of the random datasets as they both
contain random concepts.
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For the random datasets, the dictionary was generated by first ran-
domly selecting |L| Wikipedia concepts and taking 20 contexts for
each concept. The examples were produced from randomly selected
Wikipedia concepts and all of the contexts that link to each concept.

The two random datasets differ in their sparsity constraints. The
first was produced with λ = 0.25, yielding 2 active groups on average.
The second dataset yielded 4 active groups on average, with λ = 0.2.

The topical datasets were created using ESA (Section 3.1.1). I used
the ESA interpretation vectors to restrict the set of Wikipedia concepts
to a single topic. For example, in the interpretation vector of the word
sport, the concepts with high weight are strongly related to the word
sport – they are mostly about sports.

The topical datasets were generated as follows. First, a topic word
such as sport was chosen, and its ESA interpretation vector was com-
puted. The Wikipedia concepts in it were then sorted in descending
order of relevance to the topic word. The dictionary was put together
from the |L| most relevant concepts, taking 20 contexts for each con-
cept. The examples were produced by taking the next most relevant
concepts and all their contexts.

I generated two topical datasets with the topic words sport and
football. For both, λ = 0.25 was used. This yielded 4.5 active groups
on average for the dataset about sport, and 7 active groups for the
dataset about football.

5.4.3 Results

I summarize the results in Table 3. The input dimension m varies
across the different datasets, as it is also the size of the vocabulary
(i.e., the number of distinct words in the bag of words vectors). It
varied between 2000 and 2700. There were |L| = 50 groups and 20

components for each group in the dictionary, so the dictionary had
n = 1000 columns. In turn, the group Lasso problem was 1000 dimen-
sional. Results of this group Lasso problem formed the ground truth
targets that were paired to the inputs. These input–output pairs were
used to train the Wg and the Sg matrices.

The search space is very large: there are 2|L| = 250 possible output
vectors. The architecture was capable of learning the input–output
mapping with an F1 score greater than 0.73 in all cases. Matrix Sg
improved the performance, but the method performs well even with
only matrix Wg.

The achieved speedups are summarized in Table 4. The timings of
both the groups Lasso and the neural network were measured us-
ing the same (at the time of writing) modern computer, using only
the CPU. Using GPU acceleration could speed up the neural network
even further. The speedups depend on the dataset. The neural net-
work is at least a thousand times faster than solving the group Lasso
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Dataset
Precision Recall F1 score Best F1 score

W W+S W W+S W W+S W W+S

random 1 0.787 0.754 0.704 0.750 0.743 0.752 0.746 0.752

random 2 0.788 0.765 0.701 0.733 0.742 0.748 0.747 0.750

sport 0.753 0.742 0.704 0.737 0.728 0.739 0.730 0.740

football 0.740 0.740 0.731 0.743 0.736 0.742 0.737 0.742

Table 3. Results for the test examples on the four datasets, where the learn-
ing problem is predicting the active RFWE groups from the input con-
texts (Section 5.4.1). Random 1: λ = 0.25, random 2: λ = 0.2. The pre-
cision, recall, and the F1 score were computed with threshold=0.4,
selected based on the precision-recall curves of the training data.
The best F1 score denotes the best achievable F1 score using the
best threshold for each case. Columns denoted by ‘W’ and ‘W+S’
correspond to a network with a single matrix Wg and to a network
having both Wg and Sg matrices, respectively.

problem. All the tests were run 10 times with 10000 examples. The
reported values are the mean of the 10 test runs each. The standard
deviations were low: they were below 1.1 for the group Lasso and
below 1000 for the neural networks.

Dataset Group Lasso
Neural network Speedup

W W+S W W+S

random 1 125 163000 156000 1304× 1248×
random 2 94 168000 160000 1787× 1702×
sport 34 205000 191000 6029× 5618×
football 15 217000 202000 14467× 13467×

Table 4. Examples per second and speedup with group Lasso and the neural
networks. The achieved speedups are summarized in Table 4. The
speedups depend on the dataset. The neural network is at least a
thousand times faster than solving the group Lasso problem. All the
tests were run 10 times with 10000 examples. The reported values
are the mean of the 10 test runs each. The standard deviations were
low: they were below 1.1 for the group Lasso and below 1000 for
the neural networks.

5.5 summary

The most significant bottleneck of applying RFWE in large-scale prac-
tical applications such as the web portal has been the computational
cost of the prediction phase, particularly, group Lasso. A solution to
this problem is estimating the representation quickly. I demonstrated
that the active groups in the RFWE representations can be predicted
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very quickly using neural networks: the neural network was at least
1000 times faster than computing group Lasso with FISTA.

A possible extension would be deepening the neural network to
balance the accuracy of the predictions with the computational costs.
Deepening the neural network with additional layers of Sg matrices
is trivial, and increases the computational cost by a fixed amount. The
number of desired additional layers can be determined by experimen-
tation in the concrete application.

An interesting direction for further research would be computing
the exact RFWE explanation vector starting from the estimated active
groups. As we have the predicted active groups, an estimated group
Lasso representation can be computed through the pseudoinverse of
the dictionary [88]. Starting an iterative solver such as FISTA from
this approximation could significantly reduce the number of steps
required to obtain the exact (i.e., as attained by the solver) group
Lasso representation.



6
D E T E R M I N I N G U N I N T E L L I G I B L E W O R D S

As we have seen in Section 2.4, one of the major obstacles to communi-
cation and mutual understanding in dialogue systems is the problem
of unintelligible words.

In this chapter, I propose a method to determine unintelligible
words based on their textual context. As the method does not have
access to the surface form of the unintelligible word (e.g., because it
is a non-understanding from ASR), it has to consider many different
possible candidates. A robust, large-scale method is needed. Similarly
to RFWE, the large scale makes the problem sensitive to spurious sim-
ilarities of contexts. To reduce this effect, I modify RFWE and apply it
to this problem. I compare this solution to a k-nearest neighbor and
a SVM based approach. The method outperforms both by a large mar-
gin. It achieves up to 75% of accuracy when determining the word
from among 1000 words both on the Brown corpus and on the British
National Corpus.

6.1 motivation

In Section 2.4, two broad categories of grounding errors in dialogue
systems were identified: problems where the system does not recog-
nize the utterance of the user at the signal or channel level (e.g., an
ASR error), and problems where the system cannot handle the utter-
ance as it falls outside of the domain of the system.

The second of these problems is very hard and leads to open do-
main dialogue systems when taken to the extreme, as it requires ex-
tending the domain until every possible utterance of the user can be
handled. However, the first problem – the problem of errors in low-
level utterance recognition – can be approached more easily.

Skantze [139] investigated these kinds of errors in experiments
where the participants were asked to ask for and give directions in
a simulated campus. Their speech was corrupted to give errors sim-
ilar to errors in a dialogue system. He found that most of the errors
were non-understandings, and there were almost no misunderstand-
ings. He concluded that humans must have an impressive capability
to detect word errors.

Based on this and on the observation that ASR recognized utter-
ances are usually at least partially correct with only a few concepts
that need repair, Skantze and Edlund proposed a method to detect
erroneous words in the recognized utterances [140]. The binary clas-
sification task solved by both a machine learning method and human
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users was to determine whether a given recognized word was really
present at the corresponding location. They found that the context
improved only slightly on the baseline confidence values for the ma-
chine learning method, but proved to be the most helpful feature for
the human users.

In this chapter, I consider the problem of error recovery: I propose a
method to determine these unintelligible words automatically by making
use of their textual context. The method is completely general and is
not restricted to a domain. It builds upon RFWE (Chapter 4).

One way to solve this problem would be to determine the meaning
of the word using RFWE, and infer the word from its meaning. How-
ever, as the structure of the two problems are very similar (Figure 15),
RFWE can be modified to work directly on the problem, without going
through the meanings.

bank

beach

forest

leaf

stream

tree

water

As I was walking down the
??? of the stream, I saw an
old willow tree.

Figure 15. The problem of determining unintelligible words. This problem is
very similar to the combined disambiguation problem (Figure 2b).
The main difference is that we are not interested in the meaning
of the word, but want to determine the word itself.

The method works because the distributional hypothesis (Chapter 3) –
according to which words that occur in the same contexts tend to have
similar meanings – can be slightly rephrased to apply to the problem:
the context of an unintelligible word will likely be most similar to
contexts of its own different occurrences in contrast to contexts of
other words.

The main component of the method is a distributional representa-
tion, specifically, a word-context matrix [152], where each context is la-
beled with the candidate word the context was collected for (Figure 16).
The method determines the unintelligible word by formulating and
solving a classification problem of choosing the right candidate word
using the (context, label) pairs as training data.

As the word to be determined is unintelligible, it provides no infor-
mation in addition to its context (e.g., its surface form). The correct
word needs to be chosen from among at least thousands of candidate
words.
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Similarly to the case of RFWE, this problem is also affected by ex-
ceptions to the distributional hypothesis because of the high number
of possible words the unintelligible word could be. Here, I call two
contexts spuriously similar if they are similar but belong to different
words. Spurious similarities make the learning problem considerably
hard.

The need to determine unintelligible words arises in other contexts,
most notably in OCR: often, a word cannot be determined by OCR al-
gorithms in a scanned document. The problem is difficult enough to
serve as a kind of Turing test: as a well-known CAPTCHA1 [155],
used to determine whether a user is a human or a computer. Al-
though the user-facing task is different – users have to recognize
scanned words to prove they are human and not an automated bot –
the aim of the project is to determine unintelligible words in text.

The reCAPTCHA project [156] utilizes CAPTCHAs to digitize type-
set texts in nondigital form by crowdsourcing. They found that in
large-scale book digitization projects like Google Books or the Inter-
net Archive, OCR cannot recognize about 20% of the words. They en-
list humans to determine these unintelligible words by sending each
of them two words in a CAPTCHA: one of them known, and the other
unknown. The known word is the control word: if the user types that
correctly, their system gains confidence that they typed the other, un-
intelligible word correctly as well.

Unintelligible words also pose problems for information retrieval.
The TREC-5 confusion track [70] studied the impact of data corrup-
tion introduced by scanning or OCR errors on retrieval performance.
In the subsequent spoken document retrieval tracks [43], the errors
were introduced by ASR.

There have been many attempts to automatically correct words in
text [74]. Hirst and Budanitsky [58] use several WordNet-based se-
mantic relatedness measures to detect if there is a spelling variation
of the target word that would fit better in the context. In [15], a su-
pervised learning approach is used: classifiers are trained on a large
English corpus to distinguish between elements of a predefined con-
fusion set (i.e., words that are similar in spelling, pronunciation etc.).
In [65], a string similarity function is used to generate substitute can-
didates for the target word, which are then sorted according to tri-
gram statistics. The main difference between these approaches and
mine is that they start from the surface form of the word in one way
or another, but I assume that the word is completely unintelligible.

6.2 the method

The unintelligible word is determined in two steps. The first step is
very similar to the first step of RFWE, except that the columns of

1 Completely Automated Public Turing test to tell Computers and Humans Apart
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the dictionary are labeled with candidate words instead of Wikipe-
dia senses. Group Lasso (1) is used to compute the representation α
using this dictionary. In the second step, a single candidate word is
selected based on the weights in this vector.

To compile the dictionary, I start from a list of candidate words the
unintelligible words could be recognized as. For each candidate word, I
collect a number of contexts. From these contexts, I compile the word-
context matrix D [152], where the group labels l ∈ L are the candidate
words (Figure 16). Computing the representation vector α from the
input context x is the same as in RFWE, using group Lasso (1).
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Figure 16. The word-context matrix D labeled with words. Each column is a
context of a candidate word (e.g., bank, forest). Each element Dij
of the matrix holds number of occurrences of the ith word in the
jth context. For example, the word tree occurs twice in the 5th
context, which is the first context labeled with forest.

In the second step, a single candidate word is selected based on the
weights in this vector α. I utilize the group structure to condense the
vector α to a single word l ∈ L. I sum the weights in each group
Gl ∈ G, and choose the word l∗ ∈ L whose group contains the most
weight,

l∗ = arg max
l∈L

∑
i

(αGl)i .

Similarly to RFWE, the errors introduced by spurious similarities
of contexts are diminished because in the group Lasso regulariza-
tion, whole groups are selected. Each group Gl ∈ G contains contexts
tagged with the same candidate word l, and only a few groups can
be selected. A context similar to the context of the unintelligible word,
x, only by accident has a smaller chance to be selected. As it is in a
group labeled with a candidate word that is less related in meaning to
the unintelligible word than the correct candidate, it contains mainly
contexts less similar to x.
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6.3 empirical evaluation

The aim of the evaluations is twofold. I measure the accuracy of
the method in determining unintelligible words, and compare it to
the baselines. Also, I examine the effect of the ratio of unintelligible
words in the text on this accuracy.

In the simulated experiments, I set up to 20% of the words to be
unintelligible in the corpus. Hinton et al. [57] report a similar word
error rate for ASR. In the reCAPTCHA setting, OCR algorithms cannot
recognize about 20% of the words. I regard this as a worst-case sce-
nario, as in these tasks older prints are analyzed with faded ink and
yellowed pages [156].

The minimization problem of the group Lasso (1) is solved by the
SLEP package [84]. The presented method is compared to two base-
lines: k-Nearest Neighbours (kNN) with the Euclidean distance and
a linear SVM. I use the implementations of the scikit-learn machine
learning toolkit [114].

6.3.1 Datasets

I evaluate the method on two distinct datasets compiled from two
widely used corpora: the Brown corpus [40] and the British National
Corpus [79]. First, the corpora are cleaned by removing stopwords
and words with non-alphabetic characters, converting the remaining
words to lowercase and lemmatizing them with the WordNet lemma-
tizer [100].

The contexts are obtained by sampling the corpus. For each target
word, I collect 50 contexts. Each context consists of the N words that
precede and follow the target word in the cleaned corpus. Similarly
to RFWE, I use a broad context, N = 20.

As target words are assumed to be unintelligible, they are deleted
from the contexts. Further unintelligible words are simulated by also
deleting them from the context. The ratio of unintelligible words is
p ∈ [0, 1). In each context, each word has a chance p to be unin-
telligible: if a random number taken from a uniform distribution
θ ∼ U[0, 1] < p, then the word is erased from that context.

Finally, a bag of words vector is constructed from each context. The
final dataset consists of (ci, li) pairs, where ci is a bag of words con-
text of the target word li ∈ L. There are 50 pairs labeled with each
l ∈ L.

6.3.2 Results

Both the datasets composed from the Brown corpus and the British
National Corpus (BNC) have |L| = 1000 distinct candidate words as
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Figure 17. The dependence of the accuracy on the percentage of unintelligi-
ble words in the text. Each data point is the mean of 30 experi-
ments. The error bars denote the standard deviations.

labels each. There are 50 contexts labeled with each candidate word,
so there are 50000 examples in each dataset.

I compare group Lasso to two baselines: kNN with the Euclidean
distance and a linear SVM. For the baselines, the problem of determin-
ing unintelligible words is treated as a classification problem, where
the candidate words are the classes.

Before evaluating the algorithms, I studied the effect of their pa-
rameters on the results. For kNN and SVM, I found k = 40 and C = 1

optimal, respectively. For group Lasso, λ = 0.0005 (1) was optimal.
The following results were all obtained by setting the parameters to
these values.

To examine the effect of the ratio of unintelligible words on the re-
sults, I remove up to 20% of the words (p 6 0.2), and evaluate the
accuracy. Before compiling the datasets, the stopwords, that consti-
tuted approximately half of the words in the corpora (56% for the
Brown corpus, and 50% for the BNC), were removed (Section 6.3.1).
This means that when I evaluate the effect of removing words, only
half as many needs to be removed in practice, as half of them already
fell out as stopwords during preprocessing.

Figure 17 shows the results. Each data point is computed by ran-
dom permutations cross-validation, also known as shuffle and split.
In each experiment, the dataset is first shuffled, then split into an in-
dependent training and testing part, where the test dataset contains
100 elements. The baselines are trained on the training set and tested
on the test set. For group Lasso, the labeled columns of the dictionary
D are the elements of the training set, and the contexts of the unin-
telligible words are the elements of the test set. For each data point,
I perform 30 such experiments, and report the mean and standard
deviation.
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Figure 18. A representation vector computed by group Lasso (Figure 18a)
and one where each coordinate is computed by cosine similarity
(Figure 18b). In the vector computed by group Lasso, the whole
group of the correct candidate word (see the 951th − 1000th co-
ordinates) is activated with positive weight, whereas in the other
groups, usually only a fraction of the weights are activated, and
the positive and negative weights cancel each other out. In the
vector computed by cosine similarity, most of the weights are ac-
tivated, and the contrast is less sharp between the group of the
correct candidate word and the other groups.

6.4 discussion

The presented method based on group Lasso clearly outperforms the
two baselines, the kNN classifier and the SVM. This may be because
the sparsity inducing regularization decreases the chance of selecting
contexts spuriously similar to the context of the unintelligible word.

If we compare these results with the results of RFWE in Section 4.3,
the methods based on group Lasso perform equally well. However,
the SVM performs worse in this experiment. This may be caused by
the different task. When the task is determining words, the multiple
senses of each word are combined, and the same sense can be present
in the examples of different words. This makes confusing the different
classes easier for SVM. Meanwhile, group Lasso is still protected from
this effect by structured sparsity.

To better understand how group Lasso utilizes the structure inher-
ent in the problem, it is helpful to compare the representation com-
puted by group Lasso, and one where each coordinate is computed
by simple cosine similarity (Section 7.5) to the corresponding column
in the dictionary (Figure 18).

In the vector computed by group Lasso (Figure 18a), the whole
group of the correct candidate word (see the 951th − 1000th coordi-
nates) is activated with positive weight, whereas in the other groups,
usually only a fraction of the weights are activated, and the positive
and negative weights cancel each other out. In the vector computed
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by cosine similarity (Figure 18b), most of the weights are activated,
and the contrast is less sharp between the group of the correct candi-
date word and the other groups.

6.5 summary

I proposed a method to determine unintelligible words in context
based on RFWE. I have shown that a structured sparsity inducing reg-
ularization, more specifically, a group Lasso based solution can deal
with spurious similarities of contexts and thus outperform traditional
classifiers like the SVM in this large-scale problem.

Unintelligible words pose a significant problem for grounding in
dialogue systems. As the proposed method utilizes information in-
dependent from information used in ASR, I expect that a combined
approach could be very successful, as ASR and the proposed method
complement each other.



Part III

A P P L I C AT I O N S O F W O R D T Y P E M E A N I N G

Open domain dialogue systems are still beyond the reach
of current technology. In this part, I employ word meaning
in two related applications to demonstrate the practical
utility of word meaning for dialogue. In the first applica-
tion, I generate word puzzles from corpora. The second
application improves next utterance classification – choos-
ing the best next response in dialogue. The methods are
domain independent in both applications and are demon-
strated across multiple domains.





7
A U T O M AT I C G E N E R AT I O N O F W O R D P U Z Z L E S

In this chapter, I use ESA representations of word meaning and topic
models to induce word puzzles from unlabeled word corpora. The
topic models determine groups of related words, and the ESA rep-
resentations measure semantic relatedness to assemble the puzzles.
The corpora can be compiled without restrictions, so the method is
capable of generating general word puzzles, or puzzles in narrow
domains without much human effort. I demonstrate the former by
generating puzzles from a corpus obtained from Wikipedia, and the
latter with puzzles generated from the proceedings of the Neural In-
formation Processing Systems (NIPS) conference.

7.1 motivation

Puzzles are frequently used as assessments in education and psy-
chometry [153]. For example, odd one out puzzles are often found
in IQ tests [16]. Word puzzles are often designed to test or improve a
wide array of skills, for example, language skills, verbal aptitude, log-
ical thinking or general intelligence. Multiple-choice synonym ques-
tions are part of the TOEFL test1.

To solve these puzzles, one needs to recognize which words are re-
lated. Words can be related in different ways. Consider the following
odd one out puzzle: salmon, shark, whale, elephant. Here the odd one
out is elephant because all the others live in water, which is a common
attribute of the concepts the words denote. In the following problem:
table, level, racecar, civic, the first word is the odd one out because all
the other words are palindromes, which is an attribute of the word
forms, not the concepts. In this puzzle: battle, army, attack, book, the
last one is the odd one out because the others are all connected to a
single topic, warfare.

Designing and maintaining a collection of word puzzles is time-
consuming. A large amount of material is required to maintain va-
riety; otherwise the solver will encounter the same puzzle multiple
times. Moreover, languages are constantly changing: new words are
created (e.g., blog), existing words get new meaning (e.g., chat), words
go out of common use (e.g., videotape). New puzzles are needed all
the time to keep up to date, or to test new knowledge. Automated
generation of word puzzles would be of considerable benefit.

1 Test of English as a Foreign Language, http://www.ets.org/
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7.2 automatic puzzle generation

As the puzzles are compiled based on the semantic relatedness of
words, they will require the solver to differentiate the words based on
their topic. The method is unsupervised, only a corpus of unlabeled
documents is needed as input2. Generating domain specific word
puzzles is possible by using domain specific corpora. The method
is also language-independent: the only language-dependent compo-
nents are the stemmer and the stopword list.

I consider the following classes of word puzzles: odd one out, choose
the related word and separate the topics. In each puzzle, a small number
of words are presented to the solver, who is then required to select
some of them according to the instructions of the puzzle class:

• In odd one out puzzles, the solver has to select the word that is
dissimilar to the other words.

• In choose the related word puzzles, the solver has to choose the
word that is closely related to a previously specified group of
words.

• In separate the topics puzzles, the solver has to separate the set of
words into two disjoint sets of related words.

To work out a general method, it is helpful to observe that all three
puzzles require sets of words with similar meaning. For example, in
odd one out, there is a set of similar words, and a single dissimilar
word (i.e., the odd one).

Sets of similar words can be obtained by employing topic models. In
natural language processing, documents are often modeled as combi-
nations of latent topics. The topics are determined directly from the
corpus of documents. A topic is essentially a set of words that are
similar in meaning, so methods that learn topics of documents can
also generate these sets.

However, these algorithms also produce many, so-called junk topics
that do not pass as sets of similar words [5]. For example, common
function words, such as did, said, etc. can form a topic, which cannot
be interpreted as a consistent set of related concepts. These topics have
to be identified and discarded.

To form a consistent set, the set of the most significant words in
the topic is considered. This set is consistent if there are no unrelated
words in it. Semantic relatedness between pairs of words is deter-
mined by ESA (Section 7.5).

To diminish the errors made by the semantic relatedness measure,
I consider words as nodes of a network, where the weight of the edges
are determined by their relatedness. The capacities in this network

2 To measure semantic relatedness, I use ESA that requires Wikipedia as background
knowledge. Hovewer, other semantic relatedness measures could be used.
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are examined in order to determine whether a set is consistent (Sec-
tion 7.6.1). Puzzles are generated by adding dissimilar items (e.g.,
words or other sets) to consistent sets.

7.3 related work

Procedural content generation for games (PCG) is the automated gen-
eration of game content, such as levels, textures or puzzles. Some of
the earliest applications of PCG have been in roguelikes such as Rogue
(1980), Moria (1983), or Angband (1990). The Diablo series – heavily
inspired by roguelikes [87] – are perhaps the most well-known games
to feature PCG.

Procedural content generation offers a good alternative to manual
game content creation, which is becoming more and more costly. For
example, the classic first person shooter Doom (1993) was built by
only a handful of people [76]. Twenty years later, Tomb Raider (2013)
had a budget approaching $100 million [116]. A good review of PCG

can be found in [54].
Generating puzzles is a subfield of PCG. As puzzles can be very

different from each other, the approaches used for generating puz-
zles also vary considerably. Generating and solving sudoku puzzles
are particularly popular, and many successful algorithms have been
proposed for them, such as constraint programming [138] or graph
transformation methods [33]. Genetic algorithms have also been uti-
lized to create various puzzles, such as the mazes on chessboards
generated by Ashlock [7]. There is great interest in generating puz-
zles and quests (objectives for the players) for Massively Multiplayer
Online Games [30, 64].

The area of automated word puzzle generation is – to the best of my
knowledge – a field that has not yet been studied extensively. Colton
[25] used a complex theory formation system to generate odd one out,
analogy and next in the sequence puzzles. In contrast to his method, the
method presented in this paper does not require highly structured
datasets to generate the puzzles.

7.4 topic models

Topic models are based on the assumption that documents can be de-
scribed as mixtures of some latent (i.e., unobserved) topics. For exam-
ple, a text about teaching algebra may be described as the mixture
of the following topics, among others: education, mathematics. Another
example is shown in Figure 19.

Both the topics and documents are usually assumed to satisfy the
bag of words assumption: the order of the words is not considered
important, and is discarded. A topic is usually modeled as a set of
weighted words, each word having a weight according to its rele-
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Figure 19. Topic modeling. In this example, the document is represented as
the combination of five topics. The weights in the representation
αi describe the extent to which each topic is characteristic of the
document.

vance to the topic. For example, the words of the topic about math-
ematics may be the following: (mathematics, 0.9), (math, 0.7), (calculus,
0.3), (algebra, 0.3), etc.

The documents of a corpus are represented as term vectors. Each
document is represented as a vector x of weights assigned to words,
where a weight xi is the number of occurrences of the ith word in
the document (i.e., the term frequency). This vector x is called the term
vector of the document.

A term-document matrix X = [x1, x2, . . . , xM] ∈ RN×M can be con-
structed from these representations, where each of the M columns is
the N-dimensional term vector of a document.

An alternate representation of documents can be given by trans-
forming the term-document matrix into a topic-document matrix,
where each column contains the weights of topics for a document.

In this paper, I consider three different topic models. LSA [28] and
Online Group-Structured Dictionary Learning (OSDL) [148] both fac-
torize the term-document matrix X, while Latent Dirichlet Alloca-
tion (LDA) [11] is a generative probabilistic model.

7.4.1 Latent Semantic Analysis

Latent Semantic Analysis [28] is perhaps the most widely known
topic model. LSA uses Singular Value Decomposition (SVD) to capture
the hidden correlations between words. SVD is used to factorize the
term-document matrix into the product of three matrices: X = USVT .
The columns of U and V are orthonormal, and are called the left and
right singular vectors of X. S is a diagonal matrix, whose entries are
called the singular values of X. The singular values are non-negative
and are sorted in descending order.



7.4 topic models 71

≈X U S V
T

w
o
rd
s

documents

w
o
rd
s

topics

to
p
ic
s

topics

to
p
ic
s

documents

̂ ̂ ̂

Figure 20. Computing LSA. A low-rank approximation of the term-
document matrix X ≈ ÛŜV̂T is obtained by truncated singular
value decomposition. Each word is represented in a lower dimen-
sional semantic space as a row of the matrix Û, where each col-
umn is a topic. Similarly, each document is represented as a com-
bination of these topics in V̂.

An approximation of X can be obtained by keeping only the K
largest singular values, and deleting the other rows and columns of
S (along with the corresponding columns of U and V). Let Û, Ŝ and
V̂ denote the matrices derived from U, S and V by keeping only the
K largest singular values (Figure 20). The resulting factorization is
called truncated SVD, and it generates an optimal K-rank approxima-
tion of X:

arg min
rank(X̂)=K

‖X − X̂‖F = ÛŜV̂T . (4)

Equation (4) can be interpreted as approximating columns of X
(i.e., the documents) as combinations of K latent topics, held in the
left singular vectors of X. A right singular vector contains the weights
of the topics for a document.

LSA has been successfully applied to many areas of natural lan-
guage processing, such as text summarization [44], or measuring
text coherence [39]. The application of LSA in information retrieval
is called Latent Semantic Indexing (LSI) [28].

7.4.2 Online Group-Structured Dictionary Learning

OSDL [148] factorizes the matrix X = [x1, x2, . . . , xM] ∈ RN×M into
two matrices: the dictionary D = [d1, d2, . . . , dK] ∈ RN×K and the rep-
resentation A = [α1,α2, . . . ,αM] ∈ RK×M. The dictionary D contains
the topics as columns. There are K topics, where K, the dimension of
the vectors αi, is a parameter.

Each document xi is represented as a linear combination of topics.
A contains the coefficients of these linear combinations: x1 ≈ Dα1,
x2 ≈ Dα2, etc.. In matrix notation: X ≈ DA.

Two additional constraints are introduced in contrast to LSA. The
document is described by the combination of a few groups of topics,
and the topics are embedded into a topography, where topics that are
near to each other are more related than distant topics (Figure 21).
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Figure 21. Part of a topography of topics produced by OSDL. The generated
topics are embedded in a hexagonal grid on a torus. Clusters
of similar topics were separated manually both by color and by
wider lines. The words are stemmed.

In contrast to LSA, this algorithm is online. The xi are processed in
sequence, and the dictionary D is updated in each iteration.

In the topography, a topic and its neighboring topics constitute a
groupGi. The groups form a family of sets G = {Gi} ⊆ 2{1,...,K}, where
each Gi contains the indices of the topics in the group. For example,
a family of groups Gi = {i} would mean that each topic has only one
neighbor, itself.

In this paper, the topography is a hexagonal grid on a torus. Each
topic has exactly six neighbors, so |Gi| = 7 (every topic is also its own
neighbor).

The additional constraints are realized as a structured sparsity in-
ducing regularization. Each document is represented by a small num-
ber of groups Gi. In other words, the representation αi should be
sparse with respect to the groups. The representation in each group
can be dense, that is, multiple topics can be selected from within a
group. Intuitively, each group can be thought of as a domain that
contains related topics. The end result is that related topics are close
to each other in the topography.
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Formally, the OSDL problem is defined as the minimization of the
following cost function:

min
D,{αi}Mi=1

1∑M
j=1(j/M)ρ

M∑
i=1

(
i

M

)ρ(
1

2
‖xi − Dαi‖22 + κΩ(αi)

)
,

(5)

Ω(α) =

∑
j

‖αGj‖
η
2

 1
η

, (6)

where κ > 0 and αGj ∈ R|Gj| denotes the vector where only the
coordinates that are in the set Gj ⊆ {1, . . . ,K} are retained.

The first term is the approximation error, the second is the struc-
tured sparsity inducing regularization. For the case of ρ = 0, (5) is
reduced to the empirical average, where every example {xi}Mi=1 is
present with the same weight ( 1M ) in the optimization of D:

min
D,{αi}Mi=1

1

M

M∑
i=1

(
1

2
‖xi − Dαi‖22 + κΩ(αi)

)
. (7)

The parameter ρ can be interpreted as a forgetting rate. Increasing ρ
realizes the exponential forgetting of xi, with greater effect for larger
ρ. In practice, employing forgetting can result in faster optimization.

The parameter κ controls the tradeoff between the approximation
error and the structured sparsity inducing regularization. The param-
eter η can be set to 0 < η 6 1. A smaller η results in stronger sparsifi-
cation.

7.4.3 Latent Dirichlet Allocation

Probabilistic topic models [11, 144] consider documents as mixtures
of topics, where a topic is a probability distribution over words. They
are generative models, that is, they specify a probabilistic procedure by
which documents are generated. The model of a corpus is obtained
by inverting this process: the set of topics that could have generated
the corpus is statistically inferred.

The bag of words assumption is still present: these models do not
consider the order of words in the generated documents, only the
number of instances of each word (i.e., how many times is a word
produced).

The simplest of these models, mixture of unigrams [108] (Figure 22)
assumes that each document belongs to a single topic. Each docu-
ment is generated by first choosing a topic z and then generating
N words wj independently from the conditional multinomial distri-
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Figure 22. Mixture of unigrams, plate notation. The circles denote random
variables: the words w and the topics z. The arrow denotes con-
ditional dependence between them: the words occurring in a doc-
ument depend on the topic of the document. The topic z is in
a white circle, because it is an unobserved (latent) variable. The
grey words w are observed. Rectangles (or plates) denote repeat-
ing subgraphs. The outer plate contains the M documents in the
corpus, the inner one contains the N words of a document.
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Figure 23. PLSA, plate notation. The word w, depends on a topic z. The vari-
able z is inside the inner plate, so each word in the document can
belong to a different topic.

bution P(wj|z). The probability of a document w = (w1, . . . ,wN) is
given by

P(w) =
∑
z

P(z)

N∏
j=1

P(wj|z) .

The assumptions of Probabilistic Latent Semantic Analysis (PLSA)
[60, 61] (Figure 23) are much more realistic: each word is drawn from
a distinct topic. For each document, a different distribution over topics
is chosen. The topic distribution of the example at the start of the sec-
tion (i.e., a text about teaching algebra) would assign high probability
to the topics education and mathematics, and negligible probability to
topics like cooking or riding. In a document, each word is generated in-
dependently by selecting a topic according to the per-document topic
distribution, and drawing the word from that topic. Therefore, the
joint probability model is

P(d,wj) = P(d)
∑
z

P(wj|z)P(z|d) ,

where d is the label of the document generated, wj are the words,
and z are the topics.

However, PLSA is not a well-defined generative model [11]. The
document label d is a dummy index into the list of documents in
the training set. There is no natural way to assign probability to a
previously unseen document. Another, more practical consequence is
that the number of parameters to estimate grows linearly with the
number of documents in the training set.
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To overcome these problems, LDA [11] (Figure 24) treats the per-
document topic distributions θj, (j = 1, . . . ,M) as a K-parameter hid-
den random variable, where K is the number of topics. The Dirichlet
distribution is chosen with parameter α, as it is conjugate prior to
the multinomial distribution: this facilitates inference and parameter
estimation.

α θ z w

β

N
M

ɸ
K

Figure 24. Smoothed LDA, plate notation. There are K different topics, M
documents and N words. The MxK random matrix θ contains
the per document topic distributions The KxV random matrix φ
contains the per topic word distributions. Parameters α and β are
the parameters of the respective Dirichlet priors.

A problem of probabilistic topic models is that they assign zero
probability to words that did not appear in the training corpus. To
cope with this problem, usually smoothing is employed: positive prob-
ability is assigned to every word, whether or not they appeared in the
training set. LDA performs smoothing by placing a Dirichlet prior on
the mixture components φi, (i = 1, . . . ,K) with parameter β.

The generative process LDA assumes for the whole corpus is the
following.

1. Choose φi ∼ Dir(β) , where i ∈ {1, . . . ,K}

2. Choose θj ∼ Dir(α) , where j ∈ {1, . . . ,M}

3. For each of the words wj,t, where t ∈ {1, . . . ,Nj}

a) Choose a topic zj,t ∼ Multinomial(θj).

b) Choose a word wj,t ∼ Multinomial(φzj,t).

Here, wj,t is the tth word of the jth document, Nj is the number
of words in it, zj,t is its topic, and θj is its topic distribution. The
word distribution for topic i is denoted by φi. The parameters of the
Dirichlet priors are α and β.

The total probability of the model is

P(W,Z,θ,φ|α,β) =
K∏
i=1

P(φi|β)

M∏
j=1

P(θj|α)

Nj∏
t=1

P(zj,t|θj)P(wj,t|φzj,t) ,

where W = {wj,t} is the corpus, Z = {zj,t} are the topics, θ = {θj}

are the per-document topic distributions, and φ = {φzj,t} are the per-
topic word distributions.
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It is interesting to note that sparsity plays a large part in this model
too: the parameters α and β are usually chosen to make both the per
topic word distributions and the per document topic distributions
sparse [144]. This intuitively means that each topic consists of only a
few words, and each document consists of only a few topics.

7.5 semantic relatedness

The notion of relatedness is utilized in many natural language process-
ing tasks like document classification or information retrieval. Some
interesting applications are grading of short answers [102], electronic
career guidance [49] and text classification [12]. Semantic relatedness
can be defined on different levels: between words, sentences, longer
text fragments, or whole documents.

There are multiple measures that try to capture this important but
subjective notion. A simple method to measure the semantic related-
ness of two texts is to count the common words in them, and normal-
ize this value. A more sophisticated approach is to generate term vec-
tors from the documents, and use a vector similarity measure. Some
of these similarity measures are reviewed in [161]. One of the most
common measure is the cosine similarity of the two vectors:

sim(a, b) =
〈a, b〉
‖a‖2‖b‖2

. (8)

The common drawback of these measures is that they do not use
external knowledge sources, therefore, they are unable to recognize
different words related in meaning. For example, consider the follow-
ing sentences:

1. Alice bought a computer yesterday.

2. Bob purchased two laptops the last day.

3. Carol lost her watch.

Clearly, the first two sentences are more related to each other than,
for example, the second and the third, but – since there are no com-
mon words among them – the similarity score assigned by term vec-
tor based relatedness measures to each pair is zero.

Background knowledge can alleviate this problem. There are two
main approaches to measure the relatedness of two words with back-
ground knowledge according to the knowledge sources used:

1. Structured resources can be used, such as ontologies or thesauri.
These contain words or concepts, and the relationships between
them. Computing semantic relatedness between words is often
based on finding the shortest path between them in a graph
structure. Some of the many measures used in the literature are
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reviewed in [14]. One of the most frequently used knowledge
sources is WordNet [100]. The construction of these resources is
expensive.

2. Corpora of unstructured documents can be used coupled with
statistical methods. Usually, the basic assumption is that related
words co-occur frequently [129]. Because of the abundance of
unlabeled corpora, greater coverage and flexibility can be ob-
tained.

ESA (Section 3.1.1) can represent words as vectors in a high dimen-
sional concept space. Semantic relatedness of words can be computed
by similarity measures on these vectors. Using the cosine similarity
measure (8), ESA achieves high correlation to human similarity judg-
ments (Spearman’s rank correlation coefficient ρ = 0.75) [41].

7.6 generating the puzzles

The word puzzles are generated from a corpus of unlabeled documents,
which is the only input needed. First, the corpus is modeled as a
combination of latent topics. Among these topics, consistent sets are
identified. The puzzles are generated by mixing these sets with words
or other sets that are not related.

The algorithm works in two phases. First, the consistent sets are
generated from the corpus. Then, the word puzzles are created from
the consistent sets.

7.6.1 Generating consistent sets

As a first step towards generating the consistent sets, a topic model
(Section 7.4) is produced from the corpus. Only the resulting topics
are used, all other information (e.g., the topic distribution of each
document) is discarded.

Sets of words are obtained by taking the k most significant words
– those with the largest weights – of each topic. The sets are further
examined to determine whether the words in the set are related. Only
the sets with related words are kept for puzzle generation; these are
referred to as consistent sets.

Even a single word too weakly connected to the others can make
the resulting puzzles ambiguous. Therefore, each set must be rated
according to the word that is the least related to the other words in
the set.

To measure the relatedness of two words, the cosine similarity of
the concept vectors assigned by ESA is used (Section 7.5).

Similarity measures are not perfectly accurate. They can make two
types of errors. A false positive means that, according to the similarity
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measure, two words are related when in reality they are not. False
positives may make us accept two unrelated words as related.

False negatives occur when the similarity measure gives a small
value even though the two words are related. Because of false neg-
atives, requiring that all pairs of words should be related is not a
good criteria to determine whether a set of words is consistent.

To deal with these errors, I determine the consistency of a set of
words by constructing a network. A complete graph G = (V ,E) is
constructed where each node v ∈ V corresponds to a word in the set.
A mapping w : E → R is defined on G, where w(e) is the similarity
computed by ESA between the endpoints (i.e., the words) of e ∈ E.
The pair (G,w) is a network [68].

Consider all the paths in G. It is assumed that if word v1 is similar
in meaning to word v2, and word v2 is similar to word v3, then word
v1 is similar to word v3. Although this assumption does not hold in
all cases, it can be utilized to make the procedure more robust to false
negatives. Even if the similarity measure between two semantically
similar words is small, it is unlikely to be small on all the paths be-
tween them. Similarity between two words will be considered based
on all the paths between them, additionally to the edges.

The method can be made more robust to false positives by defining
the similarity of two nodes v0, vn given a path W = v0, e1, v1, e2, v2,
. . . , en, vn as the capacity of W,

c(W) = min{w(ei) : i = 1, . . . ,n} .

As the minimal edge weight is selected, values of the similarity
measure larger than the real similarities have less effect on the result.
Conversely, the similarity between words u, v ∈ V is defined as the
capacity of a path of maximal capacity between them to cope also
with false negatives that could arise from choosing the minimal edge
weight.

It seems that the capacity of all the paths between two nodes u, v ∈
V need to be computed in order to determine their relatedness. For-
tunately, we can use the following theorem [62].

Theorem 7.6.1. Let (G,w) be a network on a connected graph G, and
let T be a maximal spanning tree for G. Then, for each pair (u, v) of vertices,
the unique path from u to v in T is a path of maximal capacity in G.

Based on this theorem, I determine the quality of a set as the mini-
mum of the edge weights in the maximal spanning tree3 of the graph
G constructed from the set (Figure 25). In other words, the quality of
the set is the similarity of the two most dissimilar words in the set. A
set is consistent if its quality is above a predetermined threshold δ.

3 Maximal spanning trees are determined by Kruskal’s algorithm [73].
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Figure 25. Checking the consistency of three sets of words. In this example,
each set contains five words. The edges of the maximal spanning
trees are boldened. The edge with the minimal weight in the max-
imal spanning tree is denoted by a dashed line. The consistency
of the set is defined as the weight of this edge. Figure 25a shows
a very consistent set, where all the words are strongly connected
to the word vote. The set on Figure 25b is consistent, but some of
the relatedness values (e.g., between care and treatment) are lower
than one would expect. The method is robust: a relatively high
consistency value is assigned to the set. Figure 25c shows an in-
consistent topic: the word class is weakly connected to the others.

7.6.2 Creating the puzzles

Each word puzzle is generated by mixing unrelated elements with
consistent sets. For odd one out, a single unrelated word is added to the
set. For choose the related word, more unrelated words are added to a
slightly larger set, where the unrelated words are the wrong answers.
For separate the topics, two unrelated consistent sets are mixed.

As a first step, the corpus is modeled by a topic model, and a con-
sistent set of words is generated from each suitable topic as described
in the previous section. The result is a family of consistent sets T.

For words w and w ′, let sim(w,w ′) denote their semantic relat-
edness determined by the cosine similarity of their concept vectors
produced by ESA.

In all three algorithms, a threshold θ determines whether the con-
sistent set and the unrelated element (e.g., the odd one out word) are
dissimilar enough so that they can be mixed to form a word puzzle.
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Another threshold, φ allows the creation of intermediate level odd one
out and choose the related word puzzles (Section 7.7.3). By increasing
φ, the relatedness of the additional elements to the consistent set is
increased, therefore, the puzzle is made harder.

An odd one out puzzle (Algorithm 7.1) consists of a set of related
words, and another word which is not related to the ones in the set.
The task of the solver is to find the word that is not related.

Algorithm 7.1: Odd one out puzzle generation
Input: A family of consistent sets T

Output: A puzzle (T ,w)
1 forall T ∈ T do
2 repeat
3 select random word w;
4 σ← maxt∈T sim(t,w);
5 until φ < σ < θ;

For choose the related word puzzles (Algorithm 7.2), two sets of words
are generated: a consistent set, and k other words that are not related
to any word in the set. The words are presented to the solver in a
different grouping: one word is moved from the consistent set to the
set of unrelated words. So, in the latter set, one word is related to the
words of the former. The task of the solver is to find that word.

Algorithm 7.2: Choose the related word puzzle generation
Input: A family of consistent sets T

Output: A puzzle (T ,W)

1 forall T ∈ T do
2 for i← 1 to k do
3 W ← ∅;
4 repeat
5 select random word w;
6 σ← maxt∈T sim(t,w);
7 until φ < σ < θ;
8 W ←W ∪ {w};

Separate the topics puzzles (Algorithm 7.3) consist of two sets of
words where each word is related to all the other words within the
same set, but is not related to any word in the other set. The task of
the solver is to sort out the two sets.

7.6.3 Practical considerations

In addition to the abstract algorithms, there are some practical aspects
of the puzzle generation process that must be considered.
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Algorithm 7.3: Separate the topics puzzle generation
Input: A family of consistent sets T

Output: A puzzle (T , T ′)
1 forall T ∈ T do
2 repeat
3 select random T ′ ∈ T ;
4 σ← maxt∈T ,t ′∈T ′ sim(t, t ′);
5 until σ < θ;

A list of 571 stopwords are used to discard common function words
such as the, is, or. The words are stemmed using the Porter stemming
algorithm [123]. Stemming is important: without stemming, puzzles
such as number, numbers, numbered, numberer, cat are possible. Stem-
ming reduces each of the four inflected forms to their common stem,
number, forcing the words in the puzzle to be different. Stemming
should be carried out at the beginning of the puzzle generation pro-
cess, before applying the topic models. In the final puzzles, the words
are “unstemmed”: they are replaced by their most common inflected
form.

An important consideration is how to choose the set the random
unrelated word w (e.g., in the odd one out puzzle, the word that
does not belong) is selected from. At first, I chose the set that contains
every word in the corpus. However, I found that this set is too broad:
there are many rare “words” (e.g., in Wikipedia: erev, ern) that should
not be used as part of a puzzle. Thus, the set must be chosen carefully.
I opted for a straightforward solution: I use the union of all the words
that appear in a consistent set of words.

There is a possibility that no unrelated elements can be selected to
form a puzzle with a consistent set. To prevent the algorithm running
indefinitely, it only tries to generate a puzzle from a consistent set a
finite number of times. If the process is unsuccessful within that time
frame, the set is discarded.

7.7 empirical evaluation

The starting point of the presented method is a corpus of unlabeled
documents. I demonstrate the method on two corpora: a collection of
full papers from the NIPS conference [130], and a corpus obtained by
randomly sampling the articles of Wikipedia.

I detail the corpus compilation process in Section 7.7.1. Next, I com-
pare the three topic models by comparing the consistency of the sets
obtained from the topics generated by them in Section 7.7.2.

I examine the word puzzles produced by the presented method
in Section 7.7.3. First, I consider the three kind of puzzles generated
from the corpus of Wikipedia articles. Then, the method is applied
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to produce domain specific puzzles from the corpus of NIPS proceed-
ings.

7.7.1 Collecting corpora from Wikipedia

The corpora of Wikipedia articles is generated as follows. Articles that
are less than 1000 non-stopwords long or have less than 20 incoming
and 20 outgoing links are discarded. This step eliminates superfluous
articles.

The term-document matrices X are compiled from Wikipedia as
follows:

1. 50,000 articles are randomly selected.

2. The corpus is divided into 5 corpora, each with M = 10, 000
articles.

3. A term-document matrix is created from each corpus.

4. Words occurring less than 100 times in the selected corpora are
discarded.

7.7.2 Generating the consistent sets

Consistent sets are the cornerstone of the presented method. Each
puzzle is generated by adding elements to such a set. In this section,
I compare the number of sets of a given quality the different topic
models can produce.

The quality of the sets can be adjusted by tuning the threshold
δ. I model the two corpora (NIPS, Wikipedia) with each of the three
topic models, and count the number of consistent sets produced from
the topics for different values of the threshold. The consistent sets are
composed of k = 4 words. I chose the number of topics to be K = 400.

The topic models were applied as follows. LSA does not require
any parameters (apart from the number of topics). For LDA, I set the
parameters as suggested by [144]: α = 50/T , where T is the number
of topics, and β = 0.01.

For OSDL, the parameters were set as follows: η = 0.5 for strong
sparsification, the learning rate ρ = 1, κ = 2−13 for the corpus of
Wikipedia articles, and κ = 2−14 for the corpus of NIPS proceedings.
The values of κ were determined experimentally.

Figure 26 shows the results. Figure 26a was generated by taking the
mean of the results on five different corpora sampled from Wikipedia.
The maximal standard deviation was 10.1 for OSDL, 9.3 for LDA, and
14.3 for LSA.

Out of the three topic models, LDA performs the best, with OSDL fol-
lowing closely behind. LSA does not seem applicable to word puzzle
generation: it produces very few consistent sets.
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The methods perform better on Wikipedia than on the NIPS pro-
ceedings. There may be two reasons for this: each corpus of Wiki-
pedia articles contains 10, 000 documents, while the corpus of NIPS

proceedings contains only 1740. Furthermore, the similarity measure
used (i.e., ESA) relies on Wikipedia as background knowledge.
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Figure 26. Number of consistent sets produced by the different topic models,
as the threshold δ grows. The two figures show the two corpora,
Wikipedia articles and NIPS proceedings.

7.7.3 Word puzzles

In this section, we take a look at the word puzzles generated from
the two corpora: the one sampled from Wikipedia and the NIPS pro-
ceedings. As I found in the previous section that LSA is not capable
of producing enough consistent sets, I only generate topics with LDA

and OSDL. Furthermore, according to my experiments, the puzzles
generated using OSDL and LDA are indistinguishable, so I don’t treat
the two algorithms separately.

The presented method is capable of generating a great many puz-
zles, even from a single corpus. As the topic models used (i.e., LDA

and OSDL) are randomly initialized, they can be used multiple times
to generate different topics, therefore, different consistent sets. The un-
related elements mixed with these sets can also vary. I demonstrate
the capabilities and pitfalls of the method by selected examples.

Based on the observations in the previous section, I chose δ = 0.1
in these experiments to obtain a significant number of good consis-
tent sets. The parameters of the topic models are the same as in the
previous section.

In the next two sections, I examine a corpus consisting of 10, 000
documents sampled from Wikipedia. I apply the method to produce
beginner and intermediate level puzzles. As odd one out and choose
the related word puzzles are generated nearly identically, I don’t dis-
cuss them separately. I include some of the generated intermediate
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choose the related word puzzles in Table 8. Lastly, puzzles that cover
a narrow domain are generated from the NIPS proceedings.

Beginner puzzles

Beginner puzzles (Table 5) can be solved at first glance by a person
who understands the language and has a wide vocabulary, for exam-
ple, the puzzles vote, election, candidate, voters, sony, or olympic, tourna-
ment, world, championship, acid. These could be useful for e.g., beginner
language learners.

The parameters for generating these puzzles are θ = 0.02, and φ =

0.005 (see Section 7.6.2 for a description of the parameters). In other
words, the puzzles generated consist of a consistent set of related
words and an unrelated word.

Some puzzles require specific knowledge about a topic. To solve
the puzzles harry, potter, wizard, ron, manchester and superman, clark,
luthor, kryptonite, division, the solver must be familiar with the book,
film, comic, etc. To solve austria, german, austrian, vienna, scotland, ge-
ographic knowledge is needed.

Stemming can introduce errors. In the puzzle animals, manga, re-
leased, japanese, tournament, the words animals and anime were both
incorrectly stemmed to the stem anim. The puzzle generation process
is unable to distinguish them, hence the word animals is mistaken for
the word anime. Even correct stemming can result in erroneous puz-
zles. In the puzzle line, training, service, rail, orchestra, the word training
was reduced correctly to train. However, train is a polysemous word,
and its meaning was specified by the inflected form. Stemming re-
moved this information, and made it impossible to separate the use
of the word in the two senses railroads and instruct.

Consistent set of words Odd one out

vote election candidate voters sony

line training service rail orchestra

church orthodox presbyterian evangelical buddhist

olympic tournament world championship acid

animals manga released japanese tournament

austria german austrian vienna scotland

devil demon hell soul boat

harry potter wizard ron manchester

superman clark luthor kryptonite division

magic world dark creatures microsoft

Table 5. Beginner odd one out puzzles.
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Separate the topics puzzles are beginner puzzles by definition. In
order for the two sets of words to be separable, they must differ con-
siderably in meaning. So they are generated using the same param-
eters, θ = 0.02, and φ = 0.005. Table 6 contains some of the puzzles
produced.

Consistent set 1 Consistent set 2

plant, tree, seed, garden irish, ireland, dublin, patrick

water, heat, temperature, pressure superman, clark, luthor, kryptonite

car, vehicles, engine, ford church, saint, orthodox, christian

russian, russia, moscow, soviet patients, treatment, cancer, disease

king, prince, queen, royal chemical, acid, compounds, reaction

jump, fence, horse, rider moon, orbit,planet, sun

cell, gene, protein, disease harry, potter, voldemort, horcrux

band, album, tour, released church, catholic, bishop, pope

navy, ship, naval, fleet receptor, cell, peptide, stimulation

language, dialect, linguistic, spoken club, league, cup, season

Table 6. Separate the topics puzzles.

Intermediate puzzles

Among the beginner puzzles (Table 5) there is a puzzle where multi-
ple solutions are possible, but the overall composition of the puzzle
favors a single word. In the puzzle church, orthodox, presbyterian, evan-
gelical, buddhist, both church and buddhist could be the odd one out, but,
as four of the words are strongly related to christianity, the odd one
out is buddhist. These intermediate puzzles are harder to solve, and feel
more natural to solvers who know the language.

Intermediate puzzles are generated by introducing an additional
constraint: the odd one out word should be related to the words in the
consistent set. This is achieved by increasing φ: I set the parameters
to φ = 0.1 and θ = 0.2. At first, it would seem counterintuitive that
parameter θ is larger than δ. However, as the method is already con-
strained by the topic model and the set the unrelated words can be
chosen from, I found that often, the odd one out word will be weakly
related to the others that form a cohesive whole.

Although the presented method is based on semantic similarity, it
is able to create surprisingly subtle puzzles (Table 7). In the puzzle
voice, speech, hearing, sound, view, the word view has a different modal-
ity than the others. To solve the puzzle cao, wei, liu, emperor, king, the
solver should be familiar with the three kingdoms period of chinese
history. For egypt, egyptian, alexandria, pharaoh, bishop, knowledge of
egyptian history, for athens, athenian, pericles, corinth, ancient, familiar-
ity with the Peloponnesian War is required. In singh, guru, sikh, saini,
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Consistent set of words Odd one out

cao wei liu emperor king

superman clark luthor kryptonite batman

devil demon hell soul body

egypt egyptian alexandria pharaoh bishop

singh guru sikh saini delhi

language dialect linguistic spoken sound

mass force motion velocity orbit

voice speech hearing sound view

athens athenian pericles corinth ancient

data file format compression image

function problems polynomial equation physical

Table 7. Intermediate odd one out puzzles.

Examples Candidate words

museum collection library history march troops

division tank corps armoured united field

book published public author science organization

energy particles quantum physical process future

regiment battalion army infantry service king

devil demon hell soul love man

story short fiction tales newspaper script

football club coach cup united university

bulgarian bulgaria turkish byzantine army ancient

court constitution amendment rights organization voters

Table 8. Intermediate choose the related word puzzles.

delhi, all the words except delhi are related to sikhism. The puzzle func-
tion, problems, polynomial, equation, physical can be solved only with a
basic knowledge of mathematics and physics.

Word puzzles from narrow domains

In this section, I examine the word puzzles generated from a corpus
that contains documents from a relatively narrow domain: the corpus
of NIPS proceedings.

This corpus is harder to utilize because the similarity measure used
(i.e., ESA) relies on Wikipedia as background knowledge. Because of
this, words that are not present or are very rare in Wikipedia are auto-
matically excluded from the puzzles. As ESA can work with different
corpora, Wikipedia could be replaced, provided that one has access
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to a large enough domain specific corpus. However, such corpora are
generally hard to acquire. As demonstrated in Table 9, good results
can be obtained by using only Wikipedia as background knowledge.

Consistent set of words Odd one out

prior bayesian probability posterior effect

continuous discrete function space processing

network sigmoid neural feedforward system

code encoding decoding bit developed

gaussian distribution covariance variance data

rule based system knowledge phase

model data parameters distribution theory

current voltage circuit transistor signal

auditory sound cochlear cochlea small

neurons network activity connections learning

Table 9. Domain specific intermediate odd one out puzzles.

7.8 summary

I have proposed a knowledge-lean method to generate word puzzles
from unstructured and unannotated corpora. The presented method
is capable of generating three types of puzzles: odd one out, choose
the related word, and separate the topics. The difficulty of the puzzles
can be adjusted.

A topic model is used to generate a collection of topics. Consistent
sets of related words are produced from these topics by an algorithm
based on network capacity and semantic similarity. The puzzles are
produced by mixing these sets with weakly related elements: words
or other consistent sets.

The results showed that the system can produce high-quality puz-
zles whose solution is clear and unique. Puzzles of two difficulty
levels were generated: beginner and intermediate. Beginner puzzles
could be suitable for, e.g., beginner language learners. Intermediate
puzzles require more, often specific knowledge to solve. Domain spe-
cific puzzles were generated from a corpus of NIPS proceedings.

The method could help puzzle designers compile a collection of
word puzzles in a semi-automated manner. In this setting, the method
is utilized to produce a great number of puzzles. Puzzle designers
can choose and maybe modify the ones they want to include in the
collection.
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I M P R O V I N G N E X T U T T E R A N C E C L A S S I F I C AT I O N

Perhaps the most promising current approach to dialogue systems
is end-to-end dialogue systems, where the whole dialogue system is
learned from data (Section 2.3.1). These methods are usually built
upon deep learning. A drawback of deep learning is that it needs a
lot of examples for training: in a typical deep learning system, there
may be hundreds of millions of examples [77]. This much data is sel-
dom available for dialogue systems, much smaller datasets are typical
[134]. A way to alleviate this problem is to add background knowl-
edge to the system. I combine the word embeddings of a neural di-
alogue system with explicit word meaning in the form of ESA to im-
prove performance across different topics. I evaluate the method on
the next utterance classification task on a variety of topical IRC cor-
pora collected from the Web. The method performs better on smaller
corpora, the most important use case.

8.1 motivation

End-to-end dialogue systems are a step towards open domain dia-
logue systems as everything is learned: the same (deep) neural net-
work architecture is able to work in different domains without hand-
crafting engineering from domain experts. However, as they are based
on deep learning, they typically require very large corpora in the do-
main for training. The size of the training corpus is important for
two reasons [134]. First, as end-to-end dialogue systems have less a
priori structure, a larger dataset is needed to place constraints on the
dialogue model. Second, the statistical complexity of a corpus grows
with linguistic diversity and the number of domains, so the more open
the dialogue system, the more examples are required.

There are many domains (e.g., niche domains) where it is very dif-
ficult to marshal enough examples to the task, and will remain so in
the foreseeable future. Today, data is very scarce even in mainstream
topics: having a corpus with millions of examples is the exception
rather than the norm [134]. As an alternative, adding external knowl-
edge sources to the system may help it perform better in a particular
domain.

Lowe et al. [89] experimented with incorporating unstructured ex-
ternal textual information into end-to-end dialogue systems. The spe-
cific task was next utterance classification: selecting the most appropri-
ate next response in the conversation from a small list of candidate
responses that contains the actual next response and false responses.

89
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They encoded a vector representation of the texts with a Recurrent
Neural Network (RNN) and combined this with the similarly encoded
context and response of the conversation to predict the best next re-
sponse. The dialogues were obtained from the Ubuntu Dialogue Cor-
pus (UDC), and the external texts were the domain specific Ubuntu
manpages. They reported 2− 3% gains in the Recall @ k metrics (Sec-
tion 8.3.2) over the baseline.

I aim for a more general approach: instead of augmenting the di-
alogue system with domain specific textual knowledge, I augment it
with a general method for word meaning, ESA. On the one hand, domain
specific knowledge sources are probably more able to help: Ubuntu
manpages surely contain more Ubuntu-specific information than Wi-
kipedia. On the other hand, as the knowledge source is general, the
method could be used as is across multiple domains, so the main benefit
of end-to-end dialogue systems is preserved.

I demonstrate the method on the same next utterance classification
task on the UDC [90], and on five additional, much smaller IRC corpora
we have collected in narrow topics, all related to computer science.
We collected and processed the five IRC corpora together with my
MSc student Ahmed Abouzeid. We take a similar approach to [90] by
crawling websites that collect logs of the conversations on IRC, and
then processing this data to obtain the dialogues. The domain choices
were mainly motivated by availability of the IRC logs.

8.2 the method

As my goal is to evaluate the combination of word embeddings with
ESA compared to the known baselines of Lowe et al. [90], I replicate
their method and experimental settings for next utterance classifica-
tion, and extend that with ESA. I consider both their learning architec-
tures, RNN and LSTM. In the RNN architecture, they used two simple
RNNs with tied weights to embed both the context and the response.
Please note that in their terminology, context means the previous ut-
terances in the dialogue. The response is the next utterance after the
context. The embedding of the context and response c, r ∈ Rd are
then used to calculate the probability that the response is valid for
the context:

p(flag = 1|c, r, M) = σ(cTMr + b),

where M ∈ Rd×d and the bias b ∈ R are learned model parameters
and flag is 1 if the response is correct and 0 otherwise.

The model is trained by minimizing the cross-entropy across all
labeled (context, response, flag) triples:

L = −
∑
n

logp(flagn|cn, rn, M) .
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They did not use regularization on the parameters. The LSTM archi-
tecture is the same, but the hidden units are changed to LSTM units
[59].

As word embeddings I use the GloVe pre-trained word vectors of
Pennington, Socher, and Manning [115] (Section 3.1.2). More specifi-
cally, I use the 300 dimensional vectors trained on 840B tokens of the
Common Crawl corpus1.

I incorporate the ESA interpretation vectors into the system in a
general way by combining them with the word embeddings. The ESA

vectors are sparse high dimensional vectors (i.e., hundreds of thou-
sands of dimensions) compared to the relatively low dimensional
dense vectors required by the neural dialogue system. I use SVD to
transform the ESA vectors into 300 dimensional dense vectors. These
300 dimensional vectors are then combined with the 300 dimensional
GloVe word embeddings to get 600 dimensional word vectors.

8.3 empirical evaluation

The evaluations were done in two phases: collecting the corpora and
producing the datasets, and evaluating the method on them. The cor-
pora and datasets were produced by generalizing the pipeline Lowe
et al. used to produce the UDC.

8.3.1 Datasets

I evaluate the method on six datasets generated from six different cor-
pora. In addition to the UDC, five additional corpora were produced
from IRC chat logs. These cover a wider range of topics and have
differing characteristics (Table 12). Moreover, they are more represen-
tative of the size of a typical IRC log found on the Web.

The Ubuntu Dialogue Corpus

I use the 2.0 version of the Ubuntu Dialogue Corpus (UDC) [91], which
improves upon and fixes issues with the first version. Compared to
the first version,

• the train, validation, and test sets are separated by time to mir-
ror real-life applications more closely where a model is trained
on past data to predict future data

• the sampling procedure has been changed to a uniform distri-
bution to increase the average context length

• the tokenization and entity replacement has been removed

• the end of an utterance and the end of a turn are distinguished

1 https://nlp.stanford.edu/projects/glove/

https://nlp.stanford.edu/projects/glove/
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• they fixed a bug that caused the distributions of the true and
false responses to be different in both the test and validation
sets

From the perspective of these evaluations, the most significant im-
provement is the last: if the distribution of the false responses is dif-
ferent because of a bug, it gives an unfair advantage to the RNN and
LSTM based algorithms.

As the second version of UDC is generated differently from the first
version, the reported results of its authors are also somewhat differ-
ent. For completeness, I also report their results with both the first
and second version in Table 10. For a description of the Recall @ k
measures please refer to Section 8.3.2.

Measure
UDC v1 UDC v2

RNN LSTM RNN LSTM

Recall @ 1 40.3% 60.4% 37.9% 55.2%

Recall @ 2 54.7% 74.5% 56.1% 72.1%

Recall @ 5 81.9% 92.6% 83.6% 92.4%

Table 10. Results with the two versions of the UDC corpus

I filter the dialogues similarly to Lowe et al. [90]: I discard dialogues
longer than five utterances where one user says more than 80% of the
utterances. A small difference is that I only consider conversations
that are at least 4 turns in contrast to the 3 turns in [90]. I found that
this improves the quality of the dialogues and does not decrease the
number of dialogues significantly.

Collecting domain specific IRC corpora

In order to evaluate the method in a wider range of domains, we have
collected five additional IRC logs in addition to UDC, and produced
five corpora out of them. Collecting and processing these IRC logs is
joint work with my MSc student Ahmed Abouzeid [3].

We proceed largely mirroring the process Lowe et al. [90] used to
collect the UDC. A corpus is produced in three steps, which corre-
spond to three software components:

1. Collecting: A web crawler is used to download the IRC logs from
the particular website. The crawler is flexible enough to handle
websites for different logs, as they have different structure. For
example, the Ubuntu chat logs are in plaintext in a directory
structure corresponding to dates, whereas the Perl 6 logs are
embedded in HTML and are accessible as links from an HTML
calendar.
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2. Preprocessing: This component takes the raw downloaded logs
and extracts the timestamps, senders, and utterances from them.
It also performs recipient identification [90], where the recipi-
ents of the messages are determined from the first part of the
utterances. The output of this component is the extracted (times-
tamp, sender, recipient, utterance) tuples from the logs. This
component is also general and can work with multiple IRC log
formats.

3. Dialogue extraction: The last component extracts two-way (or
dyadic) dialogues from the preprocessed logs. The logs contain
a stream of messages from multiple users, where the two-way
dialogues are multiplexed with each other: lots of simultaneous
conversations are happening at once. This component performs
the demultiplexing of these message streams into dyadic dia-
logues.

An important aspect of this step is filling holes. In an ongoing
conversation, a participant often responds without explicitly ad-
dressing the recipient, as addressing her would be superfluous.
These holes can be filled by checking if the participants talk to
anyone else during their conversation, and if not, adding these
utterances to the dialogue [90]. We have refined this algorithm
so it can find holes where the participants are not talking to
anyone else only during t minutes instead of the whole conver-
sation, where parameter t was set to 3 minutes.

The collected corpora

I use six different corpora in the evaluations, of which 5 are newly
collected. Although most of the downloadable IRC channel logs that
could be considered for processing were about technical subjects, I se-
lected the ones I use to have as broad a collection of topics as possible
given the constraints. Three of the corpora (Koha, Mediawiki, Scum-
mVM) are about technical but also more broad subjects: libraries, en-
cyclopedic knowledge and games.

The six corpora are:

1. Koha: Collected from the IRC channel of the open source Koha
Library Software, http://irc.koha-community.org/koha/.

2. Lisp: Collected from the IRC channel of the Common Lisp pro-
gramming language, http://ccl.clozure.com/irc-logs/lisp/.

3. Mediawiki: Collected from the IRC channel of the Mediawiki
project, https://bots.wmflabs.org/~wm-bot/logs/#mediawiki.

4. Perl 6: Collected from the IRC channel of the Perl 6 program-
ming language, https://irclog.perlgeek.de/perl6/.

http://irc.koha-community.org/koha/
http://ccl.clozure.com/irc-logs/lisp/
https://bots.wmflabs.org/~wm-bot/logs/#mediawiki
https://irclog.perlgeek.de/perl6/
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Time User Utterance

21:17:00 LaPingvino but then, you can use it as an IDE, especially for lisp. SLIME
gets close :P

21:18:00 ehu the advantage of ABCL is that you have the full common lisp
community to help you with your coding issues.

21:18:00 ehu the *only* reason you’d need ABCL specific help is with bugs

21:18:00 LaPingvino have you seen the Clojure-community?

21:19:00 LaPingvino Clojure even has commercial support and training now

21:19:00 ehu ABCL has commercial support.

21:19:00 ehu it’s even on their webpage.

21:19:00 LaPingvino ah okay :)

21:19:00 LaPingvino just for curiosity, is there a working .NET Common Lisp?

21:21:00 LaPingvino but for most web-stuff, Clojure is very very nice :)

21:21:00 ehu no. we don’t run on .Net (well, we do, through Mono, but that
doesn’t count).

21:21:00 LaPingvino how on Mono? that does actually interest me :P

21:22:00 ehu but the point is that Clojure was reimplemented to run on .Net,
if you’re willing to spend the effort, you could do the same for
a CL implementation.

21:22:00 LaPingvino well, it was the plan from start to run on .net

21:22:00 ehu dmiles_a1k has the details.

21:23:00 ehu he has done it more than once.

Table 11. An example IRC conversation from the Lisp corpus. Each row of the
table is an utterance, so there are 16 utterances of the conversation.
The two participants take turns, for example, the second and third
utterance, both by ehu, constitute a turn. There are 10 turns in this
conversation.

5. ScummVM: Collected from the IRC channel of the ScummVM
point-and-click adventure engine, http://logs.scummvm.org.

6. UDC: The Ubuntu Dialogue Corpus. I use the more recent, im-
proved version which addresses problems with the first version
https://github.com/rkadlec/ubuntu-ranking-dataset-creator.

Table 11 shows an extracted conversation from the Lisp corpus.
Each row of the table is an utterance, so there are 16 utterances in the
conversation. The two participants take turns. For example, the sec-
ond and third utterance, both by ehu, constitute a turn. There are 10
turns in this conversation. The conversation is about the implementa-
tions of Lisp on popular virtual machines, such as ABCL and Clojure
on the Java Virtual Machine and the Common Language Runtime.

Table 12 summarizes the statistics of the corpora after filtering.
Most of the corpora are much smaller than the UDC. In general, based
on our experience during collecting eligible IRC logs, I believe that
the Ubuntu IRC log may be the largest log available by far. It certainly
produced one of the largest available datasets for end-to-end dialogue
systems [134]. An interesting difference is that the average number of
turns is higher for the newly collected corpora than in the UDC. The
UDC has shorter dialogues, perhaps because it has a large community

http://logs.scummvm.org
https://github.com/rkadlec/ubuntu-ranking-dataset-creator
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Corpus Dialogues Utterances Words Avg. turns Median turns

Koha 7327 469156 4242884 37.1 9

Lisp 33052 858345 9497567 17.2 8

Mediawiki 25947 577197 5443171 13.9 7

Perl 6 19908 1052573 9913937 31.0 9

ScummVM 9084 423660 3948365 28.1 8

UDC 728094 9871428 103872084 9.1 6

Table 12. Statistics of the corpora. The statistics were collected after filter-
ing, to show the corpora as they are used in the evaluations. The
second column is the number of dialogues, the third the number
of utterances, and the fourth the number of words in each corpus.
The UDC is the largest corpus by far, and the largest downloadable
IRC chatlog in my experience. The fifth and the sixth columns are
the mean and median number of turns per dialogue. The UDC has
the shortest dialogues, perhaps because it has a large community
with short support requests in contrast to the smaller, more tightly
knit communities that are more likely to produce longer conversa-
tions.

with short support requests in contrast to the smaller, more tightly
knit communities that are more likely to produce longer conversa-
tions. To verify, we used our collection pipeline to reproduce the UDC

on the Ubuntu logs and measured a mean number of turns of 9.6 and
a median number of turns of 6.

Generating datasets from the corpora

The datasets for evaluating the methods are compiled by generalizing
the approach of [90, 91] to the multiple IRC corpora. To have the train,
validation and test sets in chronological order separated by time, the
chronologically last 20 000 dialogues of the UDC make up the test set,
the 20 000 dialogues before that constitute the validation set, and the
rest – and so, the earliest – dialogues make up the train set. This
amounts to having about 2.5% of the dialogues in both the validation
and test set, and 95% of the dialogues in the train set.

The additional five corpora are separated similarly. However, these
corpora are much smaller: for Koha, the above procedure would yield
only 183 test examples. To account for this, instead of taking only 2.5%
of the dialogues for validation and test examples, I take 10% of them.
They are still taken in chronological order: 80% for the train, then 10%
for the validation, and lastly 10% for the test examples.

The rest of the process closely follows [90, 91]. After splitting the
corpus into the train, validation and test sets, the dialogues are pro-
cessed to produce the (context, response, flag) triples. The context is a
sequence of utterances in a dialogue, the response is the target utter-
ance to be identified, and the flag indicates whether the response was
the next utterance in the dialogue after the context (i.e., whether it is
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correct). For validation and test, I generate 9 wrong responses and 1
correct response for each context. For train, about half the responses
in the generated dataset are correct. The length of the context is sam-
pled from a uniform distribution. The minimum context length is 2
and the maximum context length is 20.

8.3.2 Results

In order to be able to measure the improvements compared to the
baselines of Lowe et al. [91], I use the same evaluation metrics, learn-
ing architectures, and hyperparameters. Every result is computed as
the mean of four different test runs.

Measure
Reported Reproduced

RNN LSTM RNN LSTM

Recall @ 1 37.9% 55.2% 39.2% 56.0%

Recall @ 2 56.1% 72.1% 57.2% 72.3%

Recall @ 5 83.6% 92.4% 84.6% 91.8%

Table 13. Reported and reproduced results with the UDC v2. As the baselines
are replicated well, we can be confident that any improvement we
find is genuine.

The evaluation metrics used are the Recall @ k family of metrics. The
system selects the k most likely responses out of the 10 candidates
(the 9 false and 1 true responses), and it is correct if the true response
is among these k selected responses. Recall @ 1 means that the system
has to get the true response exactly.

The neural networks are trained using stochastic gradient descent
with the ADAM learning rule [72]. The most important hyperparam-
eters for the RNN model are: the learning rate is 0.0001, the batch size
is 512, and the size of the hidden layer is 100. For the LSTM model: the
learning rate is 0.001, the batch size is 256, and the size of the hidden
layer is 200.

I validate my setup by reproducing the results of [91]. Table 13

compares the originally reported and the reproduced results. The re-
produced results are mostly better than the results originally reported.
Good reproduction is important because my goal is to improve upon
the baselines: as the baselines are replicated well, we can be confident
that any improvement we find is genuine.

Table 14 compares the baselines to the method extended with ESA

aggregated across all the datasets. Extending the word embeddings
with ESA improves the results with both the RNN and LSTM based
architectures and with all the measures.



8.4 discussion 97

Measure
RNN LSTM

Baseline With ESA Baseline With ESA

Recall @ 1 22.3% 23.0% 30.9% 31.4%

Recall @ 2 37.0% 37.7% 46.4% 47.3%

Recall @ 5 67.9% 68.5% 73.9% 75.4%

Table 14. Results aggregated across all datasets. Extending the word embed-
dings with ESA improves the results with both the RNN and LSTM

based architectures and with all the measures.

To get a more detailed picture, Table 15 shows the results for each
individual dataset. The first thing that meets the eye is that extending
the word embeddings with ESA improves the LSTM based architecture
for all datasets in all cases except for the UDC. This is probably be-
cause the number of dialogues in the new datasets are much less, so
the learning architecture can make more use of the additional infor-
mation ESA provides. The results for the RNN based architecture are
more erratic: although ESA helps on average (as we have seen in Ta-
ble 14), it helps with all measures on half of the datasets including
the UDC, and it depends on the measure on the other half. This may
be because the RNN architecture is the less principled approach with
worse results.

If we recompute the results for LSTM without the UDC, we get larger
improvements (Table 16). This is exciting because this is the most im-
portant use case: the LSTM architecture is the one to use in a practical
scenario as it gives better results that RNN, and in practice, the five
newly collected corpora are more representative of the size of the
corpus we have than the UDC.

8.4 discussion

The results show that augmenting word embeddings with ESA is ef-
fective for next utterance classification. The most gains of 1− 2% are
achieved in the most important use case: in the case of small corpora
with the LSTM based architecture, the one to use in a practical sce-
nario.

The method can be also specialized: it can use domain specific back-
ground information instead of ESA based on Wikipedia. For example,
ESA could be made from domain specific corpora if available. This
only requires a corpus of documents in a given domain, which is
relatively easy to obtain (e.g., compared to an annotated dataset).

The high dimensional sparse ESA interpretation vectors were re-
duced to 300 dimensional dense vectors using SVD. Other, more ad-
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Dataset Measure
RNN LSTM

Baseline With ESA Baseline With ESA

Koha

Recall @ 1 16.0% 17.9% 24.5% 25.1%

Recall @ 2 28.7% 31.0% 40.1% 40.1%

Recall @ 5 60.8% 62.3% 68.7% 70.8%

Lisp

Recall @ 1 22.0% 24.5% 30.8% 32.5%

Recall @ 2 37.2% 40.6% 47.3% 50.0%

Recall @ 5 70.4% 72.3% 77.0% 79.2%

Mediawiki

Recall @ 1 23.7% 23.7% 31.5% 32.5%

Recall @ 2 40.1% 38.5% 48.0% 48.7%

Recall @ 5 71.0% 70.8% 76.4% 77.9%

Perl 6

Recall @ 1 18.6% 18.6% 22.9% 23.5%

Recall @ 2 32.2% 31.8% 37.6% 38.7%

Recall @ 5 63.4% 63.9% 68.0% 68.3%

ScummVM

Recall @ 1 14.4% 13.5% 19.5% 20.2%

Recall @ 2 26.6% 26.6% 33.4% 34.5%

Recall @ 5 57.2% 56.9% 61.9% 63.8%

UDC

Recall @ 1 39.2% 40.0% 56.0% 54.9%

Recall @ 2 57.2% 57.9% 72.3% 71.5%

Recall @ 5 84.6% 84.8% 91.8% 91.4%

Table 15. Results by dataset. Extending the word embeddings with ESA im-
proves the LSTM based architecture for all datasets in all cases ex-
cept for the UDC. This is probably because the number of dialogues
in the new datasets are much less, so the learning architecture can
make more use of the plus information ESA provides.

vanced and complex dimensionality reducing methods could be ex-
plored in future work.

8.5 summary

Neural word embeddings are a key component of deep learning ap-
proaches to NLP and end-to-end dialogue systems. I demonstrated
that a general, explicit word meaning method like ESA can improve
performance, especially when the dataset is relatively small – a com-
mon case as deep learning requires lots of training examples.

Word embeddings are used very frequently when neural network
(deep learning) approaches are used to solve NLP problems [29, 71,
105]. The presented method of extending the word embeddings with
ESA is general: it does not depend on the concrete task of best next
response selection, so it could be useful for any of these NLP tasks.
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Measure
All corpora Smaller corpora

Baseline With ESA Baseline With ESA

Recall @ 1 30.9% 31.4% 25.8% 26.8%

Recall @ 2 46.4% 47.3% 41.2% 42.4%

Recall @ 5 73.9% 75.4% 70.4% 72.2%

Table 16. Results using LSTM aggregated across all corpora and across the
smaller corpora. The improvements with ESA are larger on the
smaller corpora. This is the most important use case: the LSTM ar-
chitecture is the one to use in a practical scenario as it gives better
results that RNN, and in practice, the five newly collected corpora
are more representative of the size of the corpus we have than the
UDC.

Turian, Ratinov, and Bengio [150] showed for earlier word represen-
tations that combining them can improve performance on traditional
NLP tasks like named entity recognition and chunking by 0.5− 1%.

Combining the word embeddings with ESA interpretation vectors
is a general method from two respects. First, it can be used across
different topics. I have demonstrated this across six dialogue datasets,
five of which are newly collected and produced. Second, it could also
be applied to different NLP tasks where word embeddings are used.





Part IV

C O N C L U S I O N





9
C O N C L U S I O N

Since Turing, open domain dialogue systems remain one of the most
important and elusive goals of AI. I believe that the requirements of
such a system and dialogue in general are good starting points to
establish criteria for general methods for word meaning.

I determined three criteria for word meaning methods that could
be useful for open domain dialogue systems. Such a method should
be robust to cope with errors or unintelligible words in the input, open
so that no word falls outside its domain, and transparent so the user
can interpret the meaning representation. As openness would pose
an AI-complete problem, I relaxed it to flexibility: the ability of the
method to assign meaning to words with novel meaning as a mixture
of existing meanings.

I introduced RFWE, a robust, flexible and transparent method to
explain words with mixtures of small number of Wikipedia concepts.
I applied structured sparsity to cope with the challenges these criteria
imposed on the problem. The method can interpret unknown words
(e.g., a neologism like prof, or a word not recognized by ASR) where
the surface form of the word is unknown, and can explain words
that denote an unknown concept (e.g., a neologism like netiquette) as
mixtures of related known concepts.

In the evaluations the sense inventories were randomly generated
from Wikipedia. A straightforward improvement for applications is
to compile the list of concepts in the dictionary manually according to
the concrete domain of application. We opted for this approach when
we applied RFWE on a web portal about robotic surgery. After this list
is compiled, the dictionary can be produced automatically with the
selected concepts.

The only preparation RFWE needs is compiling the dictionary which
can be done quickly. There could be a separate dictionary for each tar-
get word: the concepts could be selected automatically and systemati-
cally based on its context. This would increase the chance of relevant
concepts to appear. An interesting concrete implementation of this
would be to use ESA to select the concepts for the given context, then
compile the dictionary on the fly from these concepts.

The bottleneck of applying RFWE in large-scale practical applica-
tions such as the web portal is the computational cost of the predic-
tion phase, particularly, group Lasso. A solution to this problem is
estimating the representation quickly. I demonstrated that the active
groups in the RFWE representations can be predicted very quickly us-

103



104 conclusion

ing neural networks: the neural network was at least 1000 times faster
than computing group Lasso with FISTA.

In these experiments, a single layer was enough to estimate the ac-
tive groups. Would the network become a bottleneck, group sparse
codes can also be quickly estimated with multi-layer neural networks
by shifting the focus from the model to the pursuit algorithm [143].
This framework also has the advantage that it is online: it is not re-
stricted to a fixed distribution of input vectors, and does not need
to run the exact algorithms at training. This presents exciting new
opportunities for RFWE.

The problem of determining unintelligible word tokens (e.g., not
understood by ASR in spoken dialogue systems) is similar to the prob-
lem of RFWE. The core difficulty in both is that the word token is
unknown, which leads to a hard classification problem with many
possible classes. I proposed and demonstrated a method based on
this insight to determine unintelligible words in context.

Open domain dialogue systems are still beyond our reach. In the
second part of my dissertation, I applied word meaning to two re-
lated applications. Both applications are data-driven and can be used
across multiple domains.

In the first application, I proposed a method to generate word
puzzles from unstructured and unannotated corpora. The presented
method is capable of generating three types of puzzles: odd one out,
choose the related word, and separate the topics. The difficulty of the
puzzles can be adjusted.

The second application is improving next utterance classification
for end-to-end dialogue systems: choosing the correct next utterance
based on the previous utterances in the dialogue. I opted for a widely
applicable, general approach which needs only minimal modification
of the architecture of the neural network: extending the neural word
embeddings with ESA interpretation vectors. The method works best
when the dataset is relatively small – a common case as deep learning
requires lots of training examples.

Throughout this thesis, I stressed the importance of methods that
are general, practical, and transparent. Methods should be general in
that they are capable of dealing with erroneous or previously unseen
data, like the robust and flexible RFWE. They should also be general
in the sense that they are applicable across a wide variety of domains,
like the methods in the two applications: generating word puzzles
and improving next utterance classification. Data-driven models are
an important component to this type of generality.

Methods should be practical so they can be used in real-world prob-
lems at large scale, in a straightforward way. For example, the two
applications both use easily computable, straightforward algorithmic
components. RFWE is practical as it is straightforward to use and the
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dictionary is easy to compile, but it is relatively slow to compute at
prediction. I introduced neural networks to cope with this problem.

Our motivation for transparency comes from explainable AI, which
was an important consideration when deciding between architectures
and algorithms. Besides improving performance of dialogue systems
by helping human and machine understand each other (Section 2.4),
explainable AI is important from another perspective: the right to ex-
planation. The right to explanation, already made into law in the Eu-
ropean Union, states that a user can ask for an explanation of an
algorithmic decision that was made about them [45].

I believe that the ideal word meaning representation, if it exists,
should be applicable in open domain dialogue. If the principles of ro-
bustness, flexibility, and transparency hold, the representation should
be built according them. In RFWE, these principles are realized by the
principles of structure and parsimony through group sparsity.
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bining word embeddings with explicit word meaning in neu-
ral dialogue systems.” In: Manuscript in preparation (in prepa-
ration).

[121] Balázs Pintér, Gyula Vörös, Zoltán Szabó, and András Lőrincz.
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