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Supervisor: Prof. Vince Grolmusz
Department of Computer Science
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1 Introduction

1.1 Motivation

Figure 1: Screenshot of the Budapest Reference Connectome server

Biological research often results in big datasets which are then intended to be

processed by the power of computers. These “big data” can be of various nature.

We are speaking of data tables containing results of drug trials for thousands of

people, collections of as much as several Gbp (giga-base-pairs) of DNA sequences,

MRI images, protein–protein interaction graphs, 3D structural data of proteins, and

neurological networks describing the micro- or macroscale structural connectivity of

a part or whole of the nervous system of an organism.

A relatively well-known example is the“brain graph”of the nematode Caenorhab-

ditis elegans [151] which has been subject to numerous studies and simulation at-

tempts like the OpenWorm [143] project. Though this graph consists of only a few

hundred neurons and synapses of this simple worm, it is still beyond human com-

prehension at the moment and requires computational methods for us to infer its

properties. We may also compile graphs of the human brain, though here the vertices

do not correspond to neurons but to larger areas called ROIs (regions of interest).
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Without efficient computer algorithms, analysis of these data would certainly be

impossible.

These days one can easily find a lot of bioinformatical data on the internet. These

data are either open access or accessible on request. An unfathomable amount of

resources have been invested in collecting these data, but we believe (and demon-

strate) that not all information has been retrieved from these datasets by those who

have compiled them. In other words, one can make additional exciting discoveries

by using existing datasets made available by other researchers. The databases have

usually been compiled for one specific purpose, to test a given hypothesis (e.g. the

efficacy of a new medication), but we think that meaningful research can be done

just by looking at these datasets from a different perspective, and that is what being

a “bioinformatician” means to me.

1.2 Outline

The first section of this thesis describes our generalization of the k-means clustering

algorithm. The original k-means algorithm only works when the data points are in a

Euclidean space. This is a very important limitation, as more often the data points

are elements of some abstract space, and a non-Euclidean distance metric is defined

on them. We showed that the classical k-means algorithm can be generalized to

non-Euclidean scenarios as well, when we have an arbitrary distance matrix, which

does not even have to describe a metric on the data points. Our algorithm has since

been applied by numerous other researchers [8, 22, 63]. Section 2 is based on our

articles [133,134].

One of my first results was using a drug trial database to infer association rules for

Alzheimer’s disease (AD). This disease is a great burden to advanced societies, where

people tend to live comparably long thanks to today’s advance medicine. While now

we easily live into our 80’s or even 90’s, we cannot really escape the various kinds of

dementia that go along with increased longevity, including Alzheimer’s [24,35]. We

do have some drugs for AD that slow down the disease progress, but in most cases

8



the diagnosis is made too late, with a great proportion of brain neurons already

dead. Thus we wanted to find biomarkers for Alzheimer’s which could predict the

disease well in advance.

We used a database by CAMD (Coalition Against Major Diseases) [121], which

contained subject data for 11 drug trials, with demographical data, blood panel

results, mental health questionnaires and cognitive test scores. Our goal was to find

combinatorial association rules about Alzheimer’s and dementia in general. That is,

we searched for logical implications where the left side is an AND/OR combination

of attribute-value equalities, and the right side is somehow connected to dementia.

For example, the following expression counts as a combinatorial association rule:

sodium = high ∧ (protein = high ∨ age ≥ 60) =⇒ mmse total ≤ 15 (1.2.1)

The program we have developed used exhaustive search to generate expressions

like this and investigate the “truthfulness” of these rules. The results are interesting

by themselves as well, but we also have deployed this newly developed data mining

program on the internet, both in downloadable and installable form and as an open

access webserver. This webserver is named SCARF, which is an acronym for Simple

Combinatorial Association Rule Finder. This allows everyone to do combinatorial

association rule mining without having to install and learn to use an offline utility.

Section 3 describes these results and is based on our article [136].

According to my experience, the more easy to use a bioinformatics software is,

the more popular it tends to become among researchers. This is not surprising, since

a lot of users are biologists with limited programming experience, maybe having a

different mindset than that of programmers, and thus a user interface designed by a

programmer for programmers is not always suitable for them. An excellent example

is the case of webservers. Online applications are often preferable to installable

programs, because sometimes the most difficult part is to download a software,

compile it, set it up and get it working. As easy as it sounds, it can be a tedious
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work, and that is exactly why we developed e.g. the AmphoraNet webserver [91],

which is precisely an online version of the AMPHORA2 pipeline, which is a program

that previously had to be installed by the users on their computer and used offline.

The AmphoraNet interface contains only the most important options so as it does

not confuse the user, who is now free of the burden of system administrator tasks.

I believe that, along with their truly superior performance, this user-friendliness

contributed greatly to the popularity of the well-known bioinformatics tools BLAST

(Basic Local Alignment Search Tool) [9] and MG-RAST [153], among others. That

is why I felt it crucial to deploy SCARF as an online webserver, too.

Sequencing the whole human genome was undoubtedly a milestone in the his-

tory in bioinformatics. The Human Genome Project, launched specifically for this

purpose, ran from 1990 to 2003 and cost 3 billion USD. Nowadays whole genome

sequencing (WGS) costs less than $10,000 per sample, and is already close to the

$1000 mark.

Next generation sequencing methods provide us with a vast amount of data. The

question is, what can we do with all these data? The major challenge seems no longer

reducing the cost of sequencing, nor improving the speed of sequence assembly and

post-processing, but finding new applications to this already highly efficient process.

Whole genome sequencing is used to discover links between mutations in human

genomes and diseases, diagnose heritable conditions, and find previously unknown

but useful genes in bacteria and archaea.

A similar technology brought the scientific field of metagenomics to life [40]. Be-

fore the advent of next generation sequencing, determining the bacterial composition

of an environmental sample was done by culturing the organisms, then counting the

colonies or the individual bacteria under a microscope. Though this process is sim-

ple and has a low material cost, it is slow because it requires human intervention

and cannot be automated easily. But the main problem is that only a fraction of

the organisms will be readily cultured in a laboratory, namely those bacteria and ar-

chaea that thrive on the selected substrate. For example, extremophiles will not be

able to survive in classical laboratory conditions, exactly because they need extreme
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environments to survive. In addition, this method is not suitable for the discovery

of unknown organisms because we do not know how to culture them.

To escape from this vicious cycle, we can use next generation sequencing methods

to obtain unbiased information from environmental samples. The sample is first

handled so that its DNA content (also called the metagenome) is extracted, then

the DNA is fragmented to yield pieces of a few hundred base pairs. Then these

short sequences are processed further using biochemical methods like PCR, and

then placed under a sensor array which detects the order of nucleotides in a given

short sequence. The resulting data consists of millions of these short reads. The

great advantage of this approach is that the short reads are taken randomly from

the remains of the organisms originally living in the sample, and, while the results

are only a small fraction of the original DNA material, enough of them are sampled,

and each DNA fragment is equally likely to be included in the resulting dataset. In

other words, it is a statistically correct metagenome sampling method.

The resulting dataset can then be used to infer the properties of the original

environmental sample. The reads can be assigned to known species or taxonomic

groups of microorganisms, and so the taxonomic composition of the environmental

sample can be estimated from the metagenome [54, 165]. Care should be taken to

account for the genome sizes of different bacteria, because an organism with a larger

genome will have more reads sampled than an organism with a smaller genome.

Besides taxonomic analysis, reads can be aligned to a known database of pro-

tein coding genes, and the functional composition of the metagenome can also be

determined. For example, we may discover that the organisms in a sample have

an unusually large number of methane-related genes, and this may imply that they

were adapted to the high hydrocarbon content the environment, which may mean

that we can discover organisms in this environment suitable for decomposing oil in

polluted areas.

We developed a new method called the metagenomic telescope [138] for deter-

mining the previously unknown function of genes in higher organisms. We first con-

structed a HMM (Hidden Markov Model) [23] on known DNA-repair genes. Then we
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searched for DNA repair genes of microorganisms living in extreme environments,

using this model. We chose metagenomes of an acidic mine drainage, hotwater

springs and a wastewater plant [124] because we assumed that organisms living in

these extreme conditions will have better DNA repair mechanisms. After that, we

collected both the results and the original sequences, and constructed an enriched

HMM from all these data. Then we used this enriched HMM alongside the original

HMM on the genomes of higher organisms (human, dog, chicken, beef, etc.) to

find genes which likely code proteins involved in DNA repair. The enriched HMMs

found more sequences than the original ones. By examining the 3D structure of the

proteins encoded by the newly found genes, we could indeed prove in some cases

that the proteins encoded by the newly characterized genes are not only sequentially

similar to other DNA repair proteins, but they have a similar structure and form

similar multimers. This could mean that they are indeed involved in DNA repair,

or at least they have evolved from those kinds of proteins. This demonstrated the

power of the metagenomical telescope. To sum up, this method means enriching

a database of related sequences with close matches from metagenomes, then using

the new model to find more matches in higher organisms. Section 4 is based on our

article [138].

One does not need to apply more complicated methods like HMMs for metagenome

analysis. Simply counting the number of occurrences of a short nucleotide sequence

can lead to interesting new discoveries. For example, it is already widely known

that the GC-content (the number of G or C nucleotides) of the genome is specific

for bacteria species [25, 79, 130]. But what if we counted sequences longer than a

single nucleotide? Perhaps we could classify genomes or metagenomes based on the

frequency of sequences that are a few nucleotides long. Of course, sequences with

about 1000 nucleotides are definitely specific for genomes or metagenomes, since

a sequence of this length may correspond to a gene encoding a protein consisting

of about 333 amino acids. These are the two extreme cases: we know that one-

nucleotide sequences like G and C are meaningful, and we also know that sequences

of several hundred nucleotides are also meaningful. But even sequences of length
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50 can be genome-specific: several nucleotide markers of this length were already

identified [146]. Nevertheless, the frequency of sequences of length about 10 has not

yet been employed in genome or metagenome classification. However, we recently

demonstrated that the frequency of certain sequences of length 9 in gut metagenomes

may be associated with diabetes. Section 5 is based on our article [135].

My recent results show that the connectomes (i.e. brain graph) of females and

males tend to show different graph theoretical properties [140]. Given a diffusion

MRI image for a subject’s brain, one can construct a graph from it which represents

the connectedness of the various brain areas. First the brain is segmented into

gray matter and white matter, based mainly on fractional anisotropy but also with

anatomical considerations. Fractional anisotropy (FA) is a value between 0 and 1

which describes the main diffusion directions at a voxel: if there is strong diffusion

along an axis but almost no diffusion in other directions, then it is close to 1; and

if there is equal diffusion in all directions, it is 0. Gray matter on average has a

smaller FA than white matter, as white matter is made out of axons where water

diffuses mainly in the direction of the axon. After the brain has been segmented

into gray and white matter, the parcellation algorithm is run to identify the ROIs

(regions of interest), by trying to morph the image onto a reference brain which has

previously been parcellated by hand. The tractography algorithm is run in parallel:

this module is responsible for the tracing of axons. By combining the results of

parcellation and tractography we can construct a graph whose vertices are the ROIs

and whose edges are the nerve tracts connecting these regions [42]. We can use

multiple resolutions (brain atlases) at the parcellation stage, which means that the

resulting brain graph can have less or more vertices. Choosing the right atlas for

a connectome is always a compromise: atlases with fewer ROIs are anatomically

more sensible, while atlases with more ROIs result in a larger graph which may have

more interesting graph-theoretical properties. We used the Connectome Mapper

Toolkit [42], which implements the pipeline described above, to get connectomes

from MRI images. Then we examined the connectomes of women and men, and

compared them to each other.
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Although the connectomes of women and men turned out to be quite similar,

we saw that the female connectome had a significantly larger connectivity: it had

more edges in general, and also the proportion of inter-hemisphere edges was greater

than that in males. By mathematical analysis we also concluded that the female

connectome is a better expander and has more spanning trees. We have to emphasize

that these differences are only about the connection structure of the brain and do

not allow one to jump to conclusions about the working of the brain. Section 6.4

describes these findings in detail, and is based on our article [140].

We have also made available a 3D brain graph model online called the Budapest

Reference Connectome [137], where one can view a consensus connectome, which

means that we averaged the connectomes of several people into one graph, and that

graph can be visualized in an interactive web application. See Section 6.3 for more

information. This section is based on our article [137].

The subject database of the Human Connectome Project [103] also let us make

interesting discoveries about the correlation of brain ROI sizes, psychological test

scores and cognitive scores. This data table contained 527 rows (one for each subject

in the study), and 451 columns (attributes). For each subject, a wide variety of data

were available, including demographic data, results of cognitive and mental health

tests like MMSE (Mini Mental State Exam), NIH toolbox [150] (psychological and

cognitive tests), and NEO-FFI (a five-factor inventory for personality testing). A

more interesting part of this database was the inclusion of the volume of brain

regions obtained by parcellation: those at Human Connectome Project who compiled

this database ran the parcellation utility of the FreeSurfer [56] software package to

identify the ROIs of each brain, then calculated the volume of the subcortical regions,

and the average thickness and area of the cortical regions (whose product equals to

the volume anyway). We augmented this database by including the graph-theoretical

parameters of the connectomes.

Our goal was to discover interesting correlations between the attributes. In

other words, we aimed for selecting a set of attribute pairs with the most important

correlation, which is exactly an undirected graph on the attribute set, whose edges
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correspond to correlated attribute pairs. To achieve this, we calculated a maximum-

weight spanning tree on the attributes, where the weight of each edge was the

absolute correlation between the two attributes. The reason for this was that we

wanted to uncover the hierarchical structure of the attributes, filter the information

contained in the correlation matrix, and avoid cycles in the resulting graph because

if X correlates with Y and Y correlates with Z, then it is “likely” that X will

correlate with Z, too, and then the XZ correlation does not represent much new

information. This maximum-weight spanning tree approach is similar to the one used

by Mantegna et al. [101], who explored connections between stock daily returns.

� Graph parameter � Brain area size � fMRI task score
� NIH Toolbox Cognition Domain � NIH Toolbox Emotion Domain

� NEO Five-Factor Inventory
� Delayed Discounting Score � Gender � Other

Figure 2: The correlation tree

The spanning tree showed some results we already expected, and some that were

new and interesting discoveries to us. On one hand, the emotion scores of the NIH

toolbox formed a subtree just as expected, but the way they became connected in

the tree now allows us to cluster these attributes, and obtain a big picture on how
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these emotions are correlated with each other. For example, stress was a major

hub of this subtree, connected to life satisfaction, self-efficacy, sadness and anger-

hostility; and the tree also shows that friendship is more connected to emotional

support that instrumental support. The subtree corresponding to ROI sizes has two

major hubs. It is probably not surprising that these hubs are the left and right

hemisphere volume, which are dependent on the total brain volume and, in turn,

determine the sizes of the individual ROIs. Section 7 describes these findings in

detail and is based on our paper [142].

I hope that my research has contributed to exploiting the vast amount of big

data for the needs of humanity. We need a better understanding of diseases and

the human body to make people’s lives better. I believe that using the enourmous

amount of freely available data and looking at them from a different perspective can

help us a lot in achieving this goal.
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2 A generalization of the k-means algorithm for

arbitrary distance matrices

2.1 Introduction

The k-means clustering algorithm works for data points in a Euclidean space only.

Therefore, it is applicable only for datasets where there is a correspondence from

the data points to points of a Euclidean space Rn. A possible generalization is

described in this section which would allow arbitrary data points with an arbitrary

distance function. This is achieved by first showing how k-means can be used for

scenarios when only the distances between the data points are known instead of

their exact locations in Rn. We named this algorithm relational k-means [133].

Then relational k-means is generalized for non-Euclidean scenarios, and a simple C]

implementation [134] is mentioned.

The traditional k-means method [99] works with some data points p1, ...pn ∈ Rd.

A desired cluster count N must be given in advance as well. The method then

attempts to arrange the points“well” into at most N clusters. The result is a function

` : {pi}ni=1 → {1, ...N} which labels the points with the index of the corresponding

cluster. We define the value of a clustering with the following measure:

n∑
i=1

||pi − zi||2,

Here Si = {pj : `(pj) = `(pi)} is the cluster pi belongs to, and zi = 1
|Si|

∑
pj∈Si

pj

is the ith centroid (that is, the average of the points in the cluster Si). The lower

the value, the better the clustering. In other words, we would like to minimize the

sum of the squared centroid distances.

In its traditional form, k-means cannot be applied to arbitrary data with an

arbitrary metric (like some sequences with a dissimilarity measure), since the value

of a clustering cannot be determined without taking the average of the data points.
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Abstract data points cannot be averaged like points represented in a Euclidean space.

A possible solution would we to try mapping the data points to some vectors so that

the distances between the resulting vectors are close to the original distances, then

run k-means on the resulting approximate representation. This technique is called

multidimensional scaling [29]. The main drawback of this approach is that the

approximate Euclidean representation may have a substantially different distance

matrix that the original one.

The standard k-means method described above has been successfully generalized

in various ways [37] [46], but none of the generalizations pointed in the direction of

non-Euclidean scenarios. On the other hand, a similar clustering method called

fuzzy c-means has been generalized for non-Euclidean cases [69]. The generalized

method is called Non-Euclidean Relational Fuzzy C-means (NERF c-means). Our

solution which generalizes k-means to non-Euclidean data points can be seen as a

vast simplification of NERF c-means. Our method is described in the next sections

along with a simple implementation.

2.2 Relational k-means

The first step of the generalization is to forget about the vectors representing the

data points, and work only with the pairwise distances. That is, we would like k-

means to work for those cases as well when the Euclidean data points are hidden

from us, but we know their distance matrix. If we get a solution for this problem,

it will be able to help us generalize k-means for arbitrary distance matrices.

So let us suppose that A ∈ Rn×n is the squared distance matrix of some Euclidean

data points {pi}ni=1. That is, Aij = ||pi − pj||2. In order for k-means to work, the

only thing we need is calculating the squared centroid distances. In other words,

we have to calculate ||pi − zi||2 without knowing the vectors, relying only on our

knowledge about the distances.

The pi−zi distance vectors are special linear combinations of the pj data points.

The sum of coefficients in such a linear combination is always zero. We can write

18



pi− zi in a more general way as
∑n

j=1 λjpj for some ~λ ∈ Rn coefficient vector which

is perpendicular to the constant one vector ~1.

The key idea is that we can calculate the squared norm of such linear combina-

tions, knowing only the pairwise square distance matrix A:

||
n∑

i=1

λipi||2 =
n∑

i=1

n∑
j=1

λiλj 〈pi, pj〉 = −1

2

n∑
i=1

n∑
j=1

λiλj||pi − pj||2 = −1

2
λ>Aλ,

Note that the above reformulation works only for these special linear combina-

tions, i.e.
∑n

i=1 λi must be zero.

The above transformation yields us a way to calculate the centroid distances. It

tells us that we only need to compute a quadratic form. Even though calculating

a quadratic form is a computationally intensive operation, now we have a method

which allows running any k-means heuristic, knowing only the squared distance

matrix A. Of course, the above centroid distance calculation method can be applied

to other clustering schemes as well, like fuzzy ones.

2.3 Non-Euclidean matrices

Let ei now denote the ith standard basis vector (that is, the vector whose coordinates

are all zero except for the ith one, which is 1). For an index set S ⊂ {1, ...n} let

χ(S) denote its characteristic vector, i.e. χ(S) =
∑

i∈S ei. Now, for a cluster S, let

zS := 1
|S|

∑
j∈S pj denote the centroid corresponding to S.

Note that, if λ = 1
|S|χ(S) − ei, then the squared centroid distance d2(pi, zS) :=

−1
2
λ>Aλ is also defined for those cases when A is not a Euclidean squared distance

matrix. So relational k-means can be applied for non-Euclidean cases as well, since

it only uses the squared distance matrix, which can then be substituted for by

an arbitrary matrix in the formulas. This way we defined the weighted average of

abstract data points in a way. Namely, we have given a possible definition of distance

between two such objects.
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With the above generalization, any k-means algorithm can be adapted to abstract

data points with a distance function. However, this remains a theoretical result if

some distance matrix A does not behave well. That is, if −1
2
λ>Aλ is negative

for some weight vector λ perpendicular to ~1, then the squared centroid distance

corresponding to λ will be negative. This shows that completely arbitrary distance

functions behave in a different way than Euclidean ones.

A possible solution for eliminating negative distances is altering A so that A1

becomes negative definite, where we get A1 by restricting the quadratic form A to

the vectors perpendicular to ~1. This must be done in a way that the original matrix

is modified as little as possible. This kind of matrix correction is not compulsory

as the algorithm works for any matrix, but it may be advisable when clustering

real-world data.

In [69] a method called β-spread transformation was proposed. This involves

increasing all the pairwise distances by the same amount (that is, adding β(J − I)

to the matrix, where J is the matrix full of ones, and I is the identity matrix) until

we have a matrix which does not yield negative squared centroid distances. It is

trivial that such a β exists. This approach has been utilized for fuzzy c-means and

was reported to work well in real-world scenarios.

2.4 The algorithm

The most well-known k-means heuristic works as follows. We start from an initial

clustering (e.g. a random one), then calculate the squared distance of each data

point from each centroid, then assign each data point to the cluster whose centroid

was the closest to that point. This classical algorithm can be easily rewritten for

a distance matrix instead of Euclidean data points, since now we can define the

distances from the abstract centroids even if all we have is the squared distance

matrix.

It can be proven easily that the value of the current clustering decreases by

each iteration in the Euclidean case. However, this is not the case in general. Our
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experiments show that performing a reassignment iteration can in fact increase the

value, thus making the clustering worse than the previous one. So the generalized

algorithm should stop in those cases when the value of the clustering did not decrease

by the last iteration, and then the last performed iteration should be undone.

Like the classical k-means heuristic, this algorithm is finite as well. The number

of possible clusterings is finite, and we decrease the value in each step (except for

the last one). The question is, how fast we can perform a single iteration. The näıve

implementation of the iteration step takes O(Nn3) time, since we have to calculate

Nn quadratic forms (each data point must be matched with each cluster).

Observe that the quadratic forms we need to calculate in fact involve smaller

matrices—matching a data point with the cluster Si can be done by calculating a

|Si| + 1-dimensional quadratic form. This means that the runtime of a step can be

easily reduced to O(n3). However, this is still too much. We will show that actually

O(n2) time is enough for an iteration. Let us assume that the diagonal of A is

zero—this is true for all sensible distance matrices.

Let qij denote the squared distance between pi and the abstract centroid of Sj.

Let us rewrite qij in another form:

qij = −1

2

 1

|Sj|
∑
k∈Sj

ek − ei

>A
 1

|Sj|
∑
k∈Sj

ek − ei

 = − 1

2|Sj|2
∑
a,b∈Sj

Aab+
1

|Sj|
∑
k∈Sj

Aik.

The above reformulation is the sum of two quantities. One of them depends only

on j, while the other summand is a function of both i and j. We can calculate the

first part in |Sj|2 time for the cluster of pj, then cache it. Thus calculating the first

part for all clusters can be done in a total number of O(n2) steps. The second part

can be calculated in |Sj| time for a pair (i, j), so if we fix i, it can be calculated in n

time for all clusters, which means that the total calculation time for all data points

and clusters is O(n2). Together we have that O(n2) time is enough to perform an

iteration step. This is not much worse than the O(nN) time required by the classical
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algorithm, but we have to acknowledge that our generalization still has a cost.

2.5 Implementation

To produce a reasonably good clustering, we need to perform multiple attempts. An

attempt is a full run of the algorithm from some starting configuration. Since we get

different results when starting from different initial clusterings, we have a chance to

improve our sofar best solution by running the whole algorithm several times.

We propose the following optimization scheme: fix an integer K > 0, then run

the algorithm repeatedly, starting from different configurations each time, until there

is a streak of K runs without finding a better clustering. It can be easily shown

that, for some real number 0 < pK < 1 there is at least pK chance that, if we would

choose a random clustering, it would be worse than the one the algorithm yielded.

In particular, pK rapidly tends to 1 if K tends to infinity.

If we have P processors, we can perform P individual attempts in parallel, since

they do not depend on the results of each other. This means that, in practice,

the algorithm can be fully parallelized. Since modern computers tend to have an

increasing number of processors with limited performance, the algorithm scales well

with the current trends of technological advance.

We implemented the above parallelized algorithm in C]. We tested the imple-

mentation on a set of more than 1000 proteins with some dissimilarity measure.

Setting K to 20 and N (the number of clusters) to 10, the program finished in under

a minute in most of the cases. This shows that even this quite simple implementa-

tion of the relational k-means algorithm is fast enough for real world use. A C++

implementation could be about twice as fast according to our estimates.
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3 Association Rule Mining and Alzheimer’s Dis-

ease

3.1 Introduction

The concept of combinatorial biomarkers was conceived around 2010: it was noticed

that simple biomarkers are often inadequate for recognizing and characterizing com-

plex diseases. In this section we present an algorithmic search method for complex

biomarkers which may predict or indicate Alzheimer’s disease (AD) and other kinds

of dementia.

We applied data mining techniques that are capable to uncover implication-like

logical schemes with detailed quality scoring. Our program SCARF is capable of

finding multi-factor relevant association rules automatically. The new SCARF pro-

gram was applied for the Tucson, Arizona based Critical Path Institute’s CAMD

database, containing laboratory and cognitive test data for more than 6000 patients

from the placebo arm of clinical trials of large pharmaceutical companies, and conse-

quently, the data is much more reliable than numerous other databases for dementia.

The results suggest connections between liver enzyme-, B12 vitamin -, sodium- and

cholesterol levels and dementia, and also some hematologic parameter-levels and

dementia.

Dementia is presently a major problem of high-income countries and also an

increasing concern of low-income nations worldwide. Though sporadic before the

age of 60, its occurrence is doubled by every five years of age thereafter [24, 35].

About 40 percent of the population over 90 are affected, and up to 20 percent of

those between 75 and 84 suffer from this condition [113, 158]. The most common

cause of dementia is Alzheimer’s disease (AD). The earliest symptoms of AD include

memory problems; disorientation in time and space; and difficulty with calculation,

language, concentration and judgment. As the disease evolves, patients may develop

severe behavioral abnormalities and may even become psychotic. In the final stages
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of the disease the sufferers are incapable of self-care and become bed-bound, for

years or even decades, up until their death.

The diagnosis of AD in the great majority of the cases is done by clinical criteria,

using standardized questionnaires [105]. Generally accepted evidences show that

neuropathological damage begins more than 20 years before those clinical signs [86],

and by the time it is diagnosed, a large part of the neurons are already irreversibly

lost.

In the latest years, a quite reliable diagnostic method emerged by the combi-

nation of cerebrospinal fluid analysis, clinical signs and neuroimaging techniques

[48]. The method, however, is prohibitively expensive, is not an early warning-type

biomarker, and thus does not seem to be applicable for wide-scale screening of the

senior population.

Very recently, using the combination of usual clinical laboratory data, cognitive

impairment questionnaires and blood-based proteomics assays was reported to re-

liably diagnose AD, without neuroimaging or cerebrospinal fluid assays [108, 109].

However, early warning biomarkers are still need to be found.

Our final objective is finding new combinatorial biomarkers for Alzheimer’s dis-

ease. In this section we describe our results that may be used to reach this final

goal; but presently we are able to show only that certain sets of laboratory data

may make dementia (and not AD) more probable, and certain other sets may make

dementia less probable.

There are several large databases on Alzheimer’s disease available for researchers.

The quality of their data obviously depends on the methodology of the research that

produced the database in question. We believe that the most well-organized, strictly

overseen and rigorously documented experiments are those conducted on behalf of

large pharmaceutical companies in hospitals and clinics in phase 1, 2 and 3 drug tri-

als. We base this assumption on the fact that the laws governing the introduction of

new pharmaceuticals require a costly, lengthy, thorough and well-documented test-

ing process. Unfortunately, the detailed results of those trials are seldom published
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(especially those corresponding to unsuccessful drug trials), presumably since they

may constitute valuable industrial secrets of the companies that ordered the trials.

In their Alzheimer’s disease database the Tucson, Arizona based Critical Path

Institute made available the results of the placebo arm of numerous multi-million dol-

lar clinical trials conducted on behalf of large pharmacological companies [119–121].

The data of the placebo line of the trials does not contain proprietary information

concerning the effects of the novel drugs under trial, but it does contain reliable,

well-organized laboratory and cognitive test-data, presumably in much higher qual-

ity than other, larger, but perhaps less strictly conducted and controlled studies for

AD.

Data used in our study have been obtained from the Coalition Against Major

Diseases (CAMD) database [121]. In 2008, Critical Path Institute, in collaboration

with the Engelberg Center for Health Care Reform at the Brookings Institution,

formed the Coalition Against Major Diseases (CAMD). The Coalition brings to-

gether patient groups, biopharmaceutical companies, and scientists from academia,

the US Food and Drug Administration (FDA), the European Medicines Agency

(EMA), the National Institute of Neurological Disorders and Stroke (NINDS), and

the National Institute on Aging (NIA). Coalition Against Major Diseases (CAMD)

includes over 200 scientists from member and non-member organizations. The data

available in the CAMD database have been volunteered by both CAMD member

companies and non-member organizations.

In contrast with more traditional statistical methods, we applied data mining

techniques for data analysis and combinatorial biomarker search. Data mining, as

defined in [68], is the analysis of large observational sets of data for finding new, still

unsuspected relations with novel, usually high-throughput methods. Frequently,

data mining uses large data sets originally collected for uses other than the data

mining analysis [68].

Simple biomarkers (e.g., the high level of glucose in diabetes) show a physiological

condition, related to the appearance or the status of a disease. The concept of

combinatorial biomarkers appeared around 2010. Numerous authors use the term in
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the following sense: If—say—the high concentration of all the molecules A, B and C

characterizes a certain condition X well (and the high concentration of any subset

of the set {A,B,C} would not), then they say that {A,B,C} is a combinatorial

biomarker of the condition X [163]. In [109], by applying proteomics assays, a

30-protein set was identified as a combinatorial biomarker of AD.

We intend to discover more involved combinatorial biomarkers that may contain

clinical laboratory data and psychiatric test data, and we count not only on positive

findings (i.e., high concentration or appearance of a certain value), but also the lack

thereof (i.e., normal or low concentration). We start with frequent itemset analysis,

then apply association rule mining [68]. We apply a new methodology that discovers

complex combinatorial biomarkers only if these complex biomarkers have stronger

implications than the simpler biomarkers.

Therefore, our program SCARF will not produce artificially complex biomarkers:

the more complex the new biomarker, the more valid the new implication.

3.2 Association Rule Mining

Our research group was among the first applying association rule mining in molecular

biology [85]. Recently, association rule mining has been gaining applications in drug

discovery [58], in the design of clinical trials [51], and most recently, also in image

analysis in Alzheimer’s research [36].

Association rule mining is a field of data mining [68] developed by marketing

experts for discovering implication-like rules in uncovering customer behavior [6],

without a priori assumptions on this behaviour. We intended to apply this method

for laboratory and cognitive test data from the CAMD database [121].

We analyzed how the presence/absence/severity of cognitive impairment could

be detected from combinations of known biomarkers, demographic information and

measurements of vital signs. As an example, consider this expression:
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sodium = high & (protein = high or age ≥ 60)→ mmse total ≤ 15 (3.2.1)

Here & stands for logical AND. This rule states that if blood sodium is high,

AND urine protein is high OR age is at least 60, then the total MMSE (Mini Mental

State Examination) score will be at most 15 out of 30. Let us call the left-hand

side of the expression (abbreviated by LHS) a combinatorial marker of the right-

hand side (abbreviated by RHS). Thus the statement above can be reformulated as

follows: high serum sodium combined with either high urine protein or age of at

least 60 is a marker of a total MMSE score less than or equal to 15.

An expression consists of elementary clauses combined by logical operators.

These elementary clauses may include equalities and inequalities. By substituting all

elementary clauses with some wildcard, we can obtain the pattern of an expression.

For example, the expression above has the following pattern:

� & (� or �)→ � (3.2.2)

During our analysis we started with a given pattern like the one above. Then

we considered all the possible logical expressions fitting this pattern, and assigned

numerical values to them that indicated the reliability and validity of the logical

rules. Then we filtered and sorted the vast amount of possible rules according to

these numerical criteria, and selected the best ones. We changed a simpler rule to a

more complex rule only if the more complex rule had higher reliability/validity than

the simpler rule (see the next section for the exact definitions).

3.3 The CAMD database

Our data source, which will be referred to as CAMD from now on [121], was provided

by the Coalition Against Major Diseases, and consisted of the placebo arm of sev-

eral drug trials. Over 6000 subjects participated in these trials including demented
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and not demented people of various age and sex (see Table 6) for basic statistics).

Standard laboratory data that have been collected for the subjects included about

300 different values in blood or urine altogether. These values were generally mea-

sured multiple times per subject (on different visit days), though each person was

tested for only about 30 different values. The cognitive and psychological status of

the subjects was measured at different times by standardized questionnaires ADAS-

COG, ADCS-ADL, MMSE, NPI and SIB. In addition, some genetic tests have been

performed, e.g., ApoE and MTHFR genotypes were recorded. Vital sign measure-

ments (BP, pulse rate, respiratory rate and body temperature) have also been taken.

Results concerning this dataset will be described in greater detail below.

We transformed this large dataset into a conveniently processable form. The

CAMD database contained several rows describing one person and these were scat-

tered between multiple data tables. So we collected the essential data from CAMD

into one single table: this simplified table contained only one row for each subject.

If a subject was tested on different visit days, then we took the average of these

test results. The resulting main table for CAMD consisted of around 170 columns

(record fields) and 6000 rows (entries).

3.4 Description of the algorithm

Our main method of processing the resulting table was association rule mining.

First, we took a given pattern like � & (� or �) → �. Notice that the LHS

(Left Hand Side) is in conjunctive normal form here (multiple OR clauses ANDed

together). This pattern can be encoded as “1 2”, as the first OR clause has one

sub-clause and the second one has two. This pattern matches all statements of the

following kind: “if property A is present and property B or property C is present,

then property D is present”.

Since we are interested in implication-like association rules that indicate factors

implying normal or demented mental state, we made restrictions on which data

columns can occur on the LHS (Left Hand Side) and the RHS (Right Hand Side).
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Laboratory data and sex were allowed on the LHS, and columns directly indicating

mental status on the RHS. Then we gave numerical constraints on the “goodness”

of a rule—thus introducing an ordering on the rules. Finally we tried to fill in all

the void boxes in all possible ways to find the best rules.

If done without any optimization, this process would have yielded a vast amount

of different rules that would have needed to be evaluated “by hand”. Even just

enumerating all the possible matches to this pattern would have required enormous

computational resources. Consequently, we needed to make the computation fea-

sible: we used a branch-and-bound approach similar to the Apriori Algorithm [68]:

if certain values for the first two boxes made a rule fail our constraints—regardless

of what would be written in the third box—, then we threw out the rule and did

not bother checking all the possible values for the third box. (A good analogue

would be cutting a tree in a clever way: one does not bother removing all the little

twigs one by one, but rather cuts the trunk.) This technique saved us considerable

computational time.

The association rule mining was done with our own program written in the

C++ programming language, named SCARF (Simple Combinatorial Association

Rule Finder). We calculated various standard numerical values for all association

rules, which would indicate their validity. First, we defined the universe of a rule:

this is the set of the database rows where all columns present in the rule have a

known value. As we mentioned before, not all subjects were tested for everything,

so our database contained a large amount of N/A entries. For testing the validity of

a rule, only those rows could be taken into account, where there is no N/A written

to any of the columns participating in the rule.

For evaluating the validity of a rule, we continued to work with only its universe

and temporarily discarded all other rows in the database. Next, we calculated the

LHS support, RHS support and support of a rule. The LHS support is the number of

the rows where the LHS is true, the RHS support is the number of the rows where

the RHS is true, and the support is the number of the rows where both the LHS and

the RHS are true.
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Then, we calculated the confidence, lift, leverage and χ2-statistic for a rule. The

confidence is defined as the conditional probability of the RHS, assuming that the

LHS is true. If one has high serum sodium combined with high urine protein or age

at least 60 in our example, then confidence describes the chance of having a low

MMSE score. The lift shows how many times the presence of the LHS increases

the probability of RHS. Generally it indicates how big a risk factor the LHS is—

though it is not certain that the LHS causes the RHS, as they both may be only

consequences of some background phenomenon [68].

The leverage is the difference between the observed probability of both the LHS

and RHS being true, and the estimated probability we get by assuming that the

LHS and RHS are independent events. It indicates the level of dependency between

the LHS and the RHS in a way. Finally, the χ2-statistic is a well-known measure

of the estimated dependence of the indicator variables of the LHS and RHS. The

p-value output by SCARF comes from this χ2 test.

The E-value (also calculated by SCARF) equals to the p-value multiplied by the

total number of possible rules, i.e. corrected for multiple comparisons. If we examine

many rules, there is a high probability that the p-value will be small enough, while

the E-value is insensitive for this kind of artifact.

The following table formalizes some of the above definitions. Here P denotes the

probability measure:

Confidence = P(RHS|LHS)

Lift =
P(RHS|LHS)

P(RHS)

Leverage = P(RHS ∧ LHS)− P(RHS)P(LHS)

For the CAMD database the acceptable values were set as follows: universe ≥
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500, support ≥ 50, confidence ≥ 0.5, lift ≥ 1.2, p− value ≤ 0.05. In particular, we

recorded rules on data that were measured on at least 500 subjects. We defined the

goodness of a rule to be equal to its lift.

Therefore we listed association rules of lift at least 1.2, i.e., only those rules were

listed where the LHS increased the probability of RHS with at least 20%.

One of the most significant novelties in our approach was pruning (simplifying)

those rules which were too complicated. The SCARF program threw out elementary

clauses from the LHS as long as the overall goodness (i.e. the lift) of the rule did

not decrease by more than 2%. Then it deleted the whole rule if its numerical values

dropped below our constraints during the simplification process. In other words, we

sacrificed some of the lift for simplicity, to avoid overfitting.

Having listed the best rules, we also tried to determine whether the elementary

clauses (like lb ast = h, lb folate = l, etc.) have positive or negative effect on

mental state. Therefore we counted their appearances on LHS, and classified these

occurrences by the nature of the RHS: does it indicate normal cognition or rather

dementia? We counted how many times an elementary clause occurred on the LHS

of a rule when the RHS indicated a positive mental state, and how many times

it occurred in rules where the RHS showed a negative state. Thus, in addition

to mining rules whose LHS could probably serve as good combinatorial risk factor

of dementia, we estimated the contribution of the individual clauses, for example

“protein=high” to the onset of cognitive impairment.

For an elementary clause, Positive score was the number of rules with positive

RHS, and Negative score was the number of rules with negative RHS. Then we com-

pared Positive score with Negative score : by subtracting the negative score from the

positive score we got a value called simply the score of the clause. Those elementary

clauses whose score was positive were called positive clauses, and similarly, those

where the score was negative were called negative clauses.

To summarize our method: we searched for combinatorial biomarkers using a

branch-and-bound algorithm for association rule mining; then made statistical anal-
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ysis regarding elementary clauses.

3.5 Results

The program output 725 rules from the CAMD database. Selected rules, ordered

by lift (i.e. “goodness”) decreasing are listed in Table 8. The whole set of rules is

presented as Table S1 of the online supporting material.

On the LHS, clauses concerning biomarkers end in “=l”, “=h”, “=n”, or combi-

nations of these. Here l means low, h means high and n means normal. If there

are multiple letters (such as nh), then the corresponding equality states that the

value is either high or normal. In other words, single letters correspond to a value

category, while multiple letters mean the union of these categories.

For example, the second rule in Table 8 was that of the second best lift. It can be

interpreted in the following way: It is likely that if serum sodium level is elevated,

and serum glucose level is either too low or normal, then the total MMSE score will

be less than 15. Note that it is true for all rules of ours that there is not necessarily

a causal relation between the LHS and RHS, as both the LHS and RHS can be

consequences of an unknown process in the background.

The third rule states that “if serum sodium level is elevated, and calcium level

is either low or normal, then MMSE orientation subscore will be at most 2”. The

seventh rule in Table 8 states that “if serum sodium level is elevated, and body

temperature is too low, then total MMSE score will be less than 15”.

From these selected rules we can conclude that elevated sodium combined with

various other factors (not too high glucose, not too high calcium, low temperature)

might be a good indicator (or even the cause) of mental decline.

Elementary clauses with the greatest positive effect on normal cognition are listed

in Table 12.

Elementary clauses with the greatest negative effect on normal cognition are

listed Table 14.
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3.6 Discussion

Among the 725 rules identified, 513 had lift values exceeding 2.00. Most of the rules

exceeding even the 3.00 lift value had one thing in common: the LHS contained the

premise lb sodium = h.

3.6.1 Serum sodium

A great number of rules (224) have high sodium on the left hand side, all of which

have impaired cognition on the right hand side. Net water loss is responsible for

the majority of cases of hypernatremia [4]. A recent publication, examining the

causes and comorbidities in patients older than 65 years, has found that the most

common cause of community-acquired hypernatremia is dehydration due to reduced

oral intake [147]. More interestingly, they found that the most common comorbidity

in this patient group was AD, present in 31.4% of patients with hypernatremia [147].

Hydration status has a significant impact on the volume of grey and white matter

in the brain and on the quantity of cerebrospinal fluid as a hallmark of ventricular

enlargement [129]. The pattern of shrinkage in white matter volume and increase

of the ventricular system due to dehydration is consistent with the structural brain

changes observed during the progression of AD [129]. In another study, patients with

AD underwent bioelectrical impedance vector analysis to assess the body cell mass

and hydration status related to AD [33]. Results demonstrated a tendency towards

dehydration in patients with AD [33]. Although the association of dehydration

and AD is supported by these publications, the specific pathogenic nature of this

association remains obscure [33,129,147].

3.6.2 Liver function

The rules found suggest that having high serum levels of AST (aspartate aminotrans-

ferase), as well as having low or high serum levels of ALT (alanine aminotransferase)

may predispose to an impaired cognition characterized by low mini mental state ex-

amination (MMSE) scores. It should be noted that low ALT was much more rare

33



in the CAMD database than high ALT, so the negative effect should be attributed

mainly to high ALT. However, serum ALP (alkaline phosphatase) levels seem to

have a controversial effect on mental status.

AST, ALT and ALP levels derive from the liver. Elevated ALP might indicate

bile duct obstruction. AST or ALT may elevate in a number of cases of liver injury

or damage, spreading from acute or chronic viral infections to alcohol induced or

non-alcoholic steatohepatitis. It is interesting to note that elevated serum levels of

AST (more than those of ALT) have been associated with impaired mental status.

Although mild elevations in serum levels of AST and ALT are nonspecific to the

etiology of liver injury, certain alteration patterns in these parameters may reflect

the nature of the hepatic disease. For instance, the value of the AST/ALT ratio—

also known as the De Ritis ratio—is approximately 0.8 in normal subjects, a ratio

exceeding 2.00 being suggestive to alcoholic hepatitis.

Therefore we scanned the subjects with high AST values for higher than 2

AST/ALT ratio: we have only found 10 subjects satisfying both conditions. In

addition, only 2 rules had AST/ALT on the left-hand side. Consequently, we may

assume that high serum AST in the study subjects is not typically accompanied

with high De Ritis ratio (i.e. probable alcoholic hepatitis).

The association of impaired liver function with mental decline can be illuminated

in two perspectives. On one hand, impaired liver function might be insufficient to

prevent the brain from the effects of certain neurotoxins, e.g. ammonia. This hap-

pens in the case of hepatic encephalopathy (HE), when severe liver damage resulting

in acute liver insufficiency cannot detoxificate ammonia and other neurotoxins. On

the other hand, the association of elevated AST/ALT ratio with impaired mental

status proposes that another obscure element (e.g. chronic alcohol consumption)

might be the factor responsible for both cognitive and metabolic damages.

Our results raise the possibility of a pathogenetic linkage between liver function

and mental status in patients with AD. Such linkage has also been proposed by

other studies [15,131]. One study concludes that peripheral reduction of β-amyloid

is sufficient to reduce brain β-amyloid and proposes that β-amyloids, which are of
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major pathogenic importance in AD may originate from the liver [131]. Another

research found that deficient liver production of docosahexaenoic acid (a neuropro-

tective fatty acid) correlates with impaired cognitive status in AD patients [15].

To rule out the possibility when the elevated AST level is due to some medications

taken, we compiled a detailed Table S3 (in the supporting on-line material) contain-

ing the number of subjects taking certain drugs, and the number of drug-takers with

high AST. The data shows that, for example, 1929 subjects took Donepezil, while

among the Donepezil-takers, only 415 have had high AST levels.

3.6.3 Vitamin B12

Our results were able to present the beneficial impact of high levels of vitamin

B12, also known as cobalamin, on cognition. Along with folate, vitamin B12 has

an important role in the maintenance of genome integrity [52]. Although previous

publications found association of low serum levels of vitamin B12 and AD [100,102],

a recent systemic review on vitamin B12 status and cognitive impairment fails to

declare a clear association between vitamin B12 status and dementia [110]. However,

this review also found that studies using newer and more specific biomarkers of

vitamin B12 status such as methylmalonic acid and holotranscobalamin were able

to draw an association between mental decline and poor vitamin B12 status [110].

Although clinically vitamin B12 deficiency may result in macrocytic anaemia,

in the case of AD patients the occurrence of macrocytic anaemia is rare and the

neurological and hematological features are unrelated [102].

3.6.4 Blood cholesterol

The positive or negative effects of high cholesterol values to Alzheimer’s disease and

cognition is a controversial issue. Some studies (e.g., [72, 152, 167]) show negative

effects of high cholesterol value for cognition, while other studies ( [104, 116, 117])

prove the positive effects for cognition.
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Our data supports both conclusions in a sense. That is, low, low-normal and

high cholesterol levels are all associated with impaired mental status, but with a

different extent (scores -21, -13 and -42, respectively). See Table 9 for a selection of

cholesterol-related rules from the larger Table S1 in the on-line supporting material.

It is worth to note that, by Table 9, elevated, low or low-normal cholesterol levels

do not necessarily mean a higher likelihood of impaired cognition by themselves, but

only combined with high sodium.

A most recent study [112] shows that the neuronal expression of amyloid precur-

sor protein APP controls the cholesterol 24-hydroxylase mRNA levels and decreases

cholesterol turnover; therefore in certain setups, the presence of amyloid precursor

proteins imply lowered cholesterol levels.

3.6.5 Hematological parameters

Additional interesting rules were detected regarding hematological parameters. In

particular, independently from each other, high values of mean corpuscular hemoglobin

(MCH), low values of mean corpuscular hemoglobin concentration (MCHC), and low

values of mean corpuscular volume (MCV) were also associated with high MMSE

scores. Although high values of MCH and low values of MCHC are present in the

case of macrocyctic anaemia (with the addition of high levels of mean corpuscular

volume, low levels of hemoglobin and hematocrit), such solely associations should

not be discussed, as they may be coincidental.

Among the rules with lift values exceeding 2.00, other parameters of hemato-

logical status (such as level of hemoglobin, red blood cell number, white blood cell

number) were also present. Monocyte and eosinophil levels also appear on the left

hand side of many rules with high lift. These premises appear in combinations with

various other (mostly non-hematological) premises.
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3.7 Conclusion

A 6000-patient, high-quality database was analyzed with original methods for biomark-

ers of dementia. We have found some novel and also some already well established

relations connected to good or bad cognition in a 6000 patient database. The al-

ready established findings prove the validity of our data mining approach, and the

new findings, related to MCH, ALP and AST levels prove its power. Some more

controversial biomarkers, including cholesterol level, were also re-discovered, and we

found that the high cholesterol levels seem to be beneficial only with combination

with old age. The algorithm and program we developed may prove useful for others

as well, for analyzing other datasets using combinatorial association rule mining.
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4 The metagenomic telescope

4.1 Introduction

Next generation sequencing technologies made possible the discovery of numerous

new microbe species in diverse environmental samples. Some of the new species

contain genes never encountered before. Some of these genes encode proteins with

novel functions, and some of these genes encode proteins that perform some well-

known function in a novel way.

In this section we describe a tool, named the Metagenomic Telescope, which ap-

plies basic methods of artificial intelligence and seems to be capable of identifying

new protein functions even in well-studied model organisms. As a proof-of-principle

demonstration of the Metagenomic Telescope, we considered DNA repair enzymes.

First we identified proteins in DNA repair in well–known organisms (i.e., proteins

in base excision repair, nucleotide excision repair, mismatch repair and DNA break

repair); next we applied multiple alignments and built hidden Markov profiles for

each protein separately, across well–researched organisms; next, using public depos-

itories of metagenomes, originating from extreme environments, we identified DNA

repair genes in the samples. While the phylogenetic classification of the metage-

nomic samples are not typically available, we hypothesized that some very special

DNA repair strategies need to be applied in bacteria and Archaea living in those

extreme circumstances. It is a difficult task to evaluate the results obtained from

mostly unknown species; therefore we applied again the hidden Markov profiling:

for the identified DNA repair genes in the extreme metagenomes, we prepared new

hidden Markov profiles (for each genes separately, subsequent to a cluster analysis);

and we searched for similarities to those profiles in model organisms. We have found

well known DNA repair proteins, lots of proteins with unknown functions, and also

proteins with known, but different functions in the model organisms.

The vast field of computer science, called artificial intelligence (AI), offers great

methods for distilling relevant information from large sets of data. Metagenomic
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databases have been increasingly used in the recent years to investigate the bac-

terial composition of samples taken from a variety of environments. To analyze

and compare different genomic data, Hidden Markov Models [23] provide a useful

methodology.

A Hidden Markov Model, applied to protein sequences, is basically a random

amino acid sequence generator with multiple internal states, two of which are dis-

tinguished as START and STOP states. The generator starts from the START

state. Until it arrives to the STOP state, it repeats the following two steps:

• it outputs a random amino acid, then

• it moves to a random1 new state.

The role of the multiple internal states is that the probability distribution of the

output amino acid and the distribution of the new state both depend on the cur-

rent state. The model is named “hidden” because the internal states cannot be

unambiguously determined by observing the output sequence.

HMMs are particularly useful because they can be trained by a set of input

sequences to output similar sequences: if we have proteins of related functions,

then we can build a Hidden Markov Model which will generate random amino acid

sequences as output, similar to the ones used in training. It is even a more useful

property of HMMs that if we take any amino acid sequence, denoted by w, our

model can easily tell us the probability of generating exactly that sequence w as an

output.

Consequently, if we have a HMM trained on a certain set of proteins, then the

same HMM can assign higher scores (i.e., probabilities) to proteins, similar to the

training set, and lower scores (i.e., probabilities) to proteins, dissimilar to the train-

ing set. Note that this scoring is usually not homogeneous as in the case of BLAST [9]

and its clones: in HMM models conservative subsequences are differentiated from

those appearing in variable regions.

1Here the word “random” does not imply uniform distribution.
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In the present work, we have applied HMM in a novel way to suggest and possibly

discover still unknown protein functions in several well-studied model organisms.

Starting from sequence alignments for proteins involved in DNA damage repair,

we created Hidden Markov Models and used these models to search for similar

genes in the metagenomic samples from different environments. Combining the

original HMM with the genes found in the metagenomes, we created a second,

more trained HMM that we used to interrogate proteomes of higher order model

organisms. This search (termed as“the Metagenomic telescope”in the present study)

generated numerous novel hits in the higher order organisms, containing proteins

previously not yet described as closely similar to the DNA damage repair proteins.

These results indicate the Metagenomic Telescope may be a powerful method for

the identification of novel proteins in higher order model organisms.

4.2 Methods

First, we took some known E. coli and Archaean occurrences of a specific enzyme

as listed in Table 1. We aligned these similar proteins using Clustal Omega [125].

The aligned sequences were then used to train a HMM with the hmmbuild utility of

the HMMER3 package [50]. We call the resulting model the “original HMM”.

This “original HMM” was used twice: once in the direct projection to the model

organisms, and second time for Projection 1 in the Telescope.

In the original projection, similarity scores are assigned to the protein sequences

of the model organisms: the output of this single projection is the set of the highest

scored proteins found in the proteomes of the model organisms (this step is visualized

on the upper panel of Figure 4).

For the application in the Telescope, we first extracted open reading frames

from the metagenomes with the getorf application of EMBOSS [118], then run the

hmmsearch utility of HMMER3 [50] on the “original HMM” and the database of

amino acid sequences extracted from each metagenome. The result of this search

consist of hits in the metagenome can be referred to as “metagenome matches”.
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Three extreme metagenomes in the present study were accessed through the

CAMERA portal [124]:

Richmond Mine in Iron Mountain: CAMERA accession code: CAM PROJ AcidMine.

The Iron Mountain, California mine was closed in the sixties, and the large pyrite

deposits exposed to atmospheric oxygen and moisture produce one of the most acidic

mine drainage on Earth [16]. The metagenome consists of data gained by sequenc-

ing samples from the thick, pink biofilm in this acidic and hot (42 ◦C) environment,

containing iron-oxidizing bacteria and other species.

Yellowstone Bison hot spring: CAMERA accession code: CAM PROJ BisonMetagenome.

The Bison Pool environment is an alkaline hot spring in the Sentinel Meadow of Yel-

lowstone National Park, in Wyoming. The samples were collected from sites with

water temperature of 92 ◦C through 56 ◦C [47,70,132].

Phosphorus removing (EBPR) sludge community: CAMERA accession code:

CAM PROJ EBPRSludge. The samples are originated from an enhanced biological

phosphorus removal (EBPR) sludge community from Thornside Sewage Treatment

Plant in Brisbane, Queensland, Australia.

The metagenome matches were aligned and clustered using the OPTICS method

[12]. The clusters were then used as inputs of hmmbuild [50], which yielded the

“new HMMs”. In other words, these models have been built on possible unknown

DNA repair enzymes found in the metagenome. We then performed the final step

in the process pipeline, i.e., testing both the original and the new HMM’s for the

proteomes of higher level organisms. As visualized on Figure 4, we compared the

results of the projection on the upper panel and the projections of the lower panel.

These organisms included Arabidopsis thaliana, C. elegans and E. coli as well as

mouse, rat, human, and other model species. The flowchart of the application of the

Metagenomic Telescope is given on Figure 3.

Our goal was to examine whether the possible new DNA repair enzymes found in

the metagenomes could be used for finding new DNA repair enzymes in the model

organisms as well. This included comparison of the results of the searches performed
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with respectively the original and the new models.

4.3 Design of the Metagenomic Telescope

The optical (refractive) telescope applies two projections: the first projection is done

by the objective lens, the second by another lens called “the eyepiece”: through the

eyepiece one can see the enlarged image, generated by the objective.

Our Metagenomic Telescope also consists of two projections, each are performed

by applying HMMs. The key point is making use of metagenomes in projections:

first we project to metagenomes, then we project from metagenomes. The lower

panel of Figure 4 describes these two projections, and compares these to a single

HMM projection on the upper panel of Figure 4.

The starting point is a set of proteins of similar function or structure, taken from

well–annotated organisms. This set is the teaching set of the first HMM in the

Metagenomic Telescope and the single HMM the original projection.

In the original HMM or the original projection (upper panel of Figure 4), we use

the HMM constructed in this step for finding similar protein sequences in model

organisms: this is the only projection we use here. Using that HMM, similarity

scores are assigned to the protein sequences of the model organisms. The output of

this projection is the set of the highest scored proteins found in the proteomes of

the model organisms.

In contrast, in the Metagenomic Telescope (lower panel of Figure 4), we apply

two projections:

Projection 1 in the Telescope: Here we use the same HMM as in the original pro-

jection, but now we search for high-scored protein sequences from the metagenomes

instead of proteins from the model organisms.

Projection 2 in the Telescope: The starting point is the highest scored proteins

from the metagenome. After a suitable clustering, new – second, third, ... – HMMs

are built: the teaching sets consist of these high scored proteins. Next, the proteomes
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of some model organisms are considered, and by the new HMMs, similarity scores

are assigned to the protein sequences of the model organisms. The output of the

second projection is the set of the highest scored proteins found in the proteomes of

the model organisms.

The two concepts: the original HMM projection and the Metagenomic Telescope,

are detailed on Figure 4.

We believe that our telescope would help to view and annotate more clearly

the functions of proteins in model organisms, since the diversity of well-chosen

metagenomes would help to assign new, still unknown functions to a number of

proteins.

Figure 3: The flowchart of the Metagenomic Telescope applied to DNA repair en-
zymes.

4.4 Proof of concept: DNA repair enzymes

As a proof of concept, we apply the Metagenomic Telescope to DNA repair enzymes

as the starting set of proteins, and metagenomes, found in extreme environments

(acid mine leakage, a Yellowstone hot spring and a phosphorus removing sludge com-
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munity), see Table 1. Since organisms living in extreme environments are supposedly

suffer more frequent DNA damage than organisms in ambient conditions, we assume

that their DNA repair mechanisms are more efficient than that of other organisms.

Therefore one can hope to find new, more efficient DNA-repair enzymes in these

extreme metagenomes. Certainly, there is a remarkable scientific interest in finding

novel, more efficient enzymes in exotic species of the metagenomes mentioned. How-

ever, there is a much stronger interest in finding new functions for already known

enzymes and functions for proteins with unknown role in important model organ-

isms, including Homo sapiens. Therefore we perform a second projection from the

DNA-repair enzymes to several model organisms.

4.4.1 HMM projections of single-domain proteins

Among the protein families involved in DNA damage recognition and repair selected

for this present study, the trimeric dUTPase family constitutes a well defined pro-

tein fold which can be also found in the family of prokaryotic dCTP deaminases.

In eukaryotes, however, to our knowledge no other proteins have yet been described

that show this peculiar fold. Also, eukaryotic dUTPases are described as monogenic

in the model eukaryotic organisms studied to date. In accordance with this strong

“stand-alone” character of this protein family, HMM searches found the dUTPase

orthologuos sequences, however, no novel protein could be found among the original

hits. Still, among the telescopic hits, we found one novel hit in the mouse proteome

(UniProt accession number Q3TL09). Although on the sequence level it showed

rather low similarity to the authentic dUTPase sequence (identitity 9%, similarity

23%), still the alignment shows that out of the five characteristic dUTPase motifs,

four can be identified in the sequence of this protein (Figure 5A). The actual func-

tional relevance of this protein to dUTPases needs further experimental studies out

of the scope of the present work. It was also of interest to investigate if the 3D struc-

ture of this protein may be similar to the dUTPase fold. For such investigations,

first we run the SwissModel software [13,93] by nominating the human dUTPase 3D

structure (PDB ID 3EHW) [106,148,149] as the template. Results showed that the
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Figure 4: The original projection (upper panel) compared to the scheme of the
Metagenomic Telescope (lower panel). Projection 1 discovers genes or proteins in
the metagenome that probably have similar function as the well-known starting
proteins in front of the objective lens on the right hand side.

dUTPase fold can be adopted by this protein (Figure 5B), however, the strength of

this conclusion is somewhat weakened by the fact that the template was pre-defined

and could strongly perturb the results.

Hence, we next used the MUSTER software [162] without any pre-defined tem-

plate. This recently described software is based on an integrated use of protein

profiling information and tries to fit a 3D structure from the Protein Data Bank

on the sequence submitted. Results of the MUSTER-modeling showed that three

slightly different 3D models could be created, and very interestingly, all of these
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Figure 5: Identification of a novel dUTPase-like protein in the mouse proteome using
the Metagenomic Telescope. Panel A shows an alignment (created by ClustalW)
between the mouse dUTPase sequence (cyan) and the novel hit associated with the
Uniprot ID Q3TL09 (purple color indicates the part of this latter sequence that could
be modeled in 3D using SwissModel or MUSTER). The conserved dUTPase motifs
are shown in yellow. Panel B illustrates the structural alignment between human
dUTPase (cyan) and the modeled Q3TL09 structure (purple) (at the subunit level).
Panel C shows one of the models for Q3TL09 created by MUSTER software (purple),
in this case the trimeric structure characteristic of dUTPases is shown (monomers
are in shades of blue: cyan, royal blue and grayish blue). Protein structural models
are shown in ribbon diagrams (PyMol).

used a dUTPase structure as the best-fitting model (Figure 5B).

We conclude that for the dUTPase searches, the use of the telescopic HMM

resulted in a promising finding. The newly found mouse protein, although with a

very low level of sequence identity, may adopt the 3D structure of the antiparallel

beta-sheeted jelly roll dUTPase-fold.

HMM models were also created for the numerous DNA-glycosylase families (listed
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in Table 1) that belong to either the alpha/beta superfamily of uracil-DNA glyco-

sylases (UNG, TDG) or to the helix-turn-helix (HTH) superfamily of DNA glycosy-

lases (NTH, NEI, OGG) [87]. These proteins, similarly to dUTPases, are also single

domain proteins, with some N- or C-terminal extensions in several eukaryotic or-

ganisms. In several cases, eukaryotes encode different isoforms of DNA-glycosylases,

dedicated to the different cellular compartments (nuclear vs. cytoplasmic). We

found that while the original hits usually included the orthologues and their iso-

forms, the telescopic hits also included hits from the whole superfamily. For example,

starting with the uracil-DNS glycosylase UNG, original hits showed the orthologous

nuclear and mitochondrial isoforms of UNG, while telescopic hits included the closely

related thymine-DNA glycosylases as well as SMUGs. Similarly, starting from any

of the HTH superfamily DNA glycosylases, original hits were rather restricted to

the different isoforms of the same proteins, while telescopic hits included proteins of

the whole HTH superfamily.

Table 1: Protein families, metagenomes and proteomes used in the present study.
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4.4.2 HMM projections of multiple domain proteins

The Mre11 and Rad50 proteins play important roles in the repair of double-strand-

DNA breaks. These two proteins are essential in both major pathways of double-

stranded DNA break repair, in homologous recombination repair, as well as in non-

homologous end-joining. Both Rad50 and MRE11 are multidomain proteins (c.f.,

Figure 6). Rad50 has an ATPase globular domain and a highly lengthened coiled-

coil domain connected together with a Zn-hook, whereas Mre11 contains a phospho-

diesterase core domain and several DNA-binding recognition loops.

Figure 6: Schematic representation of Mre11 (Panel A) and Rad50 (Panel B) do-
mains. (A) Mre11 has five phosphodiesterase motifs (green), 6 dsDNA recognition
loops (yellow) and hydrophobic surface clusters (gray) (B) Rad50 has a bipartite
ATPase domain: Walker A (red), Walker B (pale red), Q-loop (light blue), ABC-
Signature motif (orange), histidine switch (green H) and a Zinc-hook (purple).

Rad50 and Mre11 usually form a heterotetramer and this assembly is termed as

the MRN complex. The MRN complex is crucial to (i) bridging DNA over short

and long distances, a(ii) DNA binding and processing and (iii) activation of double

strand break response and checkpoint signaling pathways [154]. Both Mre11 and
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Rad50 need metal cofactors: manganese and magnesium, respectively [77]. Both of

them can bind DNA. The dimerization of Rad50, which belongs to the ABC-ATPase

family [78], is ATP dependent [78]. Rad50 has a conserved “signature motif” that is

needed for binding the γ-phosphate of ATP and is characteristic for ABC-ATPases

[78]. The “signature motif” has a key role in Rad50 dimer assembly [78]. The

Walker A motif binds ATP, while the Walker B motif hydrolyses it [77]. The Walker

A motif (also called P loop or phosphate-binding loop) also forms the nucleotide

binding site [77]. The D loop, a part of Walker B, binds one active magnesium ion

and assists in dimerization [78]. The Mre11 binding site is on the coiled-coil region

near the ABC domain [77].

Mre11 has five conserved phosphodiesterase motifs [77]. Conserved hydrophobic

surface clusters are likely involved in macromolecular interaction sites [77]. The six

DNA recognition loops (R1-R6) constitute a continuous DNA interaction surface

[155]. All core DNA recognition loops are conserved in S. pombe, S. cerevisiae and

Xenopus, except recognition loop 3 (R3) [155]. Rad50 and Mre11 homologues in

Escherichia coli are termed as SbcC and SbcD, respectively [43,45].

The results of the application of the Metagenomic Telescope on these protein

families are summarized in Figures 7 and 8 (for Mre11 and Rad50, respectively). In

both figures, one panel (Figure 7A and 8A) shows the actual number of hits found in

the original as well as in the telescopic projections in the model eukaryotic organisms.

This representation provides a rather straightforward measure of the strength of the

telescopic projection over the original ones. In some cases, the number of hits is just

1 (e.g., in the case for the original hits of Mre11 in several model organisms). In these

cases, the hit was actually the bona fide Mre11 homologue in the given organism,

and no additional “similar”proteins can be found. However, in the majority of cases,

the number of hits is more than 1, and in these cases, in addition to the bona fide

homologue that was always within the hits, additional proteins were also identified

by the HMM projections.

The fact that the bona fide homologue is always identified shows that the HMM

projections are reliable. Nevertheless, these are the additional hits that may contain
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novel properties. It is easy to see for both Mre11 and Rad50 that the number of

hits using the telescopic projections are never smaller than for the original projec-

tions, on the contrary, these hits are quite frequently significantly more numerous.

The additional hits, identified only in the telescopic projections are termed “new

telescopic hits” on the respective panels in Figures 7A and 8A.

To analyze the putative biological functions of the original and the new telescopic

hits, in each cases we relied on the genome ontology classification categories and

listed the different genome ontology definitions for each hit. The biological functions

(genome ontology categories) found to be associated with most of the original hits

are rather straightforward to assess. Accordingly, for both the Mre11 and Rad50

families, we find that the functions listed (metal binding, DNA binding, DNA repair,

etc) are already known to be associated with the Mre11 and Rad50 families.

Next, we compared the original and telescopic hits and found that the list of

these properties is significantly enriched in the telescopic hits. Therefore, not only

the number of hits was higher after using the telescopic HMMs, but also these hits

were associated with additional functional properties (Figures 7B and 8B).

In order to evaluate the power of the Metagenomic telescope method, we need to

consider those genome ontology terms that show up only in the new telescopic hits.

For the Mre11 family, such terms are the calcineurin-like phosphoesterase (CPPED1)

family, the metallophosphoesterase family and the acid phosphatase biological func-

tion. While the latter two may be explained on the well-known characteristics of

the Mre11 enzymatic action, the connection to the calcineurin-like phosphoesterase

family seems to be novel. In this case, at least to our knowledge, the potentially

similar characteristics of Mre11 and calcineurin-like phosphoesterases have not yet

been addressed before. In the case of the hits within the Rad50 family, the novel hits

using the telescopic projections are even more evident. Perhaps the most intriguing

result from these projections concerns the numerous occurrence of the “transcription

regulation” and “transcription factor” genome ontology classes, which are evidently

linked. Based on these findings, we suggest that Rad50-like proteins may also be

involved not just in interacting with DNA but also interacting with the transcrip-
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tion process. It is known that e.g., DNA damage and repair occurs with higher

frequency on transcriptionally active genomic segments since these are more accessi-

ble. Our present results may suggest that, in addition to the less physical barrier in

the actively transcribed genomic regions, Rad50-like proteins may also be involved

in interacting with the transcription machinery in a more direct manner.

51



Figure 7: Original and telescopic hits for the Mre11 family. Panel A. Number
of hits identified in the various eukaryotic model organisms after the original and
the telescopic projections. Panel B. Distribution of genome ontology terms within
the different hits. Note that new genome ontology classes can be observed in the
telescopic hits.
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Figure 8: Original and telescopic hits for the Rad50 family. Panel A. Number
of hits identified in the various eukaryotic model organisms after the original and
the telescopic projections. Panel B. Distribution of genome ontology terms within
the different hits. Note that new genome ontology classes can be observed in the
telescopic hits.
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5 Nucleotide 9-mers and diabetes

5.1 Introduction

In the present section we describe nucleotide 9-mers with significantly differing fre-

quencies in diabetic and healthy intestinal flora. To our knowledge, it is the first

time such short DNA fragments have been associated with T2D. The automated,

quantitative analysis of the frequencies of short nucleotide sequences seems to be

more feasible than accurate phylogenetic and functional analysis, and thus it might

be a promising direction of diagnostic research.

Discoveries of new biomarkers for frequently occurring diseases are of special

importance in today’s medicine. While fully developed type II diabetes (T2D) can

be detected easily, the early identification of high risk individuals is an area of interest

in T2D, too. Metagenomic analysis of the human bacterial flora has shown subtle

changes in diabetic patients, but no specific microbes are known to cause or promote

the disease. Moderate changes were also detected in the microbial gene composition

of the metagenomes of diabetic patients, but again, no specific gene was found that

is present in disease-related and missing in healthy metagenome. However, these

fine differences in microbial taxon- and gene composition are difficult to apply as

quantitative biomarkers for diagnosing or predicting type II diabetes.

Metagenomics [40] is rapidly gaining importance in clinical research [10,27,31,34,

98,107,115,164], environmental studies [54,111,165] and biotechnology [53,123,128].

Numerous complex and reliable methods have been published for the phylogenetic

identification of non-cloned short DNA reads from environmental or clinical samples,

for example, the similarity-based methods MEGAN [80–82] and MG-RAST [62,153],

the marker gene based phylogenetic analyzer AMPHORA [160] and its more user

friendly versions, AMPHORA2 [161] and AmphoraNet [91,92].

These methods use multi-phase, complex approaches to retrieve phylogenetic

information from the short read datasets, applying reference database operations in

the process.
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Surprisingly, it was shown that simple frequency counting of nucleotides or short

nucleotide sequences in the metagenomic samples may also imply phylogenetic in-

formation.

It has been widely known for a long time that genomic AT/GC ratio is distributed

in a wide range in bacterial species, and can be characteristic to some of them

[25, 79, 130]. The ratio is shown to be influenced by numerous environmental and

metabolic factors [159] and also carries phylogenetic information.

The article [90] reports differences in di- and tetranucleotide frequencies among

numerous bacterial species, and examines the possible application of these signatures

in molecular phylogeny.

Tetranucleotide sequence frequencies were applied in supervised and unsuper-

vised phylogenetic classification, or “binning” in [122].

The work [95] applies conserved gene fragments, each encoding several dozens

of amino acids, identified from the Pfam database [126]. The fragments are called

“environmental gene tags”, and are used successfully for phylogenetic binning in [95].

The study of [115] investigated the differences in gut metagenomes of diabetic

and healthy subjects. The metagenomes were de novo assembled, and the bacterial

genes were mapped to a metagenomic gene catalog. Genes related to oxidative

stress response were found more abundant in the samples originating from diabetic

subjects. Additionally, moderate changes in intestinal bacterial composition were

detected, but no specific microbes were associated with the metagenomes of type II

diabetes (T2D) patients.

After a very complex selection and filtering process, genome-specific nucleotide

markers of length 50 were identified in [146]. The markers were applied for strain/species

identification, and also as markers for microbial species that might play a role in

T2D and obesity in the data set of [115].

Here we describe a very simple and straightforward approach for finding short nu-

cleotide sequences whose frequencies significantly differ in T2D and healthy metagenomes

of the dataset of [115]. We identify several nucleotide 9-mers that may serve as quan-
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titative biomarkers of the pre-diabetic state in the future. To our knowledge, such

short sequences have never been found to characterize T2D or any other disease.

We need to clarify that we do not state that the identified 9-mers will gener-

ally be applicable as biomarkers for diabetes for all human populations. We be-

lieve that “enterotype-specific” [14] quantitative biomarkers could be found for each

enterotypes by exhaustive searches described in the Methods section, and those

enterotype-specific biomarkers could serve as predictors of type 2 diabetes mellitus.

5.2 Methods

Our data source was the set of metagenomes of 345 Chinese subjects, collected by Qin

et al. [115] and deposited in the Sequence Read Archive (http://www.ncbi.nlm.nih.gov/sra)

under accession numbers SRA045646 (145 subjects) and SRA050230 (225 subjects).

The assembled data was downloaded from the GigaScience database, GigaDB at

http://dx.doi.org/10.5524/100036.

We considered all the possible DNA sequences of length at most 9 (this means

over 300,000 possible sequences). For each sequence, we counted the number of exact

matches in each raw metagenome. Our aim was to determine whether there are any

short DNA fragments whose frequencies differ for diabetic/non-diabetic, lean/obese

or female/male individuals. We had to draw the line at 9 nucleotides, because

calculating the frequency of longer sequences is computationally more expensive,

and the chance of a false positive greatly increases when testing a large number of

sequences.

We first defined the frequency of a short DNA fragment for a given metagenome

as the number of occurrences (exact matches), divided by the total size, measured in

base-pairs (bp), of the metagenome. Additionally – to account for minor mutations

– we also included those sequences in the counting process that differed by only one

nucleotide, but these were considered with half a weight. So, for example, the final

frequency of the sequence AAA included not only how many times the sequence

AAA occurs in a specific metagenome, but also how many times AAG, CAA, ATA,
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Figure 9: Empirical cumulative distribution function of the frequency of TGTG-
GTGTA (solid: diabetic, dashed: non-diabetic). For every y, the curves show the
frequency of TGTGGTGTA at the yth percentile among the diabetic (solid line) and
non-diabetic (dashed line) fraction of metagenomes. For example, for x = 0.000045,
the frequency of TGTGGTGTA is less than x in 70% of the diabetic samples, but
in only 38% of the non-diabetic samples. Further empirical cumulative distribution
functions are in Figure 10.

... occur in that metagenome, except that the number of occurrences for these

related DNA fragments was divided by two.

Let `M denote the length in base-pairs (bp) of a metagenome M . Let d(s, t) be

the number of mismatches between the two sequences of same length, s and t (also

called the Hamming distance). Let kM(s) denote the number of exact matches of

sequence s in metagenome M . Then fM(s) (the frequency of sequence s with respect

to metagenome M) is defined by the formula

fM(s) =
1

`M

kM(s) +
1

2

∑
d(s,t)=1

kM(t)

 .

This approach (counting some non-exact matches as well, but with the half the

weight) yielded statistically better results when compared to the original, stricter

counting process, which only allowed exact matches.
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We developed C++ programs for counting the fragments and analyzing the re-

sults. Several partitions on the set of subjects were analyzed, by dividing them into

two groups by different attributes: diabetic/non-diabetic, lean/obese and female/-

male. Our aim was to look for short DNA sequences whose mean frequency differs

for the two groups.

To achieve this, first we calculated fM(s) for each raw/assembled metagenome

M and each short DNA sequence s of length `s ≤ 9. Then, for each s we calculated

a p-value using Welch’s t-test, which showed whether the frequency s is the same in

the two groups (i.e., p is large) or differs significantly (i.e., p ≤ 0.05).

Since this was done for each short DNA fragment, the number of total statistical

tests done for a given division of subjects was equal to the number of possible s

DNA sequences of length at most 9. As this is more than 300,000, there was a

high probability that one of the tests would yield a very low p-value but the large

measured difference of means would be in fact due to mere chance. On the other

hand, applying an FDR or FWER control procedure directly (instead of the two-step

method) would have resulted in multiplying the p-values with a very large number,

which would have yielded almost no significant results.

Therefore we utilized a two-step hypothesis testing procedure. First we computed

the p-values for Study 1 (with 145 subjects, SRA accession number SRA045646) only,

which now became our training set. Then we sorted the possible s sequence can-

didates by p-value ascending, and chose those 20 sequences which had the lowest

p-value. These were those sequences which showed promise that their frequency

might differ significantly between diabetic/non-diabetic, lean/obese and female/-

male individuals, depending our current partitioning of the subjects. Then we tested

these selected sequences (and corresponding statistical hypotheses) on the holdout

set, which was the collection of metagenomes from Study 2 (SRA accession number

SRA050230, 225 subjects). On this set we performed only those 20 tests which

qualified in the first round, which again yielded a second p-value for each of the 20

DNA sequences.
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Fragment Diabetic Non-diabetic p (training set) p (holdout set) p (corrected) FDR

TGTGGTGTA 4.48E-05 4.71E-05 7.80E-09 0.000296 0.021151852 0.021151852

TGTGCTATC 4.35E-05 4.55E-05 1.87E-08 0.001764 0.063026802 0.063026802

TGTGGTACT 4.01E-05 4.16E-05 9.51E-10 0.001929 0.04594811 0.063026802

TGTGGTA 0.0006214 0.0006428 1.40E-08 0.001937 0.034604001 0.063026802

TGTGGTACA 4.67E-05 4.88E-05 2.97E-08 0.002098 0.029984179 0.063026802

AGTACCACA 4.10E-05 4.24E-05 2.15E-08 0.002246 0.02674947 0.063026802

CCATCTGT 0.0002318 0.0002424 2.14E-08 0.003092 0.031564443 0.063026802

TGCCACATA 5.81E-05 6.13E-05 6.42E-09 0.004678 0.041785626 0.063026802

TGTGGTATG 4.81E-05 5.04E-05 9.19E-09 0.004925 0.03910393 0.063026802

TACCACA 0.0006332 0.0006531 3.38E-08 0.004999 0.035722333 0.063026802

TGTGGAGAT 6.54E-05 6.79E-05 1.52E-08 0.008901 0.05782329 0.063026802

TGTGGTATC 5.04E-05 5.25E-05 1.49E-08 0.011902 0.070875377 0.070875377

ATGGTCTGT 5.85E-05 6.07E-05 1.29E-08 0.012383 0.068067407 0.070875377

GTACCACAT 4.18E-05 4.31E-05 1.06E-08 0.012814 0.065405364 0.070875377

CCACATACT 5.13E-05 5.35E-05 2.44E-08 0.014294 0.068095624 0.070875377

ATGTGGTAC 4.14E-05 4.27E-05 9.50E-09 0.02434 0.108706941 0.108706941

TCTCCACAT 6.97E-05 7.26E-05 1.58E-08 0.07478 0.314335349 0.314335349

ATCTCCACA 6.62E-05 6.84E-05 5.43E-09 0.078516 0.311703978 0.314335349

CTCCACATA 5.58E-05 5.75E-05 2.02E-08 0.257111 0.966993912 0.966993912

TCCACAT 0.0008132 0.0008294 1.92E-08 0.266428 0.951933372 0.966993912

Table 2. Frequencies of 7-, 8- and 9-mers in diabetic vs. non-diabetic
samples with the highest significance (training set: Study 1, holdout set:
Study 2). The columns of the table are: the sequence itself, the frequen-
cies for diabetic and non-diabetic subjects, the p-value for the training and
the holdout sets, the corrected p-value for the holdout set (multiplied by the
factor determined by the Benjamini-Hochberg correction), and the false dis-
covery rate for the fragments so far. Choosing an FDR of about 7% allows
us to make 15 discoveries, expecting about 1 of them to be false, but the
real FDR should be lower due to strong positive correlation among the tests.
It is easy to recognize that TGTGGTA and TACCACA are exact comple-
ments. The complement of TCCACAT, ATGTGGA, is almost the prefix
of ATGTGGTAC. 9-mer TGTGGTACT (line 3) is the exact complement of
AGTACCACA (line 6). One can find further complementarities in the table.
These independently found complements with very close frequencies and p-
values strengthen our findings. More tables (for lean-obese and female-male
distributions) are given below.
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Then the Benjamini-Hochberg correction was used to determine which of the

sequences had a significantly different frequency among the two groups. This cor-

rection algorithm effectively controls the false discovery rate (FDR) by calculating

a q-value which takes the fact that we performed multiple (i.e., 20) statistical tests

into account. Since the frequencies in the second study are independent from those

in the first study, the first one is indeed a suitable training set for the model, and we

can safely ignore that we performed over 300,000 statistical tests on the first study,

since we use only the tests on the holdout set to make predictions. We had to utilize

the version of the Benjamini-Hochberg-Yekutieli procedure which had no assump-

tions about dependence, since the correlation between the number of occurrences

of two fragments depends on how much they overlap, and, for sequences having no

overlaps, this correlation is negative. This conservative method might have resulted

in calculating larger than necessary FDR values.

We have applied the raw, unassembled metagenomes from Study 1 and Study 2

to look for short marker sequences of diabetes.

Unfortunately, there was not enough information available to us to determine

which subjects of Study 2 are lean/obese or female/male. Thus we had to use the

available assembled metagenomes in Study 1 to look for marker fragments for sex

and obesity. We partitioned the assembled metagenomes of the first study into

two “random” groups: one of the groups consisted of those individuals with an odd

subject ID, and the other group contained those with an even ID. One of these was

the training set and the other became the holdout set, i.e. they took the role of

Study 1 and Study 2 for the lean/obese and female/male classifications (Tables 3

and 4).

One sequence passed an FDR threshold of about 0.1 for the lean/obese division,

and none of the short sequences had a significant difference of frequency between

the two sexes.
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Figure 10: Empirical cumulative distribution function of the frequency of fragment
CTCGTGACA (solid: lean, dashed: obese)

5.3 Discussion and results

Our results are summarized in Table 2 and Figure 9. Table 2 contains 20 7-, 8- and

9-mers of the highest statistical significance, distinguishing between the diabetic and

non-diabetic metagenomes of the study [115].

Table 2 was prepared without considering complementarities between the short

nucleotide sequences. Therefore, the complements found with very close frequencies

and statistical parameters independently verify our results. It is easy to recognize in

Table 2 that TGTGGTA and TACCACA are exact complements. The complement

of TCCACAT, ATGTGGA, is almost the prefix of ATGTGGTAC. The complement

of TGTGGTACT (line 3) is again the exact complement of AGTACCACA (line 6),

just to mention some of the complementarities in the table.

Figure 9 gives the empirical cumulative distribution functions of the frequency of

9-mer TGTGGTGTA in the diabetic and in the non-diabetic samples. The difference

between the expected values (means) of the two distribution is obvious on the figure

and is quantified statistically in Table 2.

The source of the bias in short nucleotide sequence frequencies is most probably
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due to the difference in the gene- and species composition of diabetic and healthy

metagenomes, found in [115, 146]. These frequencies could be measured and evalu-

ated more easily than the much more involved characteristics found in [115,146].

5.3.1 Lean/obese and male/female classes

We also searched for short nucleotide sequences characterizing lean/obese and male/fe-

male individuals in the dataset of [115]. Only one short sequence passed even a rather

large statistical significance bound of about 0.1 in the lean/obese search, and none

in the male/female search (see Table 3 and 4 and Figure 10).
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Fragment Lean Obese p (training set) p (holdout set) p (corrected) FDR

CTCGTGACA 2.00E-05 1.90E-05 0.002091 0.001443 0.103115277 0.103115277

CTCGATTGT 2.85E-05 2.73E-05 0.002945 0.004539 0.162176107 0.162176107

TGTCGACTG 2.46E-05 2.30E-05 0.0009184 0.005781 0.137701413 0.162176107

ACACTCGAG 1.13E-05 1.03E-05 0.001831 0.006911 0.123463216 0.162176107

CTCGAGTGT 1.13E-05 1.03E-05 0.002036 0.012364 0.176703713 0.176703713

TGTGACTCG 1.35E-05 1.29E-05 0.002158 0.014499 0.172680574 0.176703713

ATGTGAGGC 2.35E-05 2.26E-05 0.001805 0.016175 0.165121237 0.176703713

GTGCCTCTC 2.38E-05 2.26E-05 0.002931 0.019559 0.174708222 0.176703713

GGCTCACTC 1.82E-05 1.72E-05 0.003306 0.03181 0.252567719 0.252567719

CGAGTGAGA 1.86E-05 1.79E-05 0.003293 0.036067 0.257731026 0.257731026

CACTCGAGG 1.21E-05 1.09E-05 0.003403 0.061201 0.397578157 0.397578157

GAGTGAGCT 2.15E-05 2.06E-05 0.003223 0.062982 0.375052345 0.397578157

CTCGACTGT 2.06E-05 1.95E-05 0.003178 0.071181 0.39127078 0.397578157

CTGTCGTGT 2.72E-05 2.63E-05 0.00301 0.07767 0.396444094 0.397578157

TGTGGTTGA 5.72E-05 5.52E-05 0.002553 0.121549 0.579050998 0.579050998

CACTCGTGG 1.63E-05 1.52E-05 0.002677 0.130222 0.581595532 0.581595532

TCACCATGT 4.98E-05 4.83E-05 0.003499 0.283407 1.1912923 1.1912923

TCTAGCCTG 1.79E-05 1.73E-05 0.003271 0.561284 2.228265009 2.228265009

AACAGCCAC 5.33E-05 5.22E-05 0.002606 0.697098 2.621784062 2.621784062

CTAGCTGTC 2.08E-05 2.04E-05 0.001805 0.882905 3.154573595 3.154573595

Table 3. Frequencies of ninemers of in lean vs. obese samples with the
highest significance (training and holdout sets: two halves of Study 1). The
false discovery rate according to the Benjamini-Hochberg correction (shown
in the last column) is rather high even if we only take the first fragment
(about 10%).
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Fragment Male Female p (training set) p (holdout set) p (corrected) FDR

TAGTACTGG 2.75E-05 2.85E-05 0.006019 0.174548 12.47301832 12.47301832

TTCATAGGG 3.39E-05 3.48E-05 0.0005157 0.305204 10.90478001 12.47301832

AGTCTCAGG 2.31E-05 2.23E-05 0.007333 0.353644 8.423677327 12.47301832

GATGTGTCT 3.88E-05 3.84E-05 0.006985 0.452399 8.081990361 12.47301832

GTCTCACAC 1.64E-05 1.59E-05 0.00236 0.49514 7.076437759 12.47301832

CTCAGTCT 0.0001047 0.0001014 0.006424 0.512597 6.104941306 12.47301832

CATGTAACC 2.97E-05 2.93E-05 0.001608 0.515833 5.26584129 12.47301832

GCTTCAGAC 4.10E-05 3.98E-05 0.006813 0.546829 4.884478864 12.47301832

CTCTAACAC 2.15E-05 2.10E-05 0.006313 0.578498 4.593207186 12.47301832

ACAGACTCA 3.89E-05 3.82E-05 0.007392 0.582096 4.159597401 12.47301832

GGTCAATTC 4.22E-05 4.27E-05 0.006413 0.59576 3.870217202 12.47301832

TGTGAGTCT 2.25E-05 2.20E-05 0.007573 0.618236 3.681541731 12.47301832

CAGACTCAT 4.51E-05 4.43E-05 0.007669 0.619291 3.404145383 12.47301832

GTGTTAGAC 1.63E-05 1.60E-05 0.004958 0.625175 3.191025321 12.47301832

ACCTCTGTC 4.03E-05 3.96E-05 0.005543 0.72925 3.474096374 12.47301832

GTCTAACAC 1.63E-05 1.60E-05 0.002582 0.752233 3.359611679 12.47301832

AGGATGTGT 4.81E-05 4.73E-05 0.001627 0.79598 3.345876584 12.47301832

TCTCCTCAA 5.78E-05 5.65E-05 0.006681 0.909561 3.61090455 12.47301832

TCTCAGTCT 3.36E-05 3.26E-05 0.004097 0.945748 3.556956171 12.47301832

GGTGTGTCT 2.86E-05 2.79E-05 0.005231 0.949554 3.392707002 12.47301832

Table 4. Frequencies of ninemers and an eightmer in female vs. male
samples with the highest significance (training and holdout sets: two halves of
Study 1). After the Benjamini-Hochberg correction, no significant differences
can be found, as all FDR estimates are larger than 1.
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6 Brain and graph theory

6.1 Background

Several large-scale projects for brain–mapping are being executed [89, 103], but the

neuron-scale graph of the human brain, where the nodes are the neurons, and two

neurons are connected by an edge if they are joined through a synapse, is out of reach

today [166]. The difficulties come from the number of the neurons to be mapped, and

also from the lack of the high-throughput methods for mapping their connections.

The neuron-scale graphs were constructed only for very simple organisms with a

very small number of neurons [38, 44, 145] or for just small cortical areas of more

complex organisms [11,60].

The application of magnetic resonance imaging (MRI) offers numerous methods

for mapping physical and functional connections between subdivided anatomical ar-

eas of the brain (called ”Regions of Interests”, ROIs), each consisting of millions

of neurons. The vertices are the ROIs, and two ROIs are connected by an edge if

connections are detected between them by an MRI-based method. This method can

either be diffusion MRI imaging, depicting the Brownian motion of water molecules

in axons, consequently, mapping the axons between different cortical areas; or func-

tional MRI (fMRI) imaging, depicting brain areas of elevated blood flow while the

subject rests or performs different mental tasks.

In the present section we examine brain graphs (also called connectomes), com-

puted from MRI scans originating from the data of the Human Connectome Project,

recorded from male and female subjects between ages 22 and 35. Using advanced

segmentation, parcellation and tractography algorithms one can produce graphs

from good quality diffusion MRI imagery. We can then approach these graphs from

two different perspectives: we can look for similarities between them and try to

construct an “average” connectome, or we can explore the differences between the

brain graphs and the reasons for them.

First we developed the Budapest Connectome Server, which is a web application
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for generating, displaying and downloading an average brain graph from the indi-

vidual graphs. We used the connectomes of 477 subjects to generate this average

graph. This average graph is in fact configurable, which means that the user can

set filter parameters for the edges like the edge weight combination mode, or the

minimum number of subjects they need to appear in to be included in the consensus

connectome.

Then we used demographic parameters (age and sex) to examine the differences

between connectomes. After analyzing the graphs, no significant differences were

found among age groups, which indicates that the brain graph of an individual may

not change much over time, at least not during the age period 22–35. However, we

found several significant differences between the male and female structural brain

graphs. We show that the average female connectome has more edges, is a better

expander graph, has larger minimal bisection width, and has more spanning trees

than the average male connectome. Since the average female brain weighs less

than the brain of males, these properties show that the female brain is more “well-

connected” or perhaps, more “efficient” in a sense than the brain of males. We have

found that the minimum bisection width, normalized with the edge number, is also

significantly larger in the right and the left hemispheres in females: therefore, that

structural difference is independent from the difference in the number of edges.

6.2 Data source and graph construction

The dataset applied is a subset of the Human Connectome Project [103] anonymized

500 Subjects Release:

(http://www.humanconnectome.org/documentation/S500) of healthy subjects be-

tween 22 and 35 years of age. Data was downloaded in October, 2014. The Connec-

tome Mapper Toolkit [42] (http://cmtk.org) was applied for brain tissue segmen-

tation into grey and white matter, partitioning, tractography and the construction

of the graphs from the fibers identified in the tractography step. The Connectome

Mapper Toolkit [42] default partitioning was used, computed by the FreeSurfer, and
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based on the Desikan-Killiany anatomical atlas. Using all the 5 different resolution

options, we partitioned the gray matter into 83, 129, 234, 463 and 1015 cortical and

sub-cortical structures (as the brainstem and deep-grey nuclei), referred to as “Re-

gions of Interest”, ROIs, (see Figure 4 in [42]). Tractography was performed using

the deterministic streamline method [42] with randomized seeding.

The graphs were constructed as follows: the nodes correspond to the ROIs in the

specific resolution. Two nodes were connected by an edge if there exists at least one

fiber (determined by the tractography step) connecting the ROIs, corresponding to

the nodes. More than one fibers, connecting the same nodes, may give rise to the

weight of that edge, depending on the weighting method. Loops were deleted from

the graph.

The weights of the edges are assigned by several methods, taking into account

the lengths and the multiplicities of the fibers, connecting the nodes:

• Unweighted: Each edge has weight 1.

• FiberN: The number of fibers traced along the edge: this number is larger

than one if more than one fibers connect two cortical or sub-cortical areas,

corresponding to the two endpoints of the edge.

• FAMean: The arithmetic mean of the fractional anisotropies [20] of the fibers,

belonging to the edge.

• FiberLengthMean: The average length of the fibers, connecting the two end-

points of the edge.

• FiberNDivLength: The number of fibers belonging to the edge, divided by

their average length. This quantity is related to the simple electrical model of

the nerve fibers: by modeling the fibers as electrical resistors with resistances

proportional to the average fiber length, this quantity is precisely the conduc-

tance between the two regions of interest. Additionally, FiberNDivLength can

be observed as a reliability measure of the edge: longer fibers are less reliable

than the shorter ones, due to possible error accumulation in the tractography
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algorithm that constructs the fibers from the anisotropy data. Multiple fibers

connecting the same two ROIs, corresponding to the endpoints, add to the re-

liability of the edge, because of the independently tractographed connections.

6.3 The Budapest Connectome Server

The connectomes of different human brains are pairwise distinct: we cannot talk

about an abstract “graph of the brain”. Two typical connectomes, however, have

quite a few common graph edges that may describe the same connections between the

same cortical areas. The Budapest Reference Connectome Server v3.0 generates the

common edges of the connectomes of 477 distinct cortexes, each with 1015 vertices,

computed from 477 MRI data sets of the Human Connectome Project. The user may

set numerous parameters for the identification and filtering of common edges, and the

graphs are downloadable in both csv and GraphML formats; both formats carry the

anatomical annotations of the vertices, generated by the Freesurfer program. The

resulting consensus graph is also automatically visualized in a 3D rotating brain

model on the website.

The consensus graphs, generated with various parameter settings, can be used

as reference connectomes based on different, independent MRI images, therefore

they may serve as reduced-error, low-noise, robust graph representations of the hu-

man brain. The Budapest Connectome Server is available for users at the URL

http://connectome.pitgroup.org .

In this section we present this webserver, which, starting from the diffusion MRI

data published as a result of the Human Connectome Project [103], compiles dif-

ferently parametrized, customizable reference graphs from the common edges of the

graphs describing 477 different 1015-vertex graphs of 477 human subjects. For users

who would like to use the default settings without customization, a single graph,

the Budapest Reference Connectome v3.0 is also presented in two downloadable for-

mats on the server page. The default, canonical “Budapest Reference Connectome

v3.0” can be downloaded by simply hitting the “Download graph” button without
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changing the default options. This default graph has 1015 vertices and 1000 edges.

Figure 11: Some edges of graphs A and B are common; they form graph C, the
consensus graph.

The resulting graphs may be used for identifying more robust, more error-free

connections between the cortical areas, represented by ROIs: for example, in the

default reference graph (i.e., the Budapest Reference Connectome v3.0), if an edge

is present then it is present in at least 209 different source graphs (50% of them). In

general, one may set the “Minimum edge confidence” to value k anywhere between

k = 1 (where an edge is included if it is present in at least one source graph) through

k = 477 (where an edge is present in the reference graph if it can be found in all the

477 source graphs).

Therefore, the resulting graphs contain common, consensus edges (i.e., Fig. 11)

originating from multiple graphs, computed from the diffusion MRI data of different

subjects.

Version 3.0 of the Budapest Reference Connectome Server is described here in

detail. Choosing Version 1.0/2.0 is also possible on the website: Version 1.0 applies

the source data from the classical article of [66] describing six connectomes of five

subjects, each with 998 vertices; while Version 2.0 includes 96 graphs (a subset of

Version 3.0).

By filtering edges with very few occurrences or those with small weights, one
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may get a connectome with more reliable edges and weights than in the case of any

single dataset in the input. Therefore, we may get a robust large-scale weighted

graph model of the human brain through the consensus graphs generated by the

server.

6.3.1 Compilation

The source dataset was a subset of Human Connectome Project 500 Subjects Re-

lease (http://www.humanconnectome.org/documentation/S500/), containing MRI

images of healthy adult males and females between the ages of 22 and 35. Data

were downloaded in October, 2014. Partitioning, tractography, and graph construc-

tion were done by the Connectome Mapper Toolkit (http://cmtk.org). Partitioning

of the gray matter was done by the Lausanne2008 method [66] into 1015 ROIs. For

tractography, the so-called deterministic streamline method was applied.

The graphs were constructed as follows: the nodes correspond to the 1015 ROIs.

Two nodes are connected by an edge if there exists at least one fiber that connects

these two ROIs. The number or length of the fibers connecting these nodes will

define the weight of that edge, depending on the weight function. We deleted all

loops from the graph.

After 477 graphs were computed, each with 1015 vertices, we identified the com-

mon edges, their confidence (the number of graphs that include that edge), and

weights, computed according to their median and mean. The large, pre-computed

tables were integrated into the webserver.

Version 1.0 of the webserver applies the six graphs that were described in [66].

The definition of weight (also called strength) and its computation, and also the

parcellation of the cortex used are described in [66]. The six connectomes were down-

loaded from http://www.cmtk.org/datasets/homo sapiens 01.cff in September, 2014.

The visualization component employs a heavily modified version of the WebGL

Brain Viewer [61]. We transformed the viewer module so that in can be used in

window mode instead of full-screen mode. We made the nodes of the graph clickable.
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After clicking a ROI, its neighbors and connections are displayed. The user has to

click on the background to see the whole graph again. Hovering over a node displays

the name of the corresponding ROI in a tooltip. We also changed the drawing order

of the graph and the brain surface overlay, so now the edges are more clearly visible.

We also regenerated the 3D node positions – this was needed because the subcortical

nuclei originally had the same coordinate so they could not be distinguished when

displaying the graph.

6.3.2 User interface and operation

Figure 12: The Budapest Reference Connectome server (coronal view)

After opening the Budapest Connectome Server website and choosing the “Show

options” button, the following options can be set:

(i) Version 1.0, 2.0 or 3.0. The default choice is 3.0, using the graphs of 477

subjects, computed from the Human Connectome Project [103]. The user

may alternatively choose Version 1.0 that has only six graphs computed and

described by the classical article of [66], or Version 2.0 having 96 graphs com-

puted by us from a subset of the MRI images.
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(ii) Population: It is possible to see the female and male consensus brain graph,

or the consensus graph for the whole population (default option).

(iii) Minimum edge confidence: The graph to be constructed will contain all the

edges that are present in at least k graphs, connecting the very same vertices

in each graph. Valid choices are k = 1 . . . 477. For example, k = 477 means

that an edge is presented in the resulting consensus graph if and only if each

source graph contains that edge.

Figure 13: The Budapest Reference Connectome server, options panel

For each edge {u, v}, the weight of that edge can be defined in multiple different

ways. Budapest Connectome Server offers 4 options: electrical connectivity, fiber

count, average fiber length and fractional anisotropy. The electrical connectivity is

defined here as a fraction n/L, where n is the number of fibers connecting u and v,

and L is the average length of the fibers. It may or may not correspond to actual

electrical connectivity.

(iv) Minimum edge weight: One may set a slider to a value of minimum weight

required. The returned graph will contain edges whose mean or median weights

are larger than or equal to this value. The mode of computation (mean or

median) can be set by another option.

(v) Weight calculation mode: There are two choices: Median or Mean. The default

choice is the median, since the median is more robust and error-prone than
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Label Description

id node1 the numerical ID of the first vertex of the edge
id node2 the numerical ID of the second vertex of the edge
name node1 the anatomical name of node 1
name node2 the anatomical name of node 2
parent id node1 the ID of the parent region of node 1 on the 83-region atlas
parent id node2 the ID of the parent region of node 2 on the 83-region atlas
parent name node1 the name of the parent region of node 1 on the 83-region atlas
parent name node2 the name of the parent region of node 2 on the 83-region atlas
minimum edge confidence the number of the graphs in which the edge is contained
median the median of the weights of the same edge in different graphs
average the average of the weights of the same edge in different graphs

Table 5: The column labels of the result file in csv format. The 83-region atlas refers
to the atlas of the FreeSurfer tool.

the mean: extremely large or small edge strengths typically have less impact

to the median than to the mean.

(vi) Weight function: Edge weight calculation mode: electrical connectivity, fiber

count, average fiber length or fractional anisotropy.

(vii) Number of fibers launched: we ran the tractography with different options

(20,000, 200,000 or 1,000,000 fibers launched), the number of fibers traced can

be selected here.

The resulting graph can be downloaded in CSV or GraphML formats, or can

readily be visualized on the webpage. For better reproducibility, the downloaded

filenames contain the parameter settings as follows: the default graph (Budapest

Reference Connectome Version 3.0) will be downloaded as a comma-separated file

named budapest_connectome_3.0_209_0_median.csv. That is, the csv file con-

tains the graph generated by Version 3.0 of the server, with a minimum confidence

of 209 (i.e., each edge of the graph is contained in at least 209 input graphs), a

minimum edge weight of 0, and the weights of the edges of the reference graph

are computed as the median of the weights of the corresponding edges of the input

graphs.

The columns of the CSV file are described in the table above.
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We also compiled a chart about the number of common edges in at least n graphs

(n=1,2,...,477). This chart is shown in Figure 14.

Figure 14: Plot of the number of common edges.

6.4 Comparative connectomics

In the last several years hundreds of publications were published describing or an-

alyzing structural or functional networks of the brain, frequently referred to as

“connectome” [41, 67]. Some of these publications analyzed data from healthy hu-

mans [18, 19, 21, 64], and some compared the connectome of the healthy brain with

the diseased one [5,7, 17,26,28].

So far, connectome analysis mostly used tools developed for very large networks

of very similar agents, such as the graph of the World Wide Web (with billions of

vertices), or protein-protein interaction networks (with tens or hundreds of thou-

sands of vertices), and because of the huge size of original networks, these methods

used only very fast algorithms and frequently just primary degree statistics and

graph-edge counting between pre-defined regions or lobes of the brain [83]. But this

is not the only problem with this approach. We think that the connectome should

not be viewed as a self-organizing network like Barabási graphs, because the brain

consists of areas with a highly specialized function, while “classical” networks consist

of lots of very similar agents. While it certainly makes sense to investigate the graph

constituted by these regions with network-theoretical means, it is more advisable to
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view it as a block diagram of a machine with functional modules, and focus on how

the graph helps the transmission of information between these functional regions.

Deep graph-theoretic ideas in the context with the graph of the World Wide

Web led to the definition of Google’s PageRank and the subsequent rise of the most-

popular search engine to date. Brain graphs, or connectomes, are being widely

explored today. We believe that non-trivial graph theoretic concepts, similarly as

it happened in the case of the World Wide Web, will lead to discoveries enlighten-

ing the structural and also the functional details of the animal and human brains.

When scientists examine large networks of tens or hundreds of millions of vertices,

only fast algorithms can be applied because of the size constraints. In the case of

diffusion MRI-based structural human brain imaging, the effective vertex number

of the connectomes, or brain graphs derived from the data is on the scale of several

hundred today. That size facilitates applying strict mathematical graph algorithms

even for some hard-to-compute (or NP-hard) quantities like vertex cover or balanced

minimum cut.

We demonstrated that deep and more intricate graph theoretic parameters could

also be computed by using, among other tools, contemporary integer programming

approaches for connectomes with several hundred vertices, and they can be used to

explore differences between female and male connectomes. With these mathematical

tools we showed statistically significant differences in some graph properties of the

connectomes, computed from MRI imaging data of male and female brains. We will

not try to associate behavioral patterns of males and females with the discovered

structural differences [83] (see also the debate that article has generated: [55,84,88]),

because we do not have behavioral data of the subjects of the imaging study, and,

additionally, we believe that one cannot describe high-level functional properties

implied by those structural differences. However, we clearly demonstrate that, in an

information-theoretical sense, deep graph-theoretic parameters show “better” con-

nections in female connectomes than in male ones.

The study of [83] analyzed the 95-vertex graphs of 949 subjects aged between 8

and 22 years, using basic statistics for the numbers of edges running either between or
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within different lobes of the brain (the parameters deduced were called hemispheric

connectivity ratio, modularity, transitivity and participation coefficients, see [83] for

the definitions). It was found that males have significantly more intra-hemispheric

edges than females, while females have significantly more inter-hemispheric edges

than males.

We analyzed the connectomes of 96 subjects, 52 females and 44 males, each

with 83, 129 and 234 node resolutions and five distinct arc weight functions. We

considered the connectomes as graphs with weighted edges, and performed graph-

theoretic analyses with computing some polynomial-time computable and also some

NP-hard graph parameters on the individual graphs, and then compared the results

statistically for the male and the female group.

We have found that female connectomes have more edges, larger (normalized)

minimum bisection widths, larger minimum-vertex covers and more spanning trees

than the male connectomes.

6.4.1 Graph parameters

By generalized adjacency matrix we mean a matrix of size n × n where n is the

number of nodes (vertices) in the graph, whose rows and columns correspond to the

nodes, and whose elements are either zero if there is no edge between the two nodes,

or equals to the weight of the edge connecting the two nodes. By the generalized

degree of a node we mean the sum of the weights of the edges adjacent to that node.

Note that the generalized degree of the node v is exactly the sum of the elements

in the row (or column) of the generalized adjacency matrix corresponding to v.

By generalized Laplacian matrix we mean the matrix D−A, where D is a diagonal

matrix containing the generalized degrees, and A is the generalized adjacency matrix.

We calculated various graph parameters for each brain graph and weight function.

These parameters included:

• Number of edges (Sum). The weighted version of this quantity is the sum of

the weights of the edges.
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• Normalized largest eigenvalue (AdjLMaxDivD): The largest eigenvalue of the

generalized adjacency matrix, divided by the average generalized degree. Di-

viding by the average degree of vertices was necessary because the largest

eigenvalue is bounded by the average and maximum degrees, and thus is con-

sidered by some a kind of “average degree” itself [97]. This means that a denser

graph may have a bigger λmax largest eigenvalue solely because of a larger av-

erage degree. We note that the average degree is already defined by the sum

of weights.

• Eigengap of the transition matrix (PGEigengap): The transition matrix PG is

obtained by dividing all the rows of the generalized adjacency matrix by the

generalized degree of the corresponding node. When performing a random walk

on the graph, for nodes i and j, the corresponding matrix element describes

the probability of transitioning to node j, supposing that we are at node i.

The eigengap of a matrix is the difference of the largest and the second largest

eigenvalue. It is characteristic to the expander properties of d-regular graphs:

the larger the gap, the better expander is the graph (see [76] for the exact

statements and proofs).

• Hoffman’s bound (HoffmanBound): The expression

1 +
λmax

|λmin|
,

where λmax and λmin denote the largest and smallest eigenvalues of the adja-

cency matrix. It is a lower bound for the chromatic number of the graph. The

chromatic number is generally higher for denser graphs, as the addition of an

edge may make a previously valid coloring invalid.

• Logarithm of number of spanning forests (LogAbsSpanningForestN): The num-

ber of the spanning trees in a connected graph can be calculated from the

spectrum of its Laplacian [39,94]. Denser graphs tend to have more spanning

trees, as the addition of an edge introduces zero or more new spanning trees.
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If a graph is not connected, then the number of spanning forests is the prod-

uct of the numbers of the spanning trees of the components. The parameter

LogAbsSpanningForestN equals to the logarithm of the number of spanning

forests in the unweighted case. In the case of other weight functions, if we

define the weight of a tree by the product of the weights of its edges, and the

weight of a forest by the product of the weights of its components, then this

parameter equals to the logarithm of the sum of the weights of the forests.

• Balanced minimum cut, divided by the number of edges (MinCutBalDivSum):

The task is to partition the graph into two sets whose size may differ from

each other by at most 1, so that the number of edges crossing the cut is min-

imal. This is the “balanced minimum cut” problem, or sometimes called the

“minimum bisection width” problem. For the whole brain graph, our expec-

tation was that the minimum cut corresponds to the boundary of the two

hemispheres, which was indeed proven when we analyzed the results.

• Minimum cost spanning forest (MinSpanningForest), calculated with Kruskal’s

algorithm.

• Minimum weighted vertex cover (MinVertexCover): Each vertex should have

a (possibly fractional) weight assigned such that, for each edge, the sum of

the weights of its two endpoints is at least 1. This is the fractional relaxation

of the NP-hard vertex-cover problem [73]. The minimum of the sum of all

vertex-weights is computable by a linear programming approach.

• Minimum vertex cover (MinVertexCoverBinary): Same as above, but each

weight must be 0 or 1. In other words, a minimum size set of vertices is

selected such that each edge is covered by at least one of the selected ver-

tices. This NP-hard graph-parameter is computed only for the unweighted

case. The exact values are computed by an integer programming solver SCIP

(http://scip.zib.de), [1, 2].

The above 9 parameters were computed for all three resolutions and for the left
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and the right hemispheres and also for the whole connectome, with all 5 weight

functions (with the following exceptions: MinVertexCoverBinary was computed

only for the unweighted case, and the MinSpanningForest was not computed for

the unweighted case).

6.4.2 Statistical analysis

Since each connectome was computed in multiple resolutions (in 83, 129 and 234

nodes), we had three graphs for each brain. There were in fact 5 versions of each

graph, but we did not use the two highest resolutions, only the 3 anatomically more

robust ones, with fewer nodes. In addition, the parameters were calculated sepa-

rately for the connectome within the left and right hemispheres as well, not only the

whole graph, since we intended to examine whether statistically significant differ-

ences can be attributed to the left or right hemispheres. Each subjects’ brain was

corresponded to 9 graphs (3 resolutions, each in the left and the right hemispheres,

plus the whole cortex with sub-cortical areas) and for each graph we calculated 9

parameters, each (with the exceptions noted above) with 5 different edge weights.

This means that we assigned 7 · 5 · 3 + 1 · 3 + 4 · 3 = 120 attributes to each resolution

of the 96 brains, that is, 360 attributes to each brain.

The statistical null hypothesis [74] of ours was that the graph parameters do not

differ between the male and the female groups. As the first approach, we have used

ANOVA (Analysis of variance) [157] to assign p-values for all parameters in each

hemispheres and in each resolutions and in each weight-assignments.

Our very large number of attributes may lead to false negatives, i.e., to “type II”

statistical errors: in other words, it may happen that an attribute, with a very small

p-value may appear at random, simply because we tested a lot of attributes. In

order to deal with type II statistical errors, we followed the route described below.

We divided the population randomly into two sets by the parity of the sum of the

digits in their ID. The first set was used for making hypotheses and the second set for

testing these hypotheses. This was necessary to avoid type II errors resulting from
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multiple testing correction. If we made hypotheses for all the numerical parameters,

then the Holm-Bonferroni correction [75] we used would have unnecessarily increased

the p-values. Thus we needed to filter the hypotheses first, and that is why we needed

the first set. Testing on the first set allowed us to reduce the number of hypotheses

and test only a few of them on the second set.

The hypotheses were filtered by performing ANOVA (Analysis of variance) [157]

on the first set. Only those hypotheses were selected to qualify for the second round

where the p-value was less than 1%. The selected hypotheses were then tested for

the second set as well, and the resulting p-value corrected with the Holm-Bonferroni

correction method [75] with a significance level of 5%.

In Table 1 those hypotheses rejected were highlighted in bold, meaning that all

the corresponding graph parameters differ significantly in sex groups at a combined

significance level of 5%.

We also highlighted (in italic) those p-values which were individually less than

the threshold, meaning that these hypotheses can individually be rejected at a level

of 5%, but it is very likely that some of these graph parameters are in fact not

significantly different between the sexes.

6.4.3 Results and discussion

For a list of all the significantly different graph parameters, see 8.2 in the Appendix.

In order to describe the parameters that differ significantly among male and

female connectomes, we need to place them in the context of their graph theoretical

definitions.

6.4.3.1 Edge number and edge weights

We have found a significantly higher number of edges in females. We counted the

edges with 5 different weight functions and also without any weights) in both hemi-

spheres and also in the whole brain, in all resolutions, and almost all configurations
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resulted in a significant difference between the two sexes, women having more edges

in their brain graph. This finding is surprising, since we used the same parcellation,

the same tractography and the same graph construction methods for female and

male brains, and because it is proven that the brains of females weigh less than

those of males on average [156]. For example, in the 234-vertex resolution, the av-

erage number of (unweighted) edges in female connectomes is 1826, in males 1742,

with p = 0.00063 (see the Appendix for tables with the results). The work of [83]

reported similar findings in inter-hemispheric connections only.

6.4.3.2 Minimum cut and balanced minimum cut

Suppose that the nodes (vertices) of a graph are partitioned into two disjoint non-

empty sets, say X and Y ; their union is the whole vertex set of the graph. The

X, Y cut is the set of all the edges connecting a vertex in X with a vertex in Y

(Figure 15A). The size of the cut is the number of edges in the cut, or the sum of

the weights of the edges if the graph has an associated edge weight function. The

minimum cut between vertices a and b is the minimum cut, taken for all X and

Y , where vertex a is in X and b is in Y . This quantity gives the “bottleneck”, in

a sense, between those two nodes (c.f., Menger theorems and the Ford-Fulkerson

MFMC theorem [57,96]). The minimum cut in a graph is defined to be the cut with

the fewest edges for all non-empty sets X and Y , partitioning the vertices.

Clearly, for non-negative weights, the size of the minimum cut in a disconnected

graph is 0. On the other hand, in connected graphs, the minimum cut is very

frequently determined by just the node with the smallest degree: that node is the

only element of set X and all the other vertices of the graph are in Y (Figure 15B).

Because of this observed phenomenon, the minimum cut is frequently queried for the

“balanced” case, when the size (i.e., the number of vertices) of X and Y needs to be

equal (or, more exactly, may differ by at most one if the number of the vertices of the

graph is odd), see Figure 15C. This problem is referred to as the balanced minimum

cut or the minimum bisection problem. We say that the minimum bisection is small

in a sense if there exists a partition of the vertices into two sets of equal size that
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are connected with only a few edges. If the minimum bisection is large then the two

half-sets in every possible bisections of the graph are connected by many edges.

Therefore, the balanced minimum cut of a graph is independent of the particular

labeling of the nodes. The number of all the balanced cuts in a graph with n vertices

is greater than
1

n+ 1
2n,

that is, for n = 250, this number is very close to the number of atoms in the visible

universe [3], so a brute force approach certainly does not work for the minimum

bisection problem. The complexity of computing this quantity is known to be NP-

hard [59] in general, but with contemporary integral programming approaches, for

the graph-sizes we are dealing with, the exact values are computable.

In computer engineering, an important measure of the quality of an interconnec-

tion network is its minimum bisection width [144]: the bigger the minimum bisection

width the better the network.

For the whole brain graph, as it had been anticipated, we found that the mini-

mum balanced cut almost exactly represents the edges crossing the corpus callosum,

connecting the two cerebral hemispheres. This means that the intrahemispheric con-

nections are much more prevalent than the interhemispheric ones. In other words,

the hemispheres naturally partition the brain into two rather dense subgraphs which

are connected by only a relatively few number of edges.

We showed that within both hemispheres, the minimum bisection size of female

connectomes are significantly larger than the minimum bisection size of the males.

Much more importantly, we show that this remains true if we normalize with the sum

of all edge-weights: that is, this phenomenon cannot be due to the higher number

of edges or the greater edge weights in the female brain: it is an intrinsic property

of the female brain graph in our data analyzed.

For example, in the 234-vertex resolution, in the left hemisphere, the normalized

balanced minimum cut in females, on the average, is 0.09416, in the males 0.07896,

p = 0.00153 (see the Appendix for tables with the results).
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We think that this finding is one of the main results of the present work: even

if the significant difference in the weighted edge numbers are due to some artifacts

in the data acquisition/processing workflow, the normalized balanced minimum cut

size seems to be independent from those processes.

Figure 15: Panel A: An X-Y cut. The cut edges are colored black. Panel B: An
unbalanced minimum cut. Panel C: A balanced cut. Panel D: The wheel graph.

6.4.3.3 Eigengap and the expander property

Expander graphs and the expander property of graphs are one of the most interest-

ing area of graph theory: they are closely related to the convergence rate and the

ergodicity of Markov chains, and have applications in the design of communication-

and sorting networks and methods for de-randomizing algorithms [76]. A graph is

an ε-expander, if every — not too small and not too large — vertex-set S of the

graph has at least ε|S| outgoing edges [76]. In mathematical terms,

|∂S| ≥ ε|S|,∀0 < |S| ≤ n/2,

where n is the number of vertices and ∂S is set of edges crossing the vertex S.
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Random walks on good expander graphs converge very fast to the limit distri-

bution: in lay terms this means that good expander graphs, in a certain sense, are

“intrinsically better” connected than bad expanders. It is known that a large eigen-

gap of the walk transition matrix of a graph implies good expansion property [76].

We have found that women’s connectomes have a significantly larger eigengap,

and, consequently, they are better expander graphs than the connectomes of men.

For example, in the 83-node resolution, in the left hemisphere and in the unweighted

graph, the average female connectome’s eigengap is 0.306 while in the case of men it

is only 0.272, with p = 0.00458. It is possible that this is a consequence of a higher

overall number of edges.

6.4.3.4 The number of spanning forests

A graph-theoretical tree is a connected cycle-free graph. All trees on n vertices has

n− 1 edges. Trees and tree-based structures are common in natural sciences: phy-

logenetic trees, hierarchical clusters, data-storage on hard-disks, or a computational

model called decision trees all apply graph-theoretical trees. A spanning forest is

a minimal subgraph of a graph which has the same number of components as the

containing graph, and a spanning tree is a minimal subgraph of a connected graph

that is still connected. Clearly, a tree has only one spanning tree (itself). Any con-

nected graph on n vertices has a minimum of n− 1 and a maximum of n(n− 1)/2

edges [97]. A connected graph with few edges still may have exponentially many

distinct spanning trees: e.g., the n-vertex wheel on Figure 15D has at least 2n−1

spanning trees (for n ≥ 4). Cayley’s famous theorem, and its celebrated proof with

Prüfer codes [114] shows that the number of spanning trees of the complete graph

on n vertices is nn−2.

If a graph is not connected, then it contains more than one connected compo-

nents. Each connected component has at least one spanning tree, and the whole

graph has at least one spanning forest, the union of the spanning trees of the com-

ponents. The number of spanning forests is clearly the product of the numbers of

84



the spanning trees of the components. For graphs in general, one can compute the

number of their spanning forests by Kirchoff’s matrix tree theorem [39,94] using the

eigenvalues of the Laplacian matrix [39] of the graph.

We show that female connectomes have a significantly higher number of spanning

trees than the connectomes of males. For example, in the 129-vertex resolution, in

the left hemisphere, the logarithm of the number of the spanning forests in the

unweighted case are 162.01 in females, 158.88 in males with p = 0.013. This is not

surprising, since the brain graphs of females have more edges in general.

6.4.4 Conclusion

To sum up, we have computed 83-, 129- and 234-vertex-graphs from the diffusion

MRI images of the 96 subjects of 52 females and 44 males, between the age of 22 and

35. We have found, after a careful statistical analysis, significant differences between

some graph theoretical parameters of the male and female brain graphs. Our findings

show that the female brain graphs have generally more edges (counted with and

without weights), have larger normalized minimum bisection widths and have more

spanning forests (counted with and without weights) than the connectomes of males

(Table 1). Additionally, with weaker statistical validity, some spectral properties

and the minimum vertex cover also differ in the connectomes of different sexes (each

with p < 0.02).
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7 Correlations, maximum spanning trees and the

Human Connectome Project

7.1 Introduction

A large amount of human psychological and behavioral data were collected and

deposited in the last several decades worldwide. In the framework of the Human

Connectome Project [103] those type of data were enriched with structural and

functional MR images of the same subjects. In the present section, we are analyzing

the graph-theoretical properties of the connectomes as well as the psychological- and

behavioral test data that were published in the Human Connectome Project’s [103]

anonymized 500 Subjects Release. Our goal is finding correlations between those

highly inhomogeneous data items. We are considering Pearson’s product-moment

correlation, which well describes the linear connections between attributes, and also

Spearman’s rank correlation, which well describes non-linear connections between

attributes [127].

Some of the strongest correlations are natural, describing closely related quan-

tities (e.g., the volume and the relative volume of the same brain area, or graph

maximum matching numbers and minimum vertex covers). Some of them are novel,

and are detailed in this section, and some of them were discovered in the recent

years (e.g., the connection between gambling behavior and the number of connec-

tions crossing the insular cortex [49]).

7.2 Maximum weight spanning trees of correlations

Suppose we have a large number of attributes, describing the properties of a complex

system. Frequently, a straightforward step in their analysis is the computation of

the pairwise correlations of the attributes. If we have n attributes, then one can

form n(n − 1)/2 pairs from them, so we will need to compute that many pairwise

86



correlations as well. Identifying the most “important” correlations from the set is,

generally, not an easy task.

A possible natural requirement is generating a “non-redundant set” of correla-

tions in the following sense: Suppose that random variable A strongly correlates

with B, and random variable B strongly correlates with C, then, usually, A and C

are also strongly correlated. Now, if we want to find a non-redundant set of cor-

relations between A, B and C, it is an obvious idea to choose the two strongest

correlation between them, say between A and B and between B and C, and to leave

out the weakest, say the one between C and A. We can visualize those non-redundant

“strong”’ or “important” correlations by a graph on vertices A, B and C, with two

edges: AB and AC.

In the general case when n attributes are considered, we are interested in cycle-

free, connected graphs with the highest possible total weight on its edges, corre-

sponding to the absolute values of the correlations. The cycle-free property ensures

the non-redundancy, and the highest total weight of the absolute values of the cor-

relations ensures that we have chosen the “most relevant” ones.

The idea of constructing the maximum weight spanning tree from the pairwise

correlation coefficients has been applied before in several settings.

Mantegna [101] constructed a graph from financial equities, traded in stock mar-

kets, and weighted the edges of the graph by the correlations computed from the

time series of the logarithms of the stock prices. It was found that – essentially

– a maximum-weight spanning tree well-describes several known relations and sug-

gests numerous new ones between the time series. In [30] Section 9.3.5 and [71] the

maximum-weight spanning trees are computed explicitly in similar settings.

In [168] correlations related to the co-expression of gene-pairs of the yeast (S.

cerevisiae) were computed, and a graph was constructed with the genes as the ver-

tices and the co-expression correlation-weighted edges for each pair of genes. Then

a maximum weight spanning tree was computed and visualized for demonstrating a

non-redundant system of strong correlations between the genes. ( [168], Fig. 6).
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More recently, in [65], the maximum-weight spanning tree of the correlations

was applied for feature selection in weakly-structured multimedia data. In [32] a

similar method is used for finding related attributes in a regional Italian hospitality

industry.

7.3 Materials and Methods

Our data source was the Human Connectome Project’s [103] anonymized 500 Sub-

jects Release. In the dataset diffusion and functional MRI data, psychological test

results, and some cognitive data have been published. Here we list the different

types of data applied by us.

The subject data table from the Human Connectome Project consists of 527 rows

(corresponding to subjects) and 451 attributes.

Diffusion MRI images of the subjects were processed by the researchers of the

Human Connectome Project with the Freesurfer software suite [56] to obtain the

size of various regions of interests (ROIs), i.e., the area, thickness and volume of

major cortical and sub-cortical areas of the brain. For cortical regions, only average

thickness and surface area were available, so we multiplied these two quantities to

obtain the approximate volume of the ROI. We divided the volume of an ROI by

FS_Mask_Vol (Freesurfer Brain Mask Volume, i.e., roughly the brain volume) to

obtain the relative volume of that region. We intended to compensate for brain size

because it is already well known that males on the average have larger brains than

females [156]. We added these new, relativized attributes to the data table.

Several psychological and cognitive tests were also performed on the subjects.

These included the MMSE (Mini Mental State Examination), various NIH Toolbox

[150] cognitive tests (Picture Sequence Memory Test, Dimensional Change Card Sort

Test, Flanker Inhibitory Control and Attention Test, Oral Reading Recognition Test,

Picture Vocabulary Test, Pattern Comparison Processing Speed Test, List Sort-

ing Working Memory Test), NIH Toolbox Emotion Domain (Anger-Affect, Anger-

Hostility, Anger-Physical Aggression, Fear-Affect, Fear-Somatic Arousal, Sadness,
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General Life Satisfaction, Meaning and Purpose, Positive Affect, Friendship, Lone-

liness, Perceived Hostility, Perceived Rejection, Emotional Support, Instrumental

Support, Perceived Stress, Self-Efficacy), a test for self-regulation/impulsivity (De-

lay Discounting), Penn Line Orientation Test, Penn Continuous Performance Test,

Penn Word Memory Test and Penn Emotion Recognition Test.

The subjects were also asked to perform some fMRI tasks, including identifying

random and non-random shape movements, a working memory test (places, faces,

body parts, and tools), language, math and gambling tasks.

We also added numerous attributes to the data table corresponding to various

graph parameters of the connectomes of the subjects. These included the total

number of the connectome edges, counted with weights, maximum matching and

minimum vertex cover, Hoffman’s bound (a bound for the chromatic number), the

eigengap of the transition matrix (which is a quantity connected with the properties

of random walks on the graph), and the total number of edges exiting different lobes

of the brain. These graph-theoretical quantities of the connectomes were defined in

details and also computed in the articles [139,141].

We calculated the correlations between all possible pairs of the attributes (columns

of the database). The goal was to obtain a non-redundant list of important correla-

tions. Not surprisingly, our observation was that correlation is transitive in most of

the cases, so if A correlates with B and B correlates with C, then this usually implies

that A correlates with C in some degree. Therefore, if we consider a complete graph

whose vertices are the attributes, and whose edges represent correlations between

two attributes, then our goal can be reformulated as follows: we want to find a

subgraph without cycles (because cycles usually mean redundant correlations), and

whose edges correspond to relatively large correlations (because larger correlations

are more important than the others).

This optimization problem is essentially a maximum weight spanning tree prob-

lem, which can be solved by well-known graph theoretical algorithms such as the

Kruskal algorithm [96]. The classical question is finding a minimum weight span-

ning tree, but by a straightforward transformation, the algorithm can be used for
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finding the maximum weight spanning tree. We applied this method to the HCP

(Human Connectome Project) subject data table in its anonymized 500 Subjects

Release [103] in order to search for connections between psychological and cognitive

scores, demographic data, and brain ROI sizes.

The possible age groups of the subjects were 22-25, 26-30, 31-35 and 36+. Only

3 of the subjects were 36 years or older. We translated the age groups to numbers

the following way: 0 meant 22-25, 1 meant 26-30, 2 meant 31-35 and 3 meant 36+.

We translated the “gender” attribute to 1 (male) and 2 (female). We had to convert

these attributes to numbers so we can calculate correlations between them and other

attributes.

We have computed both the Pearson’s product-moment correlation (this is “the

correlation”, most frequently computed in science), which well describes the linear

connections between attributes, and also Spearman’s rank correlation, which well

describes non-linear connections between attributes [127].

7.4 Results

7.4.1 Maximum spanning tree of Pearson’s correlations

The maximum spanning tree is visualized on Figure 16 and in a more viewable form

in an interactive figure at http://pitgroup.org/static/graphmlviewer/index.

html?src=correl_spanning_tree.graphml.

The spanning tree had 716 edges with non-zero correlation, and 717 attributes,

so the graph contained 717 vertices. The weakest edge still had 15% correlation.

The significance of the correlations was determined by multiplying their p-value

with the total number of edges in the graph, which was 717 ∗ 716/2 = 256, 686,

because we wanted to correct for multiple observations: we made as many observa-

tions as the number of edges in the graph. Thus, we obtained an upper limit of the

p-value of the correlations. This meant that eight correlations have been deemed

insignificant, but all the other edges of the spanning tree belonged to significant
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correlations (this meant 716 − 8 = 708 edges). This indicated that the attributes

can be sorted into 9 clusters of tight dependency.

� Graph parameter � Brain area size � fMRI task score
� NIH Toolbox Cognition Domain � NIH Toolbox Emotion Domain

� NEO Five-Factor Inventory
� Delayed Discounting Score � Gender � Other

Figure 16: The maximum-weight spanning tree of the correlations of 717 quantities.

185 correlations referred to attributes which are either completely dependent on

each other or are very close to a linear dependence (over 90% positive or negative

correlation). Gray matter volume correlated with the volume of many cortical re-

gions, which is not very surprising since these regions comprise the cortical gray

matter. These included the superior frontal gyrus, the lateral orbitofrontal cortex,

the precuneus, the middle temporal gyrus, the precentral gyrus, the fusiform gyrus

and the rostral middle frontal gyrus (the list is incomplete).

Elements of the NIH Toolbox Emotion Domain showed a strong correlation with

each other: sadness and fear affect, sadness and anger affect, sadness and perceived

stress, sadness and loneliness, loneliness and perceived rejection, perceived hostility
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and perceived rejection, friendship and emotional support, friendship and loneliness

(negative), life satisfaction and meaning and purpose, emotional and instrumental

support, life satisfaction and positive affect, anger-hostility and perceived stress, life

satisfaction and perceived stress (negative), perceived stress and self-efficacy (neg-

ative), fear affect and fear-somatic arousal. Even the weakest of these correlations

was 49% strong, the strongest (sadness and fear affect) being 72% strong.

There were 17 attributes in the NIH Toolbox Emotion Domain, and they almost

represented a connected subgraph in the spanning tree (see Figure 17). This means

that, by including the NEO-FFI Agreeableness attribute (which correlates positively

with NIH Emotional Support and negatively with NIH Anger-Physical Aggression),

we get an 18-vertex set which spans a 17-edge subtree of the spanning tree. This

means that these attributes are strongly correlated with each other, comprising an

important correlated subset of all the attributes.

Figure 17: The attributes of the NIH Toolbox Emotion Domain. The connections
are significant correlations in the constructed spanning tree.

The NEO-FFI personality scores appear to be correlated with certain NIH tool-

box items, in a sense that they are leaves of those NIH toolbox items in the tree.

NEO-FFI Neuroticism is a leaf of NIH Perceived Stress (correlation: 70%). NEO-

FFI Conscientiousness is a leaf of NEO-FFI Neuroticism (correlation: -41%). NEO-

FFI Extraversion is a leaf of NIH Friendship (correlation: 50%). An exception is
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NEO-FFI Agreeableness, which is not a leaf as it is connected to both NIH Anger-

Physical Aggression (correlation: -45%) and NIH Emotional Support (correlation:

35%). An interesting finding is that NEO-FFI Openness to Experience is a leaf of the

NIH Toolbox Oral Reading Recognition Test Unadjusted Scale Score (correlation:

32%). This indicates that good reading skills and openness to experience frequently

come together. To sum up, we can observe a strong connection between the NEO-

FFI personality scores and the NIH toolbox positive or negative affect scores. This

can mean multiple things. Our interpretation is that our personality defines our

emotions to a great extent, which can be measured by statistical means. It should

also be emphasized that this subtree may be suitable for a tree-based clustering of

human emotions.

The NIH Toolbox Oral Reading Recognition Test is a very important hub in

the spanning tree. Its unadjusted and age-adjusted versions are correlated with:

Picture vocabulary task age-adjusted score (71%), Language task accuracy (49%),

Penn Progressive Matrices Number of Correct Responses (47%), NIH Toolbox 2-

minute Walk Endurance Test Age-Adjusted Score (43%), Delay Discounting Sub-

jective Value for $40K at 1 year (35%), Short Penn Continuous Performance Test

Specificity (33%), NEO-FFI Openness to Experience (32%), MMSE score (31%) and

Penn Word Memory Test Total Number of Correct Responses (31%). Most of these

are cognitive tests. The walk endurance test score is very interesting since it draws a

connection between physical and intellectual fitness. It also seems that people who

score higher on the oral reading test value a delayed payment higher than those with

lower scores. There can be multiple reasons for this; the observed correlation could

follow from their possible better financial status, financial skills or greater patience.

We have covered the NEO-FFI connection above.

It seems that gender (male=1, female=2) correlates with the NIH Toolbox Grip

Strength Test Age-Adjusted Scale Score (-75%), the brain mask volume (-67%), the

optic chiasm volume (-41%) and the NIH Toolbox Anger-Physical Aggression Survey

Unadjusted Scale Score (-26%). All of these are significant. This means that men

have greater grip strength, brain volume (especially optic chiasm volume) and are
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more aggressive physically.

The score of the walk endurance test correlates with the taste intensity score,

although with one of the smallest significant observed correlations (-25%). Walk

endurance seems to correlate with less perceived bitterness of quinine. The cause

of this correlation is unknown to us, but it may mean that people with high walk

endurance tolerate everything better, including bitter taste.

Another interesting correlation is NIH Toolbox 9-hole Pegboard Dexterity Test:

Age-Adjusted Scale Score, versus Maximum matching (left hemisphere, weight func-

tion: mean fractional anisotropy) (27%). The corrected p-value is rather high when

compared to the other correlations (p=0.003) but still significant. This is an impor-

tant correlation because it shows a significant relationship between a parameter of

the brain graph (connectome) and a brain performance score.

We expected the Age attribute to be a major hub of the spanning tree, but, in-

terestingly, it was only a leaf of the attribute Right hemisphere cortical gray matter

relative volume (correlation: -23%, p=0.037). We think this is because all the sub-

jects were rather young, so their cognitive and psychological scores did not depend

heavily on their age. Still, it is interesting that cortical gray matter relative volume

correlates significantly with age, even among relatively young subjects.

7.4.2 Maximum spanning tree of Spearman’s rank correlations

We also investigated how the spanning tree changes if we use Spearman’s rank

correlation coefficient instead of the classical (Pearson’s) correlation coefficient [127].

We computed the rank correlation of two attributes as follows: the values were

ordered independently for the two attributes, and then each value was substituted

with its rank in the ordering. If two or more attributes were equal, then their rank

was defined as the same number, and the succeeding rank(s) were omitted. In other

words, the rank of a value v was defined as the number of values greater than v, plus

one. For example, the values 1, 1, 4, 13, 13, 45 were assigned the ranks 1, 1, 3, 4, 4, 6.

We calculated a maximum weight spanning tree for the rank correlations as
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well. The interactive figure with vertex labels is available at the address http://

pitgroup.org/static/graphmlviewer/index.html?src=correl_spanning_tree_

rank.graphml

This tree will be referred to as the rank spanning tree from now on, and the

one using the traditional correlation coefficient will be referred to as the original

spanning tree.

We examined those edges which are present in exactly one of the spanning trees.

In the following analysis, we omitted the edges concerning two graph parameters

or two brain area sizes. We also omitted those that connect two nodes (attributes)

that can be exactly calculated from each other (e.g. the number of false positives

and true negatives for some test). Edges which connect two attributes referring to

subscores of the same task are also omitted.

There were 98 edges in each spanning tree that were not present in the other

tree. As the trees contained 716 edges each, this means that approximately 13.7%

of the edges were unique to the containing tree. In other words, the two trees were

rather similar, having 86.3% of the edges in common. Among the unique edges,

the vast majority were omitted from the analysis, or connected very similar nodes.

For example, the unadjusted and age-adjusted version of an attribute, or the median

reaction time and the number of correct responses for a task, or scores for two closely

related tasks were considered similar attributes.

Some cognitive attributes were connected in a different way in the rank correla-

tion tree when compared to the original correlation tree. For example, the IWRD

and MMSE total scores were connected to the English reading score in the original

tree, but connected to the Picture Vocabulary score in the rank tree. The computed

score for the NIH Toolbox Words-In-Noise test was connected to a sub-score of the

Social fMRI task in the original tree, but connected to, again, the Picture Vocabu-

lary score in the rank tree. This may suggest that the Picture Vocabulary score is

strongly connected to these complex cognitive scores, but not necessarily in a linear

fashion. The same goes for the Working Memory fMRI task, which was connected to

the Picture Vocabulary score in the original tree, but connected to both a sub-score
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of the Relational task and the number of correct responses in the Penn Matrix Test

in the rank tree.

An interesting connection between the volume of the right lateral ventricle and

the number of correct happy identifications in the Penn Emotion Recognition Test

was included in the rank correlation tree. However, we should note that the corrected

p-value for this edge was very large, about 72. This means that there is a large

likelihood that this connection was included by mere chance.

Regarding the graph parameters and the brain ROI sizes, the volume of the an-

terior corpus callosum and the relative volume of the mid-posterior corpus callosum

were connected to two graph parameters (sum and minimum cut) in the original tree,

but, surprisingly, these natural connections were no longer present in the rank tree. A

graph parameter related to eigenvalues (Graph Left AdjLMaxDivD FiberNDivLength)

was connected to the NIH Toolbox Odor Identification Test unadjusted score in the

normal tree, but this connection was not included in the rank tree, which, on the

other hand, contained an edge between Age and the age-adjusted score of the odor

identification test (corrected p-value: 6%. That connection is somewhat surprising

since the age-adjusted scores should not be correlated with age. This could mean

that some tests are not well adjusted for age. Another possible explanation could

be that, although the test score does not change significantly for the same person

over the person’s lifetime, but different generations may have different mean scores

due to environmental factors.

To sum up, we have analyzed both the original Pearson’s and Spearman’s rank

correlations with 717 psychological, anatomical and connectome-properties origi-

nated from the Human Connectome Project’s subject 500-release. Apart from nu-

merous natural correlations, we have discovered numerous new significant correla-

tions in the dataset. Brain graphs computed by us from the HCP data are available

at http://braingraph.org/download-pit-group-connectomes/.
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8 Appendix

8.1 Association Rule Mining and Alzheimer’s Disease: Ta-

bles

Table 6: Basic statistics on the subjects of the CAMD data

Age distribution Gender distribution MMSE distribution

A: up to 65 years 1093 Female 3315 A: severe cog. impairment 255

B: 66-75 years 2070 Male 2653 B: moderate cog. impairment 611

C: 76-85 years 2408 C: mild cog. impairment 3224

D: more than 85 397 D: normal cognition 1352

Table 8: Several association rules of the highest lift. The lift value describes the
multiplication factor, increasing the probability of the Right Hand Side (RHS) if the
Left Hand Side is true. For example, our best rule (the first below) is saying that
one can have the a bad result of a cognitive test with four times higher probability if
one has high serum sodium and either low cholesterol or low or normal blood glucose
level.
(lb_sodium=h) & (lb_chol=l or lb_gluc=ln) ---> mm_ori=B

Universe: 2783, LHS support: 87, RHS support: 401, Support: 50

Confidence: 0.574713, Lift: 3.98859, Leverage: 0.0134618, p-value: 0, E-value: 0

3.98859

(lb_gluc=ln) & (lb_chol=l or lb_sodium=h) ---> mm_ori=B

Universe: 2783, LHS support: 105, RHS support: 401, Support: 57

Confidence: 0.542857, Lift: 3.76751, Leverage: 0.0150451, p-value: 0, E-value: 0

3.76751

(lb_sodium=h) & (lb_hct=l or lb_gluc=ln) ---> mm_ori=B

Universe: 2926, LHS support: 95, RHS support: 420, Support: 51

Confidence: 0.536842, Lift: 3.74, Leverage: 0.0127695, p-value: 0, E-value: 0

3.74

(lb_sodium=h) & (bpsys=ln or lb_gluc=ln) ---> mm_ori=B

Universe: 3091, LHS support: 102, RHS support: 425, Support: 52

Confidence: 0.509804, Lift: 3.70777, Leverage: 0.0122858, p-value: 0, E-value: 0

3.70777

(lb_gluc=ln) & (lb_creat=l or lb_sodium=h) ---> mm_ori=B

Universe: 3091, LHS support: 99, RHS support: 425, Support: 50
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Confidence: 0.505051, Lift: 3.6732, Leverage: 0.0117722, p-value: 0, E-value: 0

3.6732

(lb_sodium=h) & (age=D or lb_gluc=ln) ---> mm_ori=B

Universe: 3091, LHS support: 101, RHS support: 425, Support: 51

Confidence: 0.50495, Lift: 3.67248, Leverage: 0.0120068, p-value: 0, E-value: 0

3.67248

(lb_gluc=ln) & (lb_ast=l or lb_sodium=h) ---> mm_ori=B

Universe: 3091, LHS support: 101, RHS support: 425, Support: 51

Confidence: 0.50495, Lift: 3.67248, Leverage: 0.0120068, p-value: 0, E-value: 0

3.67248

Table 9: Some association rules involving serum cholesterol level

(lb_sodium=h) & (lb_chol=l or lb_gluc=ln) ---> mm_ori=B

Universe: 2783, LHS support: 87, RHS support: 401, Support: 50

Confidence: 0.574713, Lift: 3.98859, Leverage: 0.0134618, p-value: 0, E-value: 0

3.98859

(lb_gluc=ln) & (lb_chol=l or lb_sodium=h) ---> mm_ori=B

Universe: 2783, LHS support: 105, RHS support: 401, Support: 57

Confidence: 0.542857, Lift: 3.76751, Leverage: 0.0150451, p-value: 0, E-value: 0

3.76751

(lb_sodium=h) & (lb_chol=ln or lb_gluc=ln) ---> mm_ori=B

Universe: 2783, LHS support: 106, RHS support: 401, Support: 55

Confidence: 0.518868, Lift: 3.60102, Leverage: 0.0142747, p-value: 0, E-value: 0

3.60102

(lb_chol=h) & (lb_cl=h or lb_sodium=h) ---> mm_ori=B

Universe: 1420, LHS support: 71, RHS support: 304, Support: 51

Confidence: 0.71831, Lift: 3.35526, Leverage: 0.0252113, p-value: 2.22045e-016, E-value: 1.88773e-007

3.35526

(lb_chol=h) & (lb_monole=l or lb_sodium=h) ---> mm_total=AB

Universe: 1364, LHS support: 73, RHS support: 325, Support: 58

Confidence: 0.794521, Lift: 3.33454, Leverage: 0.02977, p-value: 1.51101e-013, E-value: 0.00012846

3.33454

(lb_sodium=h) & (lb_monole=h or lb_chol=h) ---> mm_total=AB

Universe: 1364, LHS support: 66, RHS support: 325, Support: 51

Confidence: 0.772727, Lift: 3.24308, Leverage: 0.0258608, p-value: 5.9952e-015, E-value: 5.09687e-006

3.24308

(lb_chol=h) & (lb_hbsag=h or lb_sodium=h) ---> mm_attcal=B
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Universe: 1164, LHS support: 67, RHS support: 312, Support: 50

Confidence: 0.746269, Lift: 2.78416, Leverage: 0.0275268, p-value: 6.2725e-011, E-value: 0.0533262

2.78416

(lb_sodium=h) & (lb_bun=h or lb_chol=h) ---> mm_attcal=B

Universe: 1387, LHS support: 61, RHS support: 429, Support: 52

Confidence: 0.852459, Lift: 2.75609, Leverage: 0.023888, p-value: 8.87168e-012, E-value: 0.00754232

2.75609

(lb_sodium=h) & (lb_ca=l or lb_chol=h) ---> mm_attcal=B

Universe: 1420, LHS support: 61, RHS support: 460, Support: 51

Confidence: 0.836066, Lift: 2.5809, Leverage: 0.0219996, p-value: 2.52266e-011, E-value: 0.0214466

2.5809

(lb_sodium=h) & (lb_cl=h or lb_chol=h) ---> mm_attcal=B

Universe: 1420, LHS support: 66, RHS support: 460, Support: 55

Confidence: 0.833333, Lift: 2.57246, Leverage: 0.0236759, p-value: 1.65421e-010, E-value: 0.140634

2.57246

Table 10: Legends for Table 8 and 9

age Subject age (A: max. 65 years, B: 66–75 years, C: 76–85 years, D: >85 years)

ast alt De Ritis ratio

bpdia Diastolic blood pressure

bpsys Systolic blood pressure

lb alb Serum albumine

lb alp Serum alkaline phosphatase

lb alt Serum alanine aminotransferase

lb ast Serum aspartate aminotransferase

lb baso Basophils, particle concentration

lb bili Serum indirect bilirubin

lb bun Blood Urea Nitrogen

lb ca Serum calcium

lb chol Serum cholesterol

lb ck Serum creatine kinase

lb cl Serum chlorine

lb creat Serum creatinine

lb eos Eosinophils, particle concentration

lb gluc Serum glucose

lb hba1c Hemoglobin A1C

lb hbsag Hepatitis B virus surface antigen

lb hct Hematocrit

lb hgb blood Blood hemoglobin

lb k Serum potassium

lb ketones Ketones
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lb ldh Lactate dehydrogenase

lb lym Lymphocytes, particle concentration

lb lymle Lymphocytes/leukocytes ratio

lb mch Mean Corpuscular Hemoglobin

lb mchc Mean Corpuscular Hemoglobin Concentration

lb mcv Mean Corpuscular Volume

lb mono Monocytes, particle concentration

lb monole Monocytes/leukocytes ratio

lb neut Neutrophils, particle concentration

lb neutle Neutrophils/leukocytes ratio

lb ph pH

lb phos Phosphate

lb plat Platelets

lb prot Total protein

lb rbc blood Red blood count

lb sodium Serum sodium

lb tsh Thyrotropin

lb vitb12 Serum B12 vitamin

lb wbc blood White blood count

mm attcal MMSE attention and calculation subscore (B: 0–1, C: 2, D: 3, E: 4–5)

mm lang MMSE language subscore (B: 0–2, C: 3–4, D: 5–6, E: 7–9)

mm ori MMSE orientation subscore (B: 0–2, C: 3–4, D: 5–7, E: 8–10)

mm recall MMSE recall subscore (B: 0, C: 1, D: 2, E: 3)

mm total MMSE total score (A: <10, B: 10–14, C: 15–23, D: ≥ 24)

pulse Heart rate

resp Respiratory rate

sex Subject sex (F: female, M: male)

temper Temperature

Table 12: Elementary clauses with the greatest positive effect on normal cognition

lb vitb12=h score: 67

lb mch=h score: 25

lb mchc=l score: 22

lb k=h score: 17

sex=M score: 10

pulse=l score: 9

lb bun=l score: 8

age=AB score: 4

lb mono=nh score: 3

resp=ln score: 3

lb plat=ln score: 2

lb eos=nh score: 2

lb prot=nh score: 2
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Table 14: Elementary clauses with the greatest negative effect on normal cognition

temper=nh score: -10

lb wbc blood=h score: -10

age=BCD score: -10

lb prot=h score: -12

lb gluc=h score: -12

pulse=h score: -12

lb ck=h score: -12

lb hct=nh score: -12

lb k=ln score: -12

lb alp=h score: -12

lb chol=ln score: -13

lb ph=h score: -13

lb hct=l score: -13

lb alt=h score: -13

age=A score: -14

bpsys=ln score: -14

lb creat=ln score: -14

lb creat=h score: -16

temper=l score: -17

lb alp=ln score: -18

lb bun=ln score: -18

lb alt=l score: -19

lb wbc blood=l score: -20

lb chol=l score: -21

pulse=nh score: -21

lb prot=ln score: -22

lb bun=h score: -22

lb plat=h score: -26

lb gluc=ln score: -27

bpdia=ln score: -28

age=CD score: -32

lb chol=h score: -42

lb ast=h score: -43

lb ca=l score: -50

sex=F score: -57

age=D score: -99

lb cl=h score: -173

lb sodium=h score: -224
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8.2 Differences between female and male connectomes

The following table contains the results and the statistical analysis of the graph-

theoretical evaluation of the sex differences in the 96 diffusion MRI images. The

first column gives the resolution in each hemisphere; the number of nodes in the

whole graph is 83, 129 and 234, respectively. The second column describes the graph

parameter computed: its syntactics is as follows: each parameter-name contains two

separating “ ” symbols that define three parts of the parameter-name. The first part

describe the hemisphere or the whole connectome with the words Left, Right or

All. The second part describes the parameter computed, and the third part the

weight function used. The third column contains the p-values of the first round,

the fourth column the p-values of the second round, and the fifth column the (very

strict) Holm-Bonferroni correction of the p-value. With p=0.05, the first 12 rows all

describe significantly different graph properties between sexes. On the other hand,

each row with an italic fourth column describes in itself a significant difference

between sexes, again with p=0.05, but together these may not be significant.

Scale Property p (1st) p (2nd) p (corrected)

129 Right MinCutBalDivSum FAMean 0.00807 0.00003 0.00401

83 All LogSpanningForestN FiberNDivLength 0.00003 0.00004 0.00451

234 All PGEigengap FiberNDivLength 0.00321 0.00007 0.00798

129 All PGEigengap FiberNDivLength 0.00792 0.00011 0.01303

83 Left MinCutBalDivSum FiberN 0.00403 0.00011 0.01300

83 Right MinCutBalDivSum FAMean 0.00496 0.00015 0.01744

129 Left PGEigengap FiberNDivLength 0.00223 0.00015 0.01797

234 All PGEigengap FiberN 0.00826 0.00022 0.02517

83 All Sum Unweighted 0.00025 0.00022 0.02504

129 Left MinCutBalDivSum FiberN 0.00001 0.00023 0.02563

83 All LogSpanningForestN FiberN 0.00001 0.00028 0.03084

83 Right Sum FAMean 0.00028 0.00029 0.03224

234 All Sum Unweighted 0.00063 0.00032 0.03512

234 Left PGEigengap FiberNDivLength 0.00013 0.00038 0.04171
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129 All Sum Unweighted 0.00026 0.00042 0.04563

234 All Sum FAMean 0.00014 0.00047 0.04988

129 All LogSpanningForestN FiberN 0.00000 0.00048 0.05045

83 All Sum FAMean 0.00029 0.00050 0.05260

129 Right Sum FAMean 0.00062 0.00051 0.05355

234 Right PGEigengap FiberNDivLength 0.00041 0.00053 0.05414

83 Left Sum Unweighted 0.00378 0.00068 0.06936

234 Right Sum FAMean 0.00085 0.00084 0.08454

234 Left Sum Unweighted 0.00293 0.00092 0.09212

129 All Sum FAMean 0.00015 0.00097 0.09650

234 Left MinCutBalDivSum FiberN 0.00002 0.00108 0.10539

83 Left LogSpanningForestN FiberNDivLength 0.00343 0.00116 0.11274

83 All LogSpanningForestN Unweighted 0.00113 0.00121 0.11629

234 Left MinCutBalDivSum FiberLengthMean 0.00411 0.00123 0.11646

83 All LogSpanningForestN FAMean 0.00012 0.00126 0.11823

83 Right Sum Unweighted 0.00019 0.00128 0.11891

129 Left MinCutBalDivSum Unweighted 0.00265 0.00134 0.12351

83 Left MinCutBalDivSum Unweighted 0.00206 0.00136 0.12370

129 Left PGEigengap FiberN 0.00382 0.00142 0.12775

234 All LogSpanningForestN FAMean 0.00043 0.00150 0.13343

234 Left PGEigengap FiberN 0.00066 0.00163 0.14369

129 Right LogSpanningForestN FAMean 0.00143 0.00170 0.14769

83 Left MinCutBalDivSum FiberNDivLength 0.00031 0.00175 0.15023

129 All LogSpanningForestN FiberNDivLength 0.00000 0.00177 0.15009

129 All LogSpanningForestN Unweighted 0.00218 0.00182 0.15279

129 Right Sum Unweighted 0.00068 0.00186 0.15417

129 Left PGEigengap FAMean 0.00995 0.00191 0.15694

129 All LogSpanningForestN FAMean 0.00019 0.00211 0.17093

234 Left Sum FAMean 0.00026 0.00212 0.16978

83 Right LogSpanningForestN FAMean 0.00067 0.00239 0.18842

234 Left PGEigengap FAMean 0.00141 0.00240 0.18684

83 Left PGEigengap Unweighted 0.00458 0.00243 0.18738
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129 Left MinCutBalDivSum FiberLengthMean 0.00892 0.00245 0.18596

83 Left Sum FAMean 0.00056 0.00279 0.20893

234 Left MinCutBalDivSum Unweighted 0.00154 0.00289 0.21355

234 Left PGEigengap FiberLengthMean 0.00554 0.00295 0.21516

234 Right LogSpanningForestN FAMean 0.00380 0.00305 0.21935

234 Left PGEigengap Unweighted 0.00176 0.00338 0.24029

83 Left PGEigengap FAMean 0.00215 0.00359 0.25152

83 Left LogSpanningForestN FiberN 0.00012 0.00395 0.27269

129 Left Sum Unweighted 0.00232 0.00456 0.31006

83 Left LogSpanningForestN FAMean 0.00082 0.00496 0.33212

234 Right MinCutBalDivSum Unweighted 0.00462 0.00543 0.35825

83 Right LogSpanningForestN FiberNDivLength 0.00022 0.00587 0.38180

234 Left LogSpanningForestN FAMean 0.000129 0.00595 0.38054

234 Right PGEigengap Unweighted 0.00095 0.00626 0.39459

129 Left Sum FAMean 0.00032 0.00660 0.40907

83 Left AdjLMaxDivD FiberN 0.00501 0.00804 0.49040

234 Right Sum Unweighted 0.00224 0.00845 0.50692

234 Right PGEigengap FiberN 0.00009 0.00910 0.53671

129 All Sum FiberN 0.00000 0.00938 0.54418

234 Right PGEigengap FAMean 0.00074 0.00974 0.55538

129 Right PGEigengap FAMean 0.00296 0.00981 0.54933

83 Right PGEigengap Unweighted 0.00087 0.01053 0.57889

129 Right MinCutBalDivSum FiberN 0.00563 0.01101 0.59432

129 Right MinCutBalDivSum Unweighted 0.00492 0.01212 0.64227

129 Left LogSpanningForestN FAMean 0.00106 0.01218 0.63359

129 Left LogSpanningForestN FiberN 0.00014 0.01258 0.64134

83 All Sum FiberN 0.00000 0.01290 0.64480

234 All Sum FiberN 0.00000 0.01358 0.66520

83 Right LogSpanningForestN Unweighted 0.00541 0.01438 0.69010

129 Left LogSpanningForestN FiberNDivLength 0.00288 0.01447 0.67995

129 Right PGEigengap Unweighted 0.00242 0.01676 0.77084

129 Right PGEigengap FiberN 0.00869 0.01706 0.76750

104



234 All MinVertexCover FAMean 0.00289 0.01713 0.75373

83 All HoffmanBound FAMean 0.00087 0.02011 0.86462

83 All Sum FiberNDivLength 0.00002 0.02117 0.88929

234 Right MinCutBalDivSum FiberN 0.00234 0.02197 0.90065

83 Right LogSpanningForestN FiberN 0.00083 0.02539 1.01567

234 Right MinCutBalDivSum FiberLengthMean 0.00234 0.02663 1.03841

83 Right MinCutBalDivSum FiberNDivLength 0.00072 0.02854 1.08446

129 Left MinCutBalDivSum FiberNDivLength 0.00019 0.02897 1.07195

83 Right PGEigengap FAMean 0.00112 0.02948 1.06119

234 All LogSpanningForestN FiberN 0.00091 0.03308 1.15795

234 Right PGEigengap FiberLengthMean 0.00367 0.03369 1.14542

129 Right MinCutBalDivSum FiberLengthMean 0.00768 0.04500 1.48511

129 All Sum FiberNDivLength 0.00008 0.04728 1.51293

129 Right LogSpanningForestN FiberNDivLength 0.00051 0.04891 1.51627

234 All LogSpanningForestN FiberNDivLength 0.00106 0.05095 1.52842

129 Right LogSpanningForestN FiberN 0.00045 0.05578 1.61751

83 Right MinCutBalDivSum FiberN 0.00346 0.06284 1.75951

83 Right HoffmanBound FiberNDivLength 0.005129 0.06309 1.70341

83 Right PGEigengap FiberLengthMean 0.00949 0.06515 1.69395

234 Left MinCutBalDivSum FiberNDivLength 0.00642 0.06548 1.63696

234 Left MinVertexCover FAMean 0.00107 0.07139 1.71336

234 All Sum FiberNDivLength 0.00044 0.07318 1.68305

83 Right Sum FiberN 0.00000 0.07799 1.71586

83 Right Sum FiberNDivLength 0.00018 0.07920 1.66329

129 Left Sum FiberN 0.00000 0.08380 1.67598

129 Right Sum FiberN 0.00001 0.08653 1.64406

129 Left HoffmanBound Unweighted 0.00848 0.08944 1.60984

83 Left Sum FiberN 0.00000 0.09430 1.60310

234 Left Sum FiberN 0.00040 0.11447 1.83157

129 Right Sum FiberNDivLength 0.00180 0.12102 1.81523

234 Right Sum FiberN 0.00012 0.16411 2.29752

83 Left Sum FiberNDivLength 0.00043 0.16774 2.18062
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129 Left Sum FiberNDivLength 0.00100 0.22542 2.70502

234 Right Sum FiberNDivLength 0.00562 0.23691 2.60604

83 Right HoffmanBound FAMean 0.00587 0.32069 3.20692

83 All MinVertexCoverBinary Unweighted 0.00716 0.38829 3.49459

234 Right LogSpanningForestN FiberNDivLength 0.00940 0.40996 3.27971

83 Left HoffmanBound FiberN 0.00175 0.41913 2.93394

83 All MinVertexCover FiberNDivLength 0.00036 0.46677 2.80065

83 Right MinSpanningForest FiberLengthMean 0.00491 0.55239 2.76195

234 Right MinSpanningForest FiberLengthMean 0.00601 0.55631 2.22523

129 All MinVertexCover FiberN 0.00232 0.71406 2.14217

83 All MinVertexCover FiberN 0.00244 0.84437 1.68874

234 All MinVertexCover FiberN 0.00055 0.92958 0.92958

106



9 One-page summary (English)

Biological research often results in big datasets. Without efficient computer algo-

rithms, analysis of these large datasets would certainly be impossible.

The present work demonstrates the application of mathematics and informatics in

multiple areas of biology. The first section generalizes the well-known k-means

algorithm for non-Euclidean data points. This generalization has since been utilized

by multiple other researchers.

An application of association rule mining in Alzheimer’s disease is also presented.

Data for more than 6000 subjects in 11 drug trials has been analyzed to find con-

nections between combinations of biomarkers and dementia. The results show that,

in certain age groups, even simple combinations of biomarkers can be accurate pre-

dictors of low cognitive scores.

By analyzing the gut metagenomes of diabetic and non-diabetic subjects it was

demonstrated that short DNA sequences of length at most 9 can be associated with

diabetes. This may be the first time that the frequency of sequences of this length

is associated with a medical condition.

Next-generation sequencing methods allow us to obtain information about mi-

croorganisms without culturing. We can also use it to find homologous genes in

a metagenome sequenced from an environmental sample. A method called “the

metagenomical telescope” is described, which enriches a Hidden Markov Model of a

gene family with genes found in an environmental sample, then uses the enriched

model on genomes of model organisms to characterize proteins with sofar unknown

functions.

The human brain is a network of smaller areas, also referred to as ROIs (regions of

interest). The graph of ROIs connected by nerve fibers can be constructed by tracing

MRI imagery. Graphs of this kind were analyzed by graph theoretical methods.

Significant differences have been found between the brain graphs of women and

men. A web application (Budapest Reference Connectome) with an interactive 3D

brain graph was also developed.

The Human Connectome Project provided supplementary data such as cognitive,

emotional and personality scores and demographics. We calculated correlations

between these attributes, interpreted these as a weighted graph, then constructed a

maximum spanning tree to highlight the most important connections. This is the

first time this method has been applied to a biological dataset. Applications of this

spanning tree include a reasonable clustering of emotional states.
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10 One-page summary (Hungarian)

A biológiai kutatások gyakran nagyon sok adatot eredményeznek. Hatékony

számı́tógépes algoritmusok nélkül nem lenne lehetséges ezeknek az adathalmazoknak

az elemzése.

Ez a munka a matematika és informatika alkalmazásait demonstrálja a biológia több

területén. Az első fejezet az ismert k-means algoritmust általánośıtja nem-euklideszi

adatpontokra. Ezt az általánośıtást azóta több más kutató is felhasználta.

Az asszociációsszabály-bányászat egy alkalmazása az Alzheimer-kórral kapcsolat-

ban is bemutatásra kerül. Több mint 6000 alany 11 gyógyszerḱısérletből származó

adatait elemeztük, hogy kapcsolatot találjunk biomarkerek kombinációi és a de-

mencia közt. Az eredmények azt mutatják, hogy bizonyos korcsoportokban még

az egyszerű kombinációk is pontosan jelezhetik az alacsony pontszámokat kognit́ıv

teszteken.

Diabéteszes és nem diabéteszes alanyok bélflórájának metagenomját elemezve meg-

mutattuk, hogy a max. 9 hosszú DNS szakaszok gyakorisága tárśıtható a dia-

béteszhez. Ez lehet az egyik első alkalom, hogy ilyen hosszúságú szekvenciák kap-

csolatba lettek hozva egy betegséggel.

Az új generációs szekvenálási módszerek lehetővé teszik, hogy tenyésztés nélkül nyer-

jünk adatot mikroorganizmusokról. Ezzel a módszerrel homológ géneket is talál-

hatunk egy metagenomban. A “metagenomikai teleszkóp” nevű eljárásról szóló

fejezetben egy rejtett Markov-modellt “dúśıtunk fel” metagenomokból származó

génekkel, hogy aztán ismeretlen funkciójú géneket jellemezzünk modellorganizmusok

genomjában.

Az emberi agy kisebb területek, ROI-k (regions of interest) hálózata. Az idegrostok

által összekötött ROI-k gráfja MR-felvételek feldolgozásával álĺıtható elő. Az ilyen

t́ıpusú gráfokat gráfelméleti módszerekkel elemeztük. Szignifikáns különbségeket

találtunk a nők és férfiak agygráfja között. Egy interakt́ıv 3D agygráfot megjeleńıtő

webalkalmazást (Budapest Reference Connectome) is kifejlesztettünk.

A Human Connectome Project MR-felvételek mellett más adatot is közölt, pl. kogńı-

ciós és érzelmi tesztek eredményét, valamint demográfiai adatokat. Ezekből korrelá-

ciókat számoltunk, amelyekből a legfontosabbakat egy maximális fesźıtőfa módszer-

rel próbáltuk kiemelni. Ezt a módszert mi használtuk először biológiai adatokra.

A fesźıtőfánk alkalmazásai közé tartozik például az érzelmi állapotok statisztikailag

megalapozott klaszterezése.
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