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Introduction

During the last decade the Internet has become an essential part of our private,
business and scientific communications. In relation to that, the investigation
of the network’s behavior has attracted significant attention in several fields of
science. One of the fundamental problems of Internet research is to elaborate
our knowledge on the network’s topology. A main motivation behind that is that
structural properties also affect other key characteristics related to the stability
and the dynamics of the network.

Traditionally, most studies describe the network as a graph, in which the
nodes correspond to entities on various abstraction levels (e.g. network devices
or Autonomous Systems), while edges represent connections between these en-
tities (e.g. physical connections between devices, or business relations among
Autonomous Systems). The analyses of these graphs have provided versatile and
significant contributions related to the stability and evolution the Internet. How-
ever, the structure of the Internet is not abstract in the sense that it is embedded
in the physical space. Thus, the metric properities should in turn affect the way
we try model and improve the network. As a consequence, abstract topological
studies are unable to answer important research questions related to the spatial
structure of the network. These include problems such as geographical fault to-
lerance, the efficiency of routing methods or the spatial spreading of information.
To investigate such questions, and in general, to better understand the structure
and dynamics of the network, it is inevitable to explore the spatial properties of
the network. The goal of the dissertation is to introduce novel methods, tools
and empirical results, that together facilitate the spatial characterization of the
Internet.

Applied methods

In the dissertation we presented results from four topics related to the analysis
of the spatial character of the Internet. First, we gave a theoretical framework
for the probabilistic localization of network nodes, then we performed the statis-
tical analysis of the distance-delay behaviour of Internet packets. We collected a
calibration data set by means of several hundred spatially distributed reference
nodes, and then we gave a statistical model for the delay-distance distribution
over the Internet. To verify the accuracy and robustness of our method, we vali-
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dated the localization method on two large ground-truth data sets.
We presented two aggregation methods for the visualization of spatial dis-

tributions derived from large scale localization measurements. The first method
defines a spherical histogram, while the second introduces a spherical risk func-
tion based on the individual distributions corresponding to the localization tar-
gets. To implement the calculations in practice, we discretize the distributions
by means of the Hirarchical Triangular Mesh (HTM) spherical indexing method.

To analyze the spatial structure of the Internet we performed a geographi-
cally dispersed network discovery campaign by means of 700 PlanetLab nodes,
and mapped geographic position to the extracted IP addresses with probabilistic
IP-geolocalization. We studied the properties of the arising spatially embedded
topology: we chacterized the length distribution of network links and the cir-
cuitousness and asymmetry of end-to-end Internet routes.

The methods, measurements and analyses presented in the thesis were built
on the Network Measurement Virtual Observatory (NMVO). NMVO is a scientific
data warehouse that enables the efficient handling and analysis of active Internet
measurement data, and also supports the sharing of raw and evaluated data
through different interfaces.

Results

1 Probabilistic IP geolocation

Determining the geographical location of Internet hosts by a single IP address
poses many challenges, since there is no direct relationship between the IP add-
ress of a network device and its geographic location. In the dissertation we
presented a novel measurement based IP geolocation method to determine the
most likely position of the target based on signal propagation delay values bet-
ween the landmarks and the target. First, we gave a theoretical framework for
the probabilistic evaluation of delay measurements, then we determined a model
with which delays can be transformed into spatial distribution. Instead of rely-
ing on various metadata, our method utilizes active measurements, so that the
position estimation is based on measured physical parameters, creating a direct
connection between the physical and the estimated location. One important
consequence of that is that we can evaluate localization errors and verify the
method’s accuracy.
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While prior measurement based methods use strict geographical constraints,
our model utilizes spherical distributions. Thus, for a given target we not only
obtain an estimated region and the coordinates, but a spatial distribution as
well, which specifies occurance probabilities for the points of the Earth. Another
important novelty of our method is that while state of the art algorithms apply
landmark specific calibration to build up their inner model, our method handles
landmarks together, and derives a common delay-distance model for them. As
an important consequence, our approach is less prone to measurement errors
and overfitting during model calibration.

Results of the chapter

− We have determined the probabilistic model with which we can transform
Internet packet delays into distance distributions. For that, we first showed
that the standardized distribution of packet travel distances follow a nor-
mal distribution. Then, by means of Kolmogorov-Smirnov tests we have
verified that normality holds for fixed, individiual d delays, too. As a con-
sequence, we showed that for a given d delay the distribution of observed
distances are well characterized by a truncated normal distribution, where
the distribution’s mean and variance are parameters depending on d.

− By means of two ground truth data sets we have demonstrated that our
method enables more accurate and robust geolocalization than two im-
portant state of the art delay models, CBG and Octant. The probabilistic
geolocation approach achieves 30 km median error for the localization of
network routers.

The chapter was based on [3].

2 The application of geolocation in large-scale measurements

During the establishment of our geolocation method, it was an important goal
to enable the fast localization of large IP lists, possibly consisting of tens or
hundreds of thousands of targets. This feature – besides the localization of
individual IP addresses – allows the investigation of the spatial distribution of
large thematic target sets.

For each target, the probabilistic geolocation returns a spherical distribution
and a point estimate, which is the mean value of the distribution. To be able to
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examine the spatial patterns that emerge upon the localization of large target
lists, we need to provide techniques for aggregating the individual distributions.
In the thesis we introduced two approaches for the aggregation of spherical dis-
tributions, and we presented map visualizations for them through an application
scenario.

Results of the chapter

− We introduced methods for the aggregated visualization of the results of
large-scale geolocation measurements. For the direct visualization of a tar-
get list’s joint spatial distribution we defined the histogram map, which
shows the expected relative frequencies over the globe. This aggregation
method emphasizes the highest density target regions. For emphasizing
the well localized, but potentially lower density areas, we introduced an-
other calculation method, which transforms the individual distributions
before executing the aggregation. We derived a cosine error function from
the original distribution, and we showed that this error function can be
well aggregated in the following sense: it emphasizes the individual point
estimates, and it assignes an aggregation weight to each target based on
the reliability of the localization. The visualization of the joint risk function
is called likelihood map.

The chapter was based on [4].

3 An empirical study on the spatial propterties of the Internet

The results presented in the previous points enable the analysis of the spatial
properties of the Internet. To do so, we performed a geographically dispersed
network discovery campaign by means of 700 PlanetLab nodes, and performed
the geolocalization of the extracted IP addresses. This way we obtained a spa-
tially embedded sample of the Internet topology with 16,000 nodes and 44,000
edges. This data set enables the investigation of spatial properties related to
network links and end-to-end routes.

Results of the chapter

− We demonstrated that the link length distribution of the spatially embed-
ded Internet topology is scale-free, and the global character of the distri-
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bution can be well described by the P(%) ∼ 1/% probability density func-
tion. On the other hand, we indentified three power-law regimes of the
form P(%)∼ %−α, where different α exponents correspond to the regional,
transcontinental and intercontinental connections.

− We studied the spatial circuitousness of end-to-end routes in a geographic
break up. We found that intercontinental routes exhibit lower geographic
path deviations than intracontinental ones, however, routes between Eu-
rope and Asia exhibit very large deviations. By comparing geographical
and hop distances we quantified that on average, for the first and last 30%
of the route, packets are in the near proximity of one of the end points,
while on the middle 20% they travel the 80% of the total geographical
distance. We extended the usual notion of routing symmetry by spatial
aspects and showed that the majority of intercontinental routes exhibit
moderate asymmetries, while we also identified examples of unfamialar
routing behavior that induce extremely asymmetric long-range relations.

The chapter was based on [1] and [2].

4 Network Measurement Virtual Observatory

To be able to investigate the structural and dynamical properties of the Inter-
net it is inevitable to collect information on the system’s state. Due to differ-
ent business, legal, securty and technical reasons neither network equipments
themselves, nor the network operators provide sufficient data for the analysis.
Hence, network measurments play a fundamental role in Internet research. In
the last decade many experimental infrastructures have been launched in order
to help data collection for research purposes. However, the management of the
collected large – and often complex – experimental data sets still pose a major
challange. To facilitate the efficient handling of research data we created the
Network Measurement Virtual Observatory (NMVO), a scientific database and
its corresponding services. Besides archiving and sharing measurement data,
NMVO allows the server side processing of possibly large data sets, hence it sig-
nificantly speeds up the the investigation of certain research questions. Besides
other network measurement data sets, NMVO manages all raw and evaluated
experimental data related to probabilistic IP geolocation measurements, thus it
served as a fundamental building block for the analyses presented in the thesis.
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NMVO is utilized by several international research projects, and also plays a role
in the federation of European Internet measurement data.

Results of the chapter

− We presented the concept and implementation of a system that provides
an effcient way to organize and share different types of active network
measurement data. We defined a relational data model that can repre-
sent a wide range of network information (e.g. nodes, links, timeseries,
or packet patterns). The database handles most single point active (e.g.
ping or traceourte) and multipoint active (e.g. available bandwidth or de-
lay tomography) measurements, and also meta-information and evaluated
results (e.g. scalar values, distributions or spatial distributions) related to
them. In this structure it is possible express queries that cross-correlate
different types of measurements. We also implemented a number of stored
procedures to support data cleaning, analytical and administrative tasks. In
an international cooperation we developed a network measurement data
ontolgy that helps the unified and automated handling of experimental
information.

The chapter was based on [5–8].
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[3] S. Laki, P. Mátray, P. Hága, T. Sebők, I. Csabai, and G. Vattay. “Spotter:
A Model Based Active Geolocation Service”. In: Proc. of IEEE INFOCOM
2011. Shanghai, China, 2011. DOI: 10.1109/INFCOM.2011.5935165.
Acceptance rate: 15.9%.

[4] Zs. Kallus, P. Hága, P. Mátray, G. Vattay, and S. Laki. “Complex Geography
of the Internet Network”. Acta Physica Polonica B, 42, pp. 1057–1069,
2011. DOI: 10.5506/APhysPolB.42.1057. Impact Factor: 0.9.

[5] I. Csabai, A. Fekete, P. Hága, B. Hullár, G. Kurucz, S. Laki, P. Mátray, J.
Stéger, G. Vattay, F. Espina, S.G. Jimenez, M. Izal, E. Magana, D. Morató,
J. Aracil, F. Gómez, I. Gonzalez, S.L. Buedo, V. Moreno, and J. Ramos.
“ETOMIC Advanced Network Monitoring System for Future Internet Ex-
perimentation”. In: Proc. of IEEE TridentCom 2010 Conference. Berlin,
Germany, 2010. DOI: 10.1007/978-3-642-17851-1_20.

[6] P. Mátray, I. Csabai, and P. Hága. “A Semantic Extension of the Network
Measurement Virtual Observatory”. In: Proc. of Advances in Databases and
Information Systems (ADBIS). Riga, Latvia, 2009.

[7] A. Ferreiro, T. Fichtel, J. López De Vergara, P. Mátray, F. Strohmeier, G. Tro-
pea, and U. Weinsberg. “Semantic Unified Access to Traffic Measurement
Systems for Internet Monitoring Service”. In: Proc. of ICT-MobileSummit
2009. Santander, Spain, 2009.

[8] P. Mátray, I. Csabai, P. Hága, J. Stéger, L. Dobos, and G. Vattay. “Building
a prototype for Network Measurement Virtual Observatory”. In: Proc. of
ACM SIGMETRICS 2007 MineNet Workshop. San Diego, CA, USA, 2007.
DOI: 10.1145/1269880.1269887.

http://dx.doi.org/0.1016/j.comnet.2012.03.005
http://dx.doi.org/10.1109/INFCOM.2011.5934909
http://dx.doi.org/10.1109/INFCOM.2011.5935165
http://dx.doi.org/10.5506/APhysPolB.42.1057
http://dx.doi.org/10.1007/978-3-642-17851-1_20
http://dx.doi.org/10.1145/1269880.1269887


8

Further publications

[9] D. Kondor, P. Mátray, I. Csabai, and G. Vattay. “Measuring the dimension
of partially embedded networks”. Accepted to Elsevier Physica A, 2013. DOI:
10.1016/j.physa.2013.04.046. Impact Factor: 1.374.

[10] J. Stéger, S. Laki, and P. Mátray. “A Monitoring Framework for Feder-
ated Virtualized Infrastructures”. In: To appear in: Springer LNCS issue
on Measurement-based experimental research: methodology, experiments
and tools. Ed. by L-Fabrega, P. Vila, D. Careglio, and D. Papadimitriou.
Vol. 7586. 2012.

[11] J. vd Ham, Ch. Papagianni, J. Stéger, P. Mátray, Y. Kryftis, P. Grosso, and L.
Lymberopoulos. “Challenges of an Information Model for Federating Vir-
tualized Infrastructures”. In: Proc. of DMTF SVM Workshop. Paris, France,
2011.

[12] S. Laki, P. Mátray, P. Hága, I. Csabai, and G. Vattay. “A Model Based Ap-
proach for Improving Router Geolocation”. Elsevier Computer Networks,
54, pp. 1490–1501, 2010. DOI: 10.1016/j.comnet.2009.12.004. Impact
Factor: 1.176.

[13] I. Csabai, A. Fekete, P. Hága, B. Hullár, G. Kurucz, S. Laki, P. Mátray, J.
Stéger, and G. Vattay. “ETOMIC advanced network monitoring system
for future Internet experimentation”. Infocommunications Journal, LXV,
pp. 25–31, 2010. Invited Paper.

[14] P. Hága, P. Mátray, I. Csabai, and G. Vattay. “Modelling packet pair disper-
sion in multi hop network with correlated traffic”. In: European Conference
on Complex Systems, ECCS ’09. Warwick, UK, 2009.

[15] S. Laki, P. Mátray, P. Hága, I. Csabai, and G. Vattay. “A Detailed Path-
latency Model for Router Geolocation”. In: Proc. of IEEE TridentCom 2009
Conference. Washington D.C., USA, 2009. DOI: 10.1109/TRIDENTCOM.
2009.4976258.

[16] I. Csabai, P. Hága, P. Mátray, G. Simon, J. Stéger, and G. Vattay. “Results
of Large-Scale Queueing Delay Tomography Performed in the ETOMIC In-
frastructure”. In: Proc. of IEEE INFOCOM 2006 Conference, Global Internet
Symposium. Barcelona, Spain, 2006. DOI: 10.1109/INFOCOM.2006.55.

http://dx.doi.org/10.1016/j.physa.2013.04.046
http://dx.doi.org/10.1016/j.comnet.2009.12.004
http://dx.doi.org/10.1109/TRIDENTCOM.2009.4976258
http://dx.doi.org/10.1109/TRIDENTCOM.2009.4976258
http://dx.doi.org/10.1109/INFOCOM.2006.55

	Publications presenting the results
	Further publications

